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This report describes a research project carried out by Bransby Automation Ltd to determine 
current best practice in the chemical and power industries on the procurement, design and 
management of alarm systems. 
 
A significant activity of the project has been to carry out visits to 15 chemical and power 
plants and to discuss alarm system performance issues with a variety of operations and 
engineering staff.  Considerable information was obtained in the course of the visits.  In 
addition, a questionnaire survey was made of 96 control room operators. 
 
The project also involved discussions with engineers at corporate engineering centres on  the 
design and procurement of alarm systems, and a questionnaire survey of engineers involved 
in specifying alarm systems.  There has also been a major review of literature on alarm 
systems. 
 
The above source information has been analysed to highlight current industry best practice.  
Recommendations are given on the management of existing alarm systems and the 
procurement of new ones. 
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Reg was reading the monthly production summary when the first alarm went off.  He silenced 
the alarm, then brought up the alarm list on the VDU in front of him.  By this time he saw 
that 5 new alarms had come in. He silenced the alarms again.  The alarm at the top of the list 
showed that the reactor had tripped on low level.  He knew that if he did not act quickly, the 
rest of the plant would be tripping shortly. 
 
Looking down the alarm list he noted that the first unacknowledged alarm was from low flow 
on the reactor inlet.  He brought up the reactor overview on the VDU.  This showed that the 
isolation valve was closed.  New alarms were coming in so he silenced them.  Then he 
phoned Mike to ask him to go and see what had happened to the isolation valve. 
 
The next 20 minutes were hectic as he tried to avoid the rest of the plant tripping.  He was 
unlucky.  After 10 minutes the feed pump tripped, and then there was really no chance of 
saving the unit, but he kept trying to stabilise the flows.  He knew that if he could keep the 
regen unit on, then at least there should be enough feed for Brian to bring the distillation 
columns down to minimum load.  If he could stop those from tripping it would save £20,000 
an hour - and the boss was always going on about “avoidable losses”.  He was pleased that 
he did manage to keep the regen unit on, and that Brian was able to get the columns down to 
minimum load.   
 
For the whole of this 20 minutes alarms were going off all the time.  It was a horrible noise, 
and he kept silencing it.  He said to himself “that noise doesn't make a chap's life any 
easier!”.  Later analysis showed that alarms were being annunciated at a rate in excess of 30 
alarms per minute throughout this first 20 minute period. 
 
He didn't look at the alarm list at all as he was too busy with the reactor and the regen unit, 
and he had to keep switching between those two plant area formats on his VDU.  There was 
also the safety systems formats to look at, and the trips to reset.  After 30 minutes, when 
things had settled down a bit, he did bring up the alarm list for the first time.  There were 8 
pages of standing alarms to go through, and he didn't have time to acknowledge each one, so 
he quickly paged through them.  Over half of the alarms were high priority.  There were a 
few emergency alarms from the trips of  the reactor and the trip approach on the regen unit.   
 
In scanning the list Reg didn't notice the high level alarm on the surge tank in the middle of 
the fifth page of alarms.  Nor did he know that the instrument fitter had inadvertently left a 
temporary modification in the PLC logic for the vent system on the surge tank.  He went back 
to trying to stabilise regen flows.  One repeating alarm kept coming up every 15 seconds, and 
he kept silencing that. 
 
A little later Mike phoned back to tell him that a scaffolder had slipped and accidentally 
closed the instrument air supply to the feed isolating valve.  That was why the isolation valve 
had closed and tripped the reactor.  Reg told Mike to “give the idiot a piece of my mind”.  
While he was doing this, the emergency gas release alarm went off.   The HSE Inquiry into 
the accident never discovered where the ignition source was..... 
 
The above tale is total fiction.  The people in it do not represent any particular individuals 
living or dead, and the chemical plant described is a complete invention.   
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On the other hand the way in which the alarm system was used during this imaginary incident 
is based on real events that have been reported during this project and on behaviour during 
one plant trip incident that was actually observed (see Appendix 1).   
 
The researchers have found strong evidence that during major disturbances of process plant, 
operators are frequently presented with floods of alarms which they simply cannot take in.  
Indeed some operators are specifically told in training that they should “stand back from the 
detail, don't get dragged in to trying to deal with every alarm, and get an overall picture of 
what the plant is doing”. 
 
The number of alarms presented to operators in major disturbances can be very large indeed.  
In a questionnaire survey carried out as part of this project it has been found that the 
operators thought that on average there are about 80 alarms in the first minute of a major 
plant upset.  Many operators indicated that the numbers of alarms during a plant upset were 
“hundreds”, “too many to count”, “horrendous”, etc. Generally these floods include high 
numbers of nuisance alarms - often the same one or two alarms repeating over and over 
again. 
 
In laboratory experiments, when concentrating solely on the task, operators can read alarms 
quite quickly.  However, in the real conditions of a severe plant disturbance, operators will be 
carrying out fault diagnosis and corrective action, and will also be subject to significant 
stress.  If alarms occur at any significant rate operators will cease trying to read all of them. 
This was confirmed in the plant trip which was observed when there were over 30 alarms per 
minute for over 15 minutes.  The operator completely abandoned use of the alarm list display 
during this period.  A connected plant suffered a lesser alarm flood of about 10 alarms per 
minute over a period of 6 minutes, and even here the operator abandoned the alarm list.  This 
abandonment of the use of the alarm list is not negligence, it is a strategy commonly adopted 
to manage the stresses of the situation. 
 
The implication of this is that operators cannot be expected to take in every alarm at the rates 
they are typically presented to them during incidents.  It has to be recognised that they will be 
forced to pay only cursory attention to some of them.  In principle this should not have a 
safety impact since process plant is generally fitted with automatic shutdown systems to 
protect personnel and plant from risk.  However, in practice alarm systems do have an impact 
on plant safety for the following reasons: 
 
• = Good alarm systems reduce the frequency at which the shutdown systems are called upon 

to operate; 
• = On many chemical plants and some power plants there are post-trip actions required from 

operators to bring the plant to a steady state.  Also the analysis of safety-related operator 
actions is sometimes incomplete; 

• = In complex modern plant, faults do creep in - perhaps due to inadequate design or 
maintenance errors - that will not be protected by the automatic shutdown systems.  Some 
of these faults can result in major hazard if they are not detected and corrected by the 
operator. 

 
Consequently alarm systems provide one important “line of defence” against personnel and 
plant safety. 
 
Incidents do still occur in the process industries - fortunately very rarely - where people are 
killed or injured.  Also there are many cases of avoidable plant damage or lost production.  In 
an extreme incident losses may run into hundreds of millions of pounds.  Analysis in the US 
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indicates losses of perhaps $10Bn per year from uncontrolled abnormal situations in the US 
petrochemical industry. 
 
There have been a number of major incidents which could have been prevented if the plant 
operator had recognised a critical alarm in an alarm flood and responded before the fault had 
escalated.  These human failures are a consequence of requiring operators to do more than is 
realistically achievable.  The human systems are being loaded beyond their “design limits”. 
 
Operator failure is rarely the sole contributor to major plant incidents.  However, perhaps 
because hardware failures are being reduced, human failures are being incriminated in an 
increasing proportion of incidents.  If plant safety and productivity is to continue to be 
improved, then it is vital to improve the operability of plant and, among other things, to 
provide operators with alarm systems which do support them rather than hinder them during 
plant incidents. 
 
This is not a simple goal to achieve.  If it was, alarm floods during plant disturbances would 
not be so common.  However, some plant owners have developed practices in the 
procurement, design and management of alarm systems which can significantly improve 
performance.  It is the purpose of this report to highlight these best practices so that they can 
be adopted by other alarm system managers and designers. 



 

 x  

 

 
 



 

 1  

 

 

  
 

1. Introduction 
1.1 Project background 
 
This report relates to the alarm systems that are provided to operators in the control rooms of 
chemical plant or power stations.  It has been produced as a part of a research project funded 
by the UK Health & Safety Executive.  The project objectives were to survey alarm systems 
in the power and chemical industries and hence identify and report current industry best 
practice.   
 
The contract to carry out the research was placed in October 1996 with Bransby Automation 
Ltd.  Some work, predominantly the literature survey, was sub-contracted to Tekton 
Engineering.  This report represents the primary output from the project.  A colloquium paper 
has also been published (Bransby & Jenkinson, 1997). 
 
The project has involved a number of information collection activities: 
 
• = Visits to 15 plants with operational alarms systems.  During the visits discussion were 

held with a range of the site’s operational, engineering and managerial staff. 
=  
• = A questionnaire survey of 96 operators at operational plants to determine their views of 

the alarm systems they were using. 
=  
• = Visits to 3 company engineering or R&D centres to discuss company generic standards on 

the design and procurement of alarm systems, and find out about research and 
development activities. 

=  
• = A questionnaire survey of 5 engineers involved in specifying or procuring alarm systems 

to determine the functionality that users expect to obtain in a modern alarm system. 
=  
• = A literature search and review on alarm systems. 
=  
• = Discussions with members of EEMUA, an association representing large engineering 

users, and with members of GAMBICA, an association representing C&I manufacturers. 
 
These various sources of information have been analysed by the researchers and used to 
identify and report industry best practice. 
 
 
 



 

 2  

 

1.2 Overall organisation of report 
 
This project report is in three volumes: 
 
Volume 1:  Best practice  
This provides a distillation from the result of the survey and gives recommendations on 
current best practice in the procurement, design and management of alarm systems; 
 
Volume 2:  Survey results  
This volume reports the main results of the information collection phases.  It includes detail 
of the information gained on the visits to operational sites.  It presents the results of the two 
questionnaire surveys and of the discussions held at engineering centres. The volume also 
includes suggestions on topics for future research and development; 
 
Volume 3:  Literature survey 
This volume provides a comprehensive review of literature relating to the use of alarm 
systems in the process industries.  The body of the volume is split into three sections: one on 
general process industry literature on alarms, one on research on signal quality attributes, and 
one on literature from the nuclear power related industries on alarms. 
 
Appendices 
The appendices contain a significant body of illustrative material and technical detail gained 
during the course of the project.  This material forms an important part of the report.  A 
summary of the contents of the appendices is as follows: 
 

Appendix 1 A plant upset 
This appendix describes a major plant upset that was witnessed during one site visit.  It is 
reported as one example of how an alarm system is used in practice.  It appeared consistent 
with explanations that were given on other sites of how operators used their alarm systems 
during plant upsets. 

Appendix 2 Examples of alarm improvement exercises 
This appendix describes alarm improvement exercises that were being carried out at some of 
the sites visited.  These exercises were of different levels of sophistication, but all illustrate 
that significant benefits were achieved for relatively low expenditures of effort. 

Appendix 3 Review of alarm causes 
This appendix provides information of the results of three brief reviews carried out with 
operators on the reasons for particular alarms.  It is suggested that the reviews provide a rapid 
way of obtaining an insight into the potential for alarm reduction. 

Appendix 4 Improving operating procedures 
This appendix describes work going on at one of the plants that was visited to improve the 
operating procedures and other support tools provided to the operators. 

Appendix 5 Analysis of operator questionnaires 
This appendix describes the questionnaire survey of operators that was carried out and 
provides an analysis of the results that it gave.  It is suggested that a questionnaire like this 
provides a useful tool for assessing alarm system performance.  If this one is used at other 
sites, then comparisons can be drawn with the “industry average” results given here. 

Appendix 6 How many alarms are useful? 
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This appendix describes a method for measuring value to the operator of  alarms which are 
displayed to him.  This is done using a questionnaire.  The results from applying the 
questionnaire at some of the sites visited are described.  These suggest that perhaps half of 
the alarms could be eliminated or displayed in a different way with little detriment to the 
operator. 

Appendix 7 An alarm list display 
This appendix describes an alarm list display that had been recently developed at one of the 
companies visited.  It shows by example what features are useful in such displays. 

Appendix 8 Maintenance alarms 
This appendix discusses problems found at one site relating to alarms from plant under 
maintenance - and also looks at possible solutions. 

Appendix 9 The cost of alarm performance 
This appendix describes a potential method for estimating the cost of poor alarm system 
performance by use of a risk-based approach. 

Appendix 10 Repeating and fleeting alarms 
This appendix discusses the source of repeating and fleeting alarms and describes a number 
of techniques for dealing with them. 

Appendix 11 Logical suppression of alarms 
This appendix provides examples of the use of logic to suppress alarms in circumstances 
when they were of little operational significance.  One example describes one site’s general 
approach to suppression logic.  A second example describes some published work on how 
alarms may be suppressed according to the operational mode of the plant. 

Appendix 12 Prioritisation 
This appendix discusses options for the use of alarm prioritisation. 

Appendix 13 Design of individual alarms 
This appendix provides a checklist of issues that need to be resolved in the design of each 
alarm.  It is suggested that this information should be recorded when the design takes place to 
provide a design database for use during the lifetime of the plant. 

Appendix 14 Alarm specification checklist 
This appendix presents the results of a survey of 5 engineers involved in procurement of 
alarm systems.  It identifies the features that they would be looking for in an alarm system 
they might be considering buying. 

Appendix 15 ASM best practice messages 
The checklist included in this appendix was prepared by the ASM consortium as a result of a 
number of surveys of alarm systems at US petrochemical plants.  It lists some features that 
were commonly found at sites which were assessed to have well designed and well managed 
alarm systems. 

Appendix 16 References 
The appendix provides a bibliography of literature referred to in this report. 

 

1.3 Content of Volume 1 
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This volume, Volume 1, provides recommendations on how to go about procuring, designing 
and managing alarm systems.  These recommendations represent a distillation of the practices 
that were identified during the project as being successful. Some of these recommendations 
may appear subjective, however they are strongly founded on evidence collected during the 
site visits and the other activities which are reported in Volume 2.  The recommendations 
deal with the following three questions: 
 
• = How do you find out whether the performance of an existing alarm system is acceptable or 

not?   
 

Information will be provided on the role of alarm systems in terms of preventing 
accidents and avoiding financial losses.  This will be supported by some data on the 
cost of incidents involving alarm system failures at the sites visited.  A number of 
tests and checks will be described that can be made to assess the performance of  an 
existing alarm system.  It will help site engineers to “measure up” their alarm systems 
against industry averages. 

 
• = If your existing alarm system does not perform satisfactorily, how do you go about 

improving it?   
 

The review will describe the steps that can be taken to identify where the poor 
performance is coming from.  Ways of improving performance will be suggested.  
This will include a description of a large variety of techniques for handling alarms. 
 

• = If you decide that you need to buy a new alarm system, what should you buy? 
 

A checklist of facilities to be included in a procurement specification will be 
provided.  This volume will also deal with the important aspect of how the right sort 
of engineering services are bought with the new alarm system. 

 
It is noted that the recommendations concentrate as much on managerial issues as on 
technical issues.  In industry it is a major challenge to decide what investments are justified 
and will reap real benefits in terms of financial pay-back or increased plant safety.  Sound 
business cases have to be made for any investment.  Best practice is as much about 
investment justification as about technology.  For these reasons the recommendations do 
emphasise cost-benefit issues and the impact of alarm systems on plant safety. 
 
A second major managerial issue is the procurement of new alarm systems.  For successful 
investment, contract strategies need to be found that will deliver to time, cost and quality.  
That means specifying functionality which meets the needs but does not exceed them.  It also 
means getting the right people to provide the right services.  Again these issues are dealt with 
in this volume. 
 
A third major managerial issue is how incentives are set so that alarm system improvement is 
actually achieved at an operating site.  Operating sites are always limited in their availability 
of resources and there are always competing priorities for their time.  Even if it is identified 
that improvement in alarm systems performance is beneficial in terms of financial savings 
and safety improvements, this does not necessarily mean that this improvement will actually 
happen.  Consequently, considerable emphasis is placed on performance metrics that can be 
used by plant managers to drive a continuous improvement programme. 
 
This volume does also identify technical methods for improving alarm system performance.  
These methods are described and an assessment given of the benefit they are likely to give 
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compared against the effort needed to apply them.  Full background to these methods and to 
why some are thought more valuable than others is not given in this volume.  That technical 
background material is presented in Volume 2 of the report along with considerable detail on 
the results of the survey. 
 

1.4 Target audience  
 

This three volume report is aimed at a number of different readers, e.g.: 
 
• = Managers responsible for overseeing the operation of plant; 
• = Operations staff involved in improving plant operational performance;  
• = Engineers implementing changes to existing alarm systems; 
• = Engineers and managers involved in procurement of new alarm systems; 
• = Researchers attempting to improve alarm processing technologies. 
 
It has not been practical to structure the report into separate sections aimed at these different 
readers.  However all the key managerial messages are presented in Volume 1.  To aid 
readers in identifying relevant information, the section overviews at the start of the main 
sections highlight what the key messages are.  
 
Note that this report is aimed at individuals who do have a basic understanding of the control 
of process plant and of how alarm systems are used by operational staff.  The report is not 
intended to provide an introduction to the topic to readers who are unfamiliar with it. 
 

1.5 What is an alarm system?  
 

This report deals with the alarm systems provided to operators of process plant.  As a starting 
point it is useful to clarify what is meant by the terms “alarm” and “alarm system”.  In 
mechanistic, nuts-and-bolts terms, an alarm is some signal designed to “alert, inform, guide 
or confirm”, and an alarm system is a system for “generating and processing alarms and 
presenting them to users”.   
 
Traditionally alarms are presented to control room operators using one or more of the 
following three methods: 
 
• = Alarms are displayed on individual alarm fascias or alarm windows.  These are built into 

the control desk or back panel.  Each fascia is individually labelled with the alarm title.  
The fascia is lit when the alarm is active, and often the fascia colour is used to indicate the 
alarm priority. 

 
• = Alarms are shown on lists displayed on VDU screens.  The text of the alarm title is shown 

(e.g. “Boiler A outlet pressure high”).  There will be an indication of the status of the 
alarm (e.g. unaccepted, accepted, cleared, etc.).  There may also be an indication of the 
priority of the alarm. 

 
• = Alarms are indicated on items represented on VDU formats.  For example, there might be 

a mimic format showing the layout of the pumps, valves and pipework for a feed system.  
Measurements (e.g. pressures and flows) and plant statuses (e.g. pump running) might be 
shown on the mimic.  These items can be arranged to indicate when they are in alarm.  For 
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example, the background to a numeric display of pressure might flash when the pressure is 
high. 

 
There are numerous variants on these display methods.  For example, pseudo-alarm fascia 
windows can be drawn on VDU screens.  Also, other display devices can be used such as 
flashing beacons, large video screen displays etc.   
 
Typically these days, most new alarm systems on large process plant are computer-based and 
present the alarms on VDU displays.  Such systems will be the main focus of this report.  
However, some of the recommendations are generic and are equally appropriate to alarm 
systems which drive individual fascias or other display devices. 
 

1.6 Functional definitions 
 
At this point, rather than discuss the technical aspects in detail, it is more important to clarify 
the function of an alarm system.  The following definition defines its primary function: 
 

An alarm system is a system designed to direct the operator's attention towards 
significant aspects of the current plant status1. 

 
Many other definitions have been given in the literature.  The key reason for choosing this 
definition is to concentrate on the human aspects.  An alarm system is a system which is 
trying to help the operator to manage his2 time.  In effect it is trying to say to the operator 
“do something about this urgently”, “look at this soon”, etc.. 
 
It is vital that any interpretation of this definition must include a recognition of the 
limitations of human operators.  An operator can only assimilate information at a limited rate 
and can only carry out actions at a certain rate.  For example, under particular experimental 
conditions, it has been shown that the maximum rate at which trained operators can read and 
claim to comprehend familiar, structured text messages is some 30 messages per minute 
(Hollywell & Marshall, 1994).  However, the operators’ preferred rate under these controlled 
conditions was 15 messages per minute or less.  Under field conditions the reading rate could 
be much less than these figures.  Furthermore, if the alarm system is intended to provide the 
operator with the opportunity to assess the implications of each alarm message, check 
relevant plant information and take action in response to some of them, then it must present 
alarms at a much lower rate than this. 
 
A further consequence of this definition is that an alarm system cannot direct the operator's 
attention to all of the information about the plant status, all of the time.  For example, during 
quiet periods it may be appropriate to bring to the operator's attention some relatively minor 
changes in the plant operating condition to allow him to optimise operation.  However, in the 
middle of a major plant disturbance, the same information will be operationally irrelevant.  
Similarly, some alarms which may be of major significance in normal operation, say the 

                                                      
1 A question arising with this definition is how the operator should respond to the situation once it has gained his 
attention.  Some researchers define alarms as signals which should “alert, inform or guide” the operator.  This 
suggests that some alarms can be purely informative.  Other practitioners require that there should be a defined 
operator response to every alarm.  Note also that in this definition the term “operator” should be taken to include 
other primary users, e.g. supervisors assisting in the control of the plant in the control room.  The alarm system 
may also have a secondary function relating to provision of information to engineering and maintenance staff. 
2 For brevity, this report will use the masculine pronoun when referring to the operator.  Apologies are made for 
any offence caused to readers by this shorthand. 
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closure of a trip valve, will be of little operational importance in a major upset3.  If such 
alarms are brought to the operator's attention, they will distract him from more important 
activities such as assessing the safety of the plant and bringing the plant back under control.  
If the alarm system presents the operator with a flood of alarms at a rate he cannot assimilate, 
then it is failing in the fundamental objective of managing the operator's attention. 
 
This means that an alarm system should ideally be actively filtering the plant status 
information available to be presented to the operator.  Frequently it may have to discard some 
information as not sufficiently important for operator attention at the present time4.  It is 
preferable for the alarm system to take some, possibly imperfect, decision on which 
information should be presented to the operator, than for it to present everything, and for the 
operator to be overloaded and abandon the alarm system.  This is a logical and inevitable 
consequence of recognising human capabilities. 
 
The above definition is rather abstract.  Existing alarm systems in general do not achieve the 
objective of actively managing the operator's attention.  Most apply a set of fixed mechanistic 
procedures to the handling and presentation of alarms.  Indeed it has to be recognised that to 
actively manage the operator's attention is a challenging task.  However, the key point about 
the above functional definition is to emphasise that an alarm system is installed to make 
things happen inside the operator's head, not inside some computer system. 
 
The above definition defined the primary function of an alarm system.  Alarm systems will 
often have the following secondary function: 
 

An alarm system is a system for logging all significant plant events 
 
This represents an essentially mechanistic process.  It requires some definition of what will 
be considered as significant events.  Also it requires a number of technical decisions to be 
made about how to store the logged data, how to provide access to it, etc.  However there is 
no real human dimension to this function.  Because of this, alarm systems generally achieve 
this function in an acceptable manner.  This function will be discussed in this report, though 
only in terms of how it may be used when working to improve the primary function. 
 

2. Why performance matters 
2.1 Section overview 
 
A key question that needs to be answered by a process plant owner is “Is it important that the 
alarm systems should perform well?”  Process plant owners are always restricted in the 
resources that are available to be spent on constructing or operating their plant.  Hence there 
needs to be a clear justification in terms of plant safety or commercial pay-back if resources 
are to be spent on the process alarm systems.  This section presents in general terms why 
alarm systems are important.  It also provides data on actual losses that were incurred at the 
plant visited and elsewhere from poor alarm system performance.  It is hoped that this section 

                                                      
3 However, the failure of the trip valve to close may be of great importance. 
4 One can define an infinity of events that can occur on plant and could be selected as alarms.  The choice of some 
of these events as alarms represents an assessment that this information may be of value to the operator. There is 
no reason why this selection should be fixed and should not be adapted according to the prevailing circumstances.  
Indeed this is logically the right thing to do. 
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will provide assistance in analysing the cost-benefit case for investment in alarm systems at a 
specific site. 
 

2.2 Incidents reported 
 
One way of demonstrating why the performance of alarm systems is important is by looking 
at what the costs of poor performance have been.  In the course of this study a number of 
incidents have been reported which have been due to poor performance of the alarm systems.  
The following incidents relate to plant visited during the survey: 
  
Incidents resulting in plant damage 
 
• = On a large petrochemical plant a trip occurred on a compressor.  There were two days lost 

production before the plant was put back on-line (cost around £1M).  Also, components in 
the plant were damaged by the trip, and some months later the plant had to be taken off for 
an unscheduled outage to repair this damage. This outage cost about £12M, but other 
work was done in this outage, so not all the cost can be attributed to the trip.  Six weeks 
prior to the compressor trip there had been an alarm on high axial displacement which the 
operators accepted but did not investigate.  Three days prior to the trip there was a second 
similar alarm which also was not investigated.  Subsequent to this incident a major drive 
to improve the alarm systems has been initiated at the plant. 

=  
• = A newly trained operator was controlling a power plant when a high temperature alarm on 

a thrust bearing on a feed pump started to come up repeatedly over a period of some 
minutes.  There was information available on the Distributed Control System (DCS)5 that 
would have allowed the operator to observe the plant condition in more detail, but he did 
not call this up, and instead sent a plant attendant to look at the pump.  Twenty minutes 
later, having received a report from the plant attendant, he shut down the pump.  By this 
time it was damaged beyond repair and cost £250,000 to replace.  It is likely that the pump 
would have been repairable if the operator had stopped it earlier. 

=  
• = An inadequately engineered maintenance procedure on a power station caused a pump to 

start with its discharge and recirculation valves closed.  However, there was no specific 
alarm to annunciate the starting of this pump and, due to the high alarm activity resulting 
from other maintenance activities, it went unnoticed for some time.  After about 15 
minutes the pump failed and this resulted in the initiation of several fire alarms from the 
pump cell.  Total replacement costs for the pump were about £250,000.  

=  
• = During a period of disturbed operation on a small chemical plant a high temperature alarm 

came up.  This alarm was installed on the outlet of a fan driving exhaust gas through 
polishing plant filters.  The operator ignored the alarm as it came up whenever the plant 
feed was turned off, but in this instance there was actually a fire in the polishing plant 
filter bank.  This was only recognised when the operators smelt smoke and saw flames 
coming out of the stack.  There was a cost of £20,000 associated with the incident, with a 
potential production loss of £250,000.  Following the incident it was recognised that the 
high temperature alarm should have been installed after the polishing plant filters rather 
than before them.  A protective interlock was also installed. 

                                                      
5 In this report the term “DCS” should be read as a loose generic term for almost any sort of computer-based C&I 
systems.  Thus at one end of the spectrum a DCS might be a PLC, at the other it might be a large integrated multi-
computer system which provides control, ESD, operator information, logging and management information 
functions. 
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Incidents resulting in lost production 
 
• = On a large petrochemical plant there has been one plant trip in the last two years that 

would have been preventable with a better alarm system.  There was a major disturbance 
on one part of the plant and the operator had been concentrating on this.  He had missed 
an alarm indicating a problem on another area of plant, which had then tripped.  The 
typical cost of such a trip was estimated as £250,000 

=  
• = On a major process plant there had been trips - some affecting only part of the plant, some 

affecting it all - at a frequency of once per day during commissioning and in the early 
months of operation of the plant.  These unplanned trips caused significant production 
losses.  A number of them had been due to the inability of operators to diagnose faults and 
take preventative action because of the high numbers of nuisance alarms.  

=  
• = On a chemical plant an operator accepted a low flow alarm without appreciating its 

significance.  Subsequently the plant tripped and 5 days production was lost.  The selling 
cost of the lost product would have been around £3M.  As a consequence of this some 
work is being done to improve the relevant automatic control systems. 

 
Incidents resulting in environmental incidents 
 
• = On a process plant a powerful smelling but harmless gas was being loaded from a road 

tanker into a vessel.  A local high level alarm had inadvertently been left disconnected, 
and the operators at the tanker did not notice that high level was shown on a site glass and 
on a level transmitter.  The operators in the control room, who were suffering from a high 
number of nuisance alarms, acknowledged three high level alarms, but did not radio to tell 
the operators at the tanker.  Consequently the vessel was overfilled and gas was released 
to atmosphere.  The incident resulted in the plant being served with an Improvement 
Notice by the Environmental Inspector. 

=  
• = On a chemical plant there was an overflow from a vessel containing a hazardous chemical.  

There were two high level alarms on the vessel.  The first had been recently refurbished 
with a type of instrument that was subsequently recognised as unreliable but which had 
been overlooked when other such instruments had been replaced.  The second was 
indicated in the control room via a group alarm.  This group alarm was already standing, 
and whilst the operator noticed the reflash due to the high level alarm, he did not 
immediately identify it as high priority.  The desk operator claims to have radioed the 
outside operator to investigate, but the outside operator did not receive the message.  The 
desk operator was heavily loaded with repeating alarms at the time.  As a result of the 
incident the first instrument has been replaced, an automatic trip has been installed, and 
the alarms are being de-grouped. 

=  
• = On a chemical plant there have been 3 incidents in the last ten years of vessel containing 

hazardous chemicals being overfilled due to operators failing to respond to alarms and the 
high level protection not operating.  None of these incidents had resulted in breaching of 
environmental constraints or injury to people. 

 
 
 
The following incidents were reported as having occurred on plants owned by companies 
visited: 
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• = An operator inadvertently left a tank level controller on manual and the tank level built up 
and eventually overflowed causing chemical to flow to drains.  The drains analyser 
worked on a sample time of ten minutes, and consequently it was some time before the 
analyser alarm came up and the operator took corrective action.  By this time the statutory 
limit on discharges from drains to the sea had been broken. The operator had missed the 
tank high level alarm amongst the other alarms which were coming in at a rate of 100 per 
hour at the time6. 

=  
• = A newly commissioned process plant was tripping very frequently.  Studies showed that 

many of these trips were due to poor operability of the plant, and the high level of 
spurious alarms was a major aspect of this.  Even in the quietest periods, the alarms rate 
was in excess of  30 alarms per hour, and generally it was worse than this.  Typically there 
would be 3-4000 alarms in the first 10 minutes post-trip.  It was estimated that a project to 
improve the operability of the plant would cost approximately £500,000 and save £1M per 
year in reduction of unplanned trips.  

=  
• = During the commissioning of a power station, a guaranteed 125V DC supply failed due to 

a design error.  Because there were many spurious alarms, the operator did not notice the 
alarm from this and it was 72 hr before the fault was discovered.  During that period many 
of the electrical protection systems on the plant were inoperable.  If there had been an 
electrical fault during that period there could have been major plant damage, injury to 
personnel, and significant delay to the commissioning programme. 

=  
• = A power station was running at steady load supplying 500MW of power to the national 

grid.  There was a lightning strike which took out power lines and left the station running 
on an isolated load of about 60 MW.  The electrical disturbance caused many alarms, and 
also the unusual operating state resulted in a governor valve oscillation which generated a 
steady flow of chattering alarms.  Over a half hour period until the plant was tripped, 
alarms were generated at an average rate of 137 alarms per minute.  Throughout this 
period the alarm screens were continuously filling with alarms.  There was no plant 
damage or injury to personnel, but the incident was considered sufficiently serious to 
warrant in-depth investigation and redesign of the alarm system. 

=  
• = In an incident at a refinery an operator allowed a knock-out vessel to become almost 

filled.  The operator had been overwhelmed by alarms in the 20 minutes before this 
occurred.  The average alarm rate was 900 per hour and the alarm hooter had been 
disconnected because of the nuisance it caused.  There was no plant damage or injury to 
personnel, but the “near miss” incident had to be reported to the HSE. 

 
It is also worthwhile highlighting the following major accident (Health & Safety Executive, 
1997): 
 
• = On 24th July 1994 there was a major explosion at the oil refinery at Milford Haven jointly 

owned by Texaco and Gulf.  There was plant damage that cost about £48M to repair.  
There was also two months lost production from the complete plant and four months lost 
production from the area that was damaged.  The plant owners were prosecuted and fined 
a total of £200,000 plus costs. 
 
Alarm system shortcomings were one major contributor to this incident.  There was a 

                                                      
6 It is noted that a HAZOP for this plant area had been carried out and had assumed a probability of the operator 
missing the high level alarm as 1 in 20.  However, the HAZOP had not taken account of the sample delay in the 
analyser. 
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lightning strike which caused a significant plant upset.  For several hours after the 
lightning strike the operators were heavily loaded with alarms at a rate estimated to be in 
excess of 1 every 2-3 seconds.  During this period several operators failed to identify the 
build up of liquid in a knock-out vessel.  This eventually overfilled and resulted in the 
explosion taking place.  A number of  instrument faults contributed to the operating 
confusion.  A large number of people (26) sustained minor injuries as a result of the 
explosion, but fortunately there were no major injuries.  An HSE report of this incident 
has recently been published (Health & Safety Executive,1997). 
 

Further evidence of the high cost of alarm systems failures has been found in a major project 
being carried out in the US to improve plant performance in “abnormal situations” (Andow, 
1997).  These situations encompass a range of events outside the “normal” plant operating 
modes, e.g. trips, fires, explosions or toxic releases.  This project has included a survey of  
the US petrochemical industry and estimated that there are losses of around $10Bn per year 
from abnormal situations.  This is approximately equal to the total annual profits of that 
industry.  There was a variety of evidence leading to this estimate: 
 
• = Plant surveys showed that incidents were frequent with typical costs ranging from $100K 

to well in excess of $1M per year.  For example, one plant surveyed had 240 shutdowns 
per year at a total cost of $8M.  Many of these shutdowns were preventable; 

• = It was found that refineries on average suffer a major incident once every three years 
costing on average $80M; 

• = One insurance company’s statistics showed that the industry was claiming on average 
over $2.2Bn per year due to equipment damage.  It is likely that actual total losses to the 
companies would be significantly higher than what was claimable. 

 
Note that in addition to the financial losses, personnel injuries or fatalities can be associated 
with the more serious incidents.  Again these cost figures demonstrate there are large prizes 
from improving the tools for operators to manage such incidents.  Whilst alarm system 
failures were not the only contributor to the above losses, the surveys did show that they were 
a major contributor, and the incidents frequently resulted in operator overload with alarm 
floods7. 
 
The various examples from the various sources that have been given in this section certainly 
do not represent a complete or comprehensive record of all incidents where failures of alarm 
systems have caused significant hazard or financial loss.  However, the following points are 
noted: 
 
• = Across the 15 sites visited the researchers have identified several millions of pounds of 

loss resulting from missed alarm incidents.  Typically these incident had occurred within 
the previous two or three years.  It is likely that there are a number of other loss incidents 
that the researchers did not identify.  The individuals that the researchers spoke to were 
not obliged to tell them about all incidents (though they appeared to be quite frank and 
open), nor were they necessarily aware of all incidents.  However, with the benefit of 
hindsight, many of the sites would have been justified in making significant investment in 
improved alarm systems if it had eliminated just some of the incidents that were reported.  

=  

                                                      
7 It has also been observed by an individual concerned with the ASM project that operators often operate plant 
conservatively and do not achieve maximum profitability.  This is partly because the operators find that it difficult 
to keep the plant operating after a significant plant disturbance if it is too close to its operating limits.  If better 
alarm systems allowed these margins to be reduced, there could be significant financial benefits.  Also there would 
be benefit in reducing the frequency and size of the week-on-week operational perturbations.  
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• = At one of the sites visited in this survey it was stated that analysis of reported near misses 
and non-conformances showed that 50-65% were due to operator error.  These cost 
perhaps 15-20% of the annual turnover. 

=  
• = Missed alarm incidents are random and unpredictable.  If operators at a plant state that 

sometimes they accept alarms without fully investigating them - and this was found at 
every plant visited - then there is the real possibility of this contributing to a major 
incident.  The fact that a plant has not to date had a major incident does not mean that it 
will not have one in the future.  Maybe another incident like the Milford Haven explosion 
lies in the near future, and like that, will be avoidable with better alarm systems. 

 
The strong impression that was gained on the survey was that sites recognised that 
difficulties with alarm systems did result in significant financial loss and hazard, but found it 
hard to justify making investment to improve the systems.  Partly this was because the 
problems were seen as difficult to solve.  Partly it was because the benefits were in 
statistically reduced risks of losses, and these were hard to quantify.  If there had been major 
incidents, then the researchers found that expenditure was made, but this was “after the horse 
had bolted”.  In general companies did not seem to be able to make sound risk-based 
appraisals of  whether investment in improved alarm systems would be beneficial. 
 

2.3 Fault studies 
 
One possible way of assessing the importance of alarm systems is to use an analytical 
approach.  The Management Overview has indicated in broad terms why alarm system 
performance is important.  In summary this is because alarm systems are a key part of the 
protection against hazards to people or the environment and key to maintaining the 
commercial operation of the plant. 
 

alarm
&

control
alarm

alarm,
control

         &
protection

Increasing hazard

 
Figure 1 Use of alarms, control and protection 

 
This is illustrated in Figure 1.  The systems used to protect against hazards depend on the 
severity and type of the hazard8.  If there is a minor hazard which would only have a minor 
commercial impact then it is often considered sufficient just to install an alarm.  For a larger 
commercial hazard, there may be an alarm plus some form of automatic control or protection 
implemented in the DCS. 
                                                      
8 Note that in this report we will use the term “hazard” as including commercial risks to the plant operation, for 
example, from plant damage or lost production.  In many cases major commercial hazards also involve risks to 
people and the environment. 
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Where there are hazards to people or the environment, automatic protection systems are often 
employed, and these are implemented to a degree of integrity appropriate to the risk, for 
example, by use of redundant protection systems where the risk is high.  The protection may 
also include diversity, for example, relief valves.  However, a key point is that almost always 
(except where the fault giving rise to the hazard is so fast-acting as to exclude the possibility 
of operator intervention) pre-alarms are also installed. 
 
Pre-alarms provide the opportunity for the operator to intervene to bring the plant under 
control before the automatic protection operates.  This reduces the demand rate on the 
protection systems and hence reduces the overall probability of a hazardous situation arising.  
Also, correcting deviations before the plant protection operates and interrupts plant 
production, reduces their commercial impact. 
 
Thus Figure 1 illustrates in qualitative terms how alarm systems are employed in practice to 
assist in the  protection of the plant against safety, environmental and commercial hazards.   
 
A quantitative illustration of the contribution of the alarm systems to the protection against a 
specific hazard is given in Figure 2.  This shows an example fault tree based on one 
developed by a large chemical company.  It shows the various combination of events that 
could lead to a particular vessel being overfilled and the likelihood of each event.  These 
events include equipment failures and failures of the operator to carry out certain actions.  
The overall likelihood of overfilling the vessel is estimated as 6.1 x 10-6 per year, and the 
company considers this failure rate to be “tolerable” given the implications of the hazard that 
results9. 
 
The operator contributes to protection against this hazard in three ways: 
 
• = If a discharge pump fails and the discharge flow is reduced, he notices this and reacts to 

correct the situation.  It is estimated that the chance of not doing this is 0.20 per demand - 
i.e. one in five.  Note that this figure will depend in part on how well the operator 
interface supports the operator in the task of monitoring the plant. 

=  
• = There are three replicated high level alarms, and he can notice the occurrence of one of 

these and react to correct the situation.  It is estimated that the chance of not seeing and 
responding to any of these alarms is 0.010 - i.e. one in a hundred.  

=  
• = There is a separate high pressure alarm, and he can notice this and react to correct the 

situation.  It is estimated that the chance of not doing this is 1.0 per demand - i.e. he never 
notices this alarm.  This figure is used in the analysis because it is assumed that the 
circumstances leading to missing the high level alarm also cause the high pressure alarm 
to be missed. 

=  
 

                                                      
9 Note that the fault tree includes a number of conservative assumptions.  For example, the second pump is 
assumed not to respond to reduce the outflow to take account of common mode failures of the pumps.  Similarly 
the operator is assumed to miss a second alarm if he misses the first. 
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Frequency/year
               Probability/demand

0.5        Discharge pump A stops
0.5        Discharge pump B stops                          
      1.0      Second pump fails to reduce outflow             
      0.2      Operator fails to notice reduced outflow
0.1        Outlet line blocks
0.1        Level control fails to reduce in flow
     0.05      Flow controller fails to reduce inflow
     0.05      High level alarm A fails
     0.05      High level alarm B fails
     0.05      High level alarm C fails
    0.002     Alarm common mode failure
     0.01      Operator fails to respond to high level alarms
     0.05      High pressure alarm fails
      1.0       Operator fails to respond to high pressure alarm
     0.05      High pressure trip fails
    0.002     Common mode fault in valve for trip/control
     0.02      Common mode fault in impulse lines for pressure/level
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Figure 2 Example fault tree for vessel overflow 

 
In this fault tree there is a direct mathematical relationship between the performance of the 
operator in responding to the alarms and the likelihood of the hazardous event.  If the alarm 
system is worse than estimated and the probability of the operator missing the high level 
alarms rises to 0.020, then the overall likelihood of  overfilling the vessel rises to 11 x 10-6 
per year.  Thus, based on this analysis of this fault scenario, when the alarm system is twice 
as bad, the safety of the plant is almost twice as bad. 
 
If the alarm system is completely dysfunctional (i.e. the chance of not noticing the high level 
alarms is 1.0) then the likelihood of overfilling the vessel rises to 500 x 10-6 per year, which 
is about 80 times greater than in the original fault tree.  This can be compared with the 
situation where the pressure trip is completely dysfunctional - which gives a likelihood of 
overfilling the vessel of 120 x 10-6 or about 20 times greater than in the original fault tree.  
Thus, in this example, the alarm systems are four times more significant than the trip system 
in protecting the plant from hazard. 
 
The above is a theoretical analysis.  Also the fault tree analysis is relatively simplistic 
compared  with some other applications.  However, it is based on a fault tree analysis that has 
been developed for an real chemical plant.  The results are of course completely dependent 
on the failure rate figures that are assumed for the various systems and for operator actions.  
The figures that are used in this example are those that have been used by one large company 
in its analysis of real systems.  Similar fault trees have been used, along with other analysis, 
to support the conclusion that there are adequate protection for vessels containing hazardous 
chemicals.  The example may thus be representative of the performance that is assumed of 
alarm systems in practice. 
 
There are several implication of this: 
 
• = The probability of the operator failing to respond properly to the alarms was assumed to 

be 0.01.  The designers need to be confident that this is realistic if they are to be confident 
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in the overall safety analysis for the plant.  This rate should take account of the situations 
in which failures are likely to occur.  For example, if failures of equipment are most 
common during plant upsets, then the probability of the operator not responding to alarms 
should be weighted according to the likely performance of the operator and the alarm 
system during plant upsets. 

=  
• = If the probability of the operator failing to respond to alarms increases significantly above 

0.01 then the plant may not be achieving its “tolerable” failure rate. 
=  
• = The above example was based on a vessel protected with a simplex trip system.  If a 

diverse or redundant protection system was used then it would contribute more in terms 
risk reduction.  However, the operator would still be making a very significant 
contribution to overall plant safety. 

=  
• = As illustrated in Figure 1, the alarm system is a common element involved in the 

protection against very many different risks to personnel and to the plant.  Limitation in 
its performance therefore has an impact on many aspects of plant safety/economic 
operation.  Alarms are therefore often subject to “common mode” failures.  This can be 
contrasted with the plant protection systems.  These tend to consist of individual 
independent systems with few common elements10.  Design and implementation errors or 
hardware faults tend to have an impact over a limited area. 

  
The authors do not know of any studies that have been made to look at all the faults 
applicable to a plant to determine the overall sensitivity of the plant fault rate to the 
performance of the alarm system11.  However, it seems very likely that such a study would 
conclude that there is a strong and direct relationship between the performance of the alarm 
systems and the likely frequency of hazardous incidents. 
 
The overall conclusion from this example is that alarm systems are a significant contributor 
to the safety of plant, and that more mature consideration needs to be given to the design and 
engineering of alarm systems. 
 

2.4 Investment appraisal 
 
In the view of the researchers, investment justification is the critical issue in alarm systems.  
Sites need to have some method of determining what they should invest at their particular 
site.  The data on incidents and the discussion on fault studies presented above provide 
pointers to the size of the safety and financial benefits of ensuring good alarm system 
performance.  However these are not specific to any particular site.  To determine these the 
following approaches are suggested: 
 
• = Collect records at individual sites on avoidable incidents, and identify the contribution 

that alarm systems make to these.  Calculate statistics on the financial losses and hazards 
involved 

=  
• = Amalgamate records across sites within the same company to provide better estimates of 

statistical properties such as the frequency of large incidents. 
=  

                                                      
10 However, modern ESD systems are becoming increasingly centralised and integrated.  Some new common 
elements (such as heat flows between cabinets) are being introduced by this trend. 
11 In some cases, for example, some nuclear safety cases, some partial sensitivity analysis has been carried out. 
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• = Consider cross-company incident reporting.  This is used extensively in the nuclear and 
aircraft industries, and there may be great benefits from doing more of this in the chemical 
and power industries. 

=  
• = Analyse fault trees that have been developed for sites and quantify the contribution to 

plant safety made by that the action of the operator in response to alarms. 
=  
• = collect measures of the performance of the installed alarm systems at individual sites to 

allow performance to be quantified and improvements measured. 
 
These steps are not entirely straightforward, and do require a long term commitment to 
collecting information.  However, without hard data, investment decisions must be based on 
“gut feel”.  Certainly the view of the researchers following the survey is very strongly that 
there are major benefits to be gained at many chemical plant and power stations from 
improving the alarm systems and ensuring that operators are not overloaded with nuisance 
alarms and are able to properly investigate and respond to all the alarms that come up. 
 
One possibility would be to develop a mathematical risk-based methodology to analyse the 
cost of poor alarm system performance.  This suggestion is expanded in Appendix 9. 
 

3. Strategy for improvement 
 
“It is best to do things systematically since we are human and disorder is our worst enemy”  
Hesiod c700 BC 
 
A key principle runs through this report.  This is that, if you want to improve performance of 
alarm systems, it is necessary to: 
 
• = Use some performance measures to assess in a repeatable manner what is the current 

performance of the alarm systems. 
=  
• = Set performance targets for what is acceptable performance. 
=  
• = Take steps to improve performance, and re-assess against the performance targets using 

the performance measures. 
 
This principle is almost self evident in the meaning of the word “improve”, as it means 
making something better against some measure of performance.   
 
From a managerial point of view there can be real benefits if this improvement process can 
be formalised.  Clearly defined performance measures and targets are generally preferable to 
“gut feel”.  To quote Tom Peters, “What gets measured, gets attention and gets done”. 
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4. Assessing performance 
 

4.1 Section overview 
 
This section describes a number of techniques for assessing the performance of an existing 
alarm system to decide if it is adequate.  Some involve quantitative measurements, some are 
more qualitative.  The key message is that a combination of these assessment techniques 
provides an effective tool for managing an improvement programme. 
 

4.2 Approach to performance assessment 
 
“Be creative when collecting data.  Even after deciding on the type of data you need, you will 
often find that the particular data may be difficult to obtain, that there are no appropriate 
instruments, or it is hard to put the data into value figures....  In such cases, eagerness to 
collect data will lead to the solution”  K Ishikawa  
 
This section considers the options for assessing if an existing alarm system is adequate.  
Based on the fault tree analysis it can be argued the key performance requirement for an 
alarm system is expressed in the following question: 
 
• = Is there a 99% probability that the operator will detect and respond correctly to all alarms 

claimed in the site fault studies? 
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This would allow the fault tree analysis to be put on a sound and substantiated basis.  
Alternatively, working from the functional definition, performance requirements might be 
expressed in questions like: 
 
• = Does the alarm system get the operator's attention when required? 
=  
• = Does it direct the operator's attention to the most important things? 
 
Unfortunately very little work has been done in human performance quantification in 
response to alarms, and the above questions are difficult to answer.  A more pragmatic 
approach is to base the improvement process around measures of  the performance of the 
alarm system rather than of the operator using it. 
 
The measurements given in the rest of this section can be made relatively easily, can provide 
good indicators of the alarm system performance, and hence can be used for targets for an 
improvement process. They are not claimed to be precise measures of the usability of an 
alarm system and the performance that the operator is likely to achieve when using it.  
Nevertheless, the point is that, if such measures are made and a responsible program of 
improvement carried out against performance targets based on these measures, then 
considerable improvement can be achieved.  As the process develops, more subtle measures 
may need to be developed, however, these can be based on evidence of progress already 
achieved.   
 
In the survey it was found that organisations who did have some form of performance targets 
were the ones that did achieve improvements.  It did not seem to matter that the targets were 
only crude measurements of usability.   
 
There are good reasons for this.  Many of the sites visited suffered to a major degree from the 
same two common complaints: 
 
• = there were too many alarms occurring, and; 
• = too high a proportion of them were nuisance alarms of little operational relevance. 
 
It does not need subtle measures of human performance to identify these problems and set 
targets for improving them. 
 

4.3 Operator questionnaires 
 
An overall view of the performance of the alarm systems can be obtained by surveying 
operator opinion using questionnaires.  This is relatively “low cost” as operators can fill the 
questionnaires in during quiet periods whilst working at the control desk.  Questionnaires can 
be of a general nature or can be used to follow up specific points in more detail. 
 
An operator survey using a general questionnaire was carried out as part of this research 
project.  A copy of the questionnaire used and a discussion of the results it produced are 
given in Volume 2.  The questionnaire was used on a total of  96 operators on 13 sites, so the 
results provide an approximate “industry average view” of alarms systems.  Therefore, if this 
questionnaire is used at another site, the results can be compared against the averages to 
highlight areas where the site may have particular problems. 
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Note however that results better than the industry averages should not be allowed to be a 
reason for complacency.  There were definite problems with alarm systems at many of the 
sites visited - including some with relatively good questionnaire results. 
 

4.4 Average alarm rate  
 
Average alarm rates are a good and simple measure of the workload imposed by the alarm 
system.  For example, if the alarm rate averages 2 per minute over long periods of steady 
state operation, it is quite clear that the operator cannot be putting much effort into 
investigating each alarm and taking corrective action.  If any alarms are getting in depth 
investigation, then others must be getting a very cursory examination.  Also if a rate like this 
is sustained, it is common sense that the operator will get mentally tired and tend to turn off.  
On the other hand, if the average alarm rate is, say, one per 10 minutes, then the researchers’ 
experience would suggest that the operator should have time to complete an initial 
investigation and flag up any required further action for the great majority of alarms. 
 
In practice, a simple measure like average alarm rate measured over a one week period is 
surprisingly meaningful.  However, it may be appropriate to try to correlate the measured 
alarm rates to the different operational modes, e.g. steady state normal operation, plant off, 
plant starting-up, etc.  Also some measure of the variability of the rate may be useful, e.g. 
peak rate in any 10 minute period. 
 

4.5 Identification of frequent alarms 
 
In addition to measuring the average alarm rate, it can be extremely useful to identify the 
alarms which are occurring most often.  Statistics such as the 10 most frequent alarms in a 
given period can provide a powerful performance measurement. 
 
In the survey there were several examples of this being done.  For example, an analysis of the 
alarm activity during a one week period of operation of a petrochemical plant found that 85% 
of the alarm activity came from just 9 alarms.  The most frequent alarm occurred 921 times in 
7 days.  The total alarm rate was about 1 per 60 sec.  On average there were 30 standing 
alarms.  Following on from this analysis the site reviewed alarm settings etc.  They removed 
25% of the alarms and re-prioritised 15%.  The average alarm rate was reduced by 26%.   
The average number of standing alarms was reduced to 8.  This study consumed a total of 2 
man months effort. 
 

4.6 Number of alarms during a major plant 
upset 
 
The survey results showed that operators find the alarm systems significantly less helpful 
following a major plant upset than in normal operation.  One reason for this is that a very 
large number of alarms can get displayed to the operator after an upset.  On the majority of 
continuous process plant sites it was indicated that there would typically be in excess of 100 
alarms in the 10 minutes after a major plant upset.  These alarms are particularly difficult for 
the operator to deal with since he will be under some stress at the time and needing to make a 
number of checks or other actions.  The researchers found a lot of cases of operators saying 
that they ignored the alarms until the disturbance had settled down (which may be in excess 
of half an hour) and only then went through the alarms. 
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Measurement of the numbers of alarms following a major upset provide an indication of the 
usability of the alarm system.  To do this it is desirable to record the numbers in specific 
periods (e.g. the number in the first minute after the upset, in the next 10 minutes, and in the 
next hour).  Also it will be useful to record the type of plant upset (e.g. full trip, partial trip, 
large output variation).  Nevertheless quite simple measures may be enough to indicate 
whether the alarm system is usable.  For example, if there are 500 alarms in the half hour 
after a plant upset, it is quite evident that the alarm system is going to be hard to use, if there 
are 10, the operator should be able to deal with them12. 
 

4.7 Number of standing alarms 
 
There are several reasons why an alarm may be standing: 
 
• = The alarm is indicative of an operational problem that the operator can or needs to do 

something about.  The alarm stands until such time as the problem is resolved, and 
generally this period should not extend beyond a few hours.  Such standing alarms are 
valuable as a reminder of things that the operator should be dealing with and which still 
need his attention. 

=  
• = The alarm is indicative of a problem that others (typically maintenance staff) can do 

something about.  When the alarm comes up the operator should take action to inform 
these people either verbally or using a work request form.  Subsequently the alarm 
provides a reminder that the work is outstanding.  This is similar to other plant status 
indicators.  

=  
• = The alarm is indicative of a problem that cannot be resolved in the short term.  For 

example, it may have to wait until an annual overhaul.  It is questionable whether such a 
indicator is an alarm in the sense of requiring operator attention. 

=  
• = The alarm is spurious in the sense that it requires no action and does not indicate a 

problem (i.e. it is not really an alarm). 
 
Post-commissioning, a high number of standing alarms indicates either that the plant is being 
badly operated or maintained, or that there are a lot of alarms being generated from things 
that do not require operator attention (and which possibly need elimination, suppression or 
re-prioritisation).  Thus the total number of standing alarms does provide some indication of 
alarm system performance and may be used as a performance target.   
 
It was certainly found on the visits that talking through the list standing alarms with the 
operator gave a useful and quick insight into the performance of the alarm system (see 
                                                      
12 Note that the reduction in the number of post trip alarms is not the only way of improving operator performance 
following a major upset, nor necessarily the most effective.  In the nuclear industry considerable emphasis is 
placed on having clear well-defined operational procedures.  For example, following a reactor trip the operator 
will refer to his book of post-trip procedures and carry out a highly structured series of checks and actions to 
ensure that the shutdown has proceeded properly.  A number of hard-wired and computer-based displays are often 
provided to assist in this task.  The advantage of this approach is that it that it provides a good degree of 
confidence that the operator will identify any critical failure in the shutdown sequence.  It is certainly much better 
than requiring the operator to identify a missing alarm or an unusual alarm in the middle of a flood of other alarms.  
Thus the formalisation of operating procedures for major plant upsets is extremely useful for improving 
performance.  However, there are clearly additional benefits if the alarm system can be designed to only give a 
manageable number of relevant alarms following a plant upset.  This will support the operating procedures, and 
also help in plant upsets where the plant behaviour is not covered by procedures.  
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Appendix 3).  Such a “snap survey” can be easily repeated by a C&I engineer with the 
objective of identifying alarms which are standing for no good reason. 
 
This process may be formalised by carrying out a periodical count of the number of standing 
alarms, for example, once per week.  In this process it is useful to identify and review alarms 
which are frequently found to be standing or which have stood for a long time. This was not 
always easy at some of the sites visited as their DCS’s showed the time when the alarm 
became active, but not the date.  Consequently it is recommended that DCS’s should provide 
simple facilities to allow the operator to observe the date at which alarms became active. 
 
One site that was visited indicated that they had an informal policy of  reviewing standing 
alarms and trying to keep the number below 50 in steady operation.  One operator there 
indicated that he liked there to be no more than one page of standing alarms (i.e. 25) as he 
could more or less memorise that number. 
 

4.8 Usefulness of alarms 
 
One measure of the performance of an alarm system is how “useful” the operator finds the 
alarms.  Are a high proportion of no or little value to the operator, or are they all indicating 
events which need action from him or at least provide information of real operational value? 
 
Assessing of the usefulness of alarms requires judgement rather than just making a simple 
measurement.  Nevertheless, it can still be done.  As part of the questionnaire survey, 
operators were asked to record alarms and allocate them into five categories according to the 
following instructions: 

 
"Action"  Tick this column if you took a positive action like operating a valve, 
changing a set point, phoning a plant attendant, etc. 
 
"Check"  Tick this column if you made some check of the plant status, e.g. checked 
a measurement already on display, called up a new format, etc. 
 
"Noted"  Tick this column if you did not take any action or make any plant check, 
but you were still glad that the alarm was displayed to you. 
 
"Little use"  Tick this column if the alarm was of no real use to you. 
 
"Nuisance"  Tick this column if the alarm was a complete waste of your time. 

 
This data can then be analysed to get figures on the percentage of alarms that are of marginal 
use (the “Noted” category) or useless (the last two categories).  If there are a high proportion 
of low value alarms, then it can be argued that the operator will become predisposed to 
ignore alarms and is more likely to miss important alarms13.  
 

                                                      
13 Note that a survey of this sort only provides operator views on the usefulness of alarms, and may not reflect the 
designer’s or the safety specialist’s intent.  For example, in a certain fault condition which an operator has not 
encountered, a certain alarm which is generally considered to be a nuisance, may be crucial.  However, this does 
not invalidate the usefulness survey.  What it means is that a proper examination needs to be made of any alarm 
that is rated of little use or a nuisance before any decision is taken to eliminate or change it. 
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4.9 Insufficient alarms 
 
Several of the above measures of alarm system performance are focused towards the 
elimination of spurious or low value alarms.  However, there is the potential that over-
zealous optimisation against the above measures would result in a system with very few or 
even no alarms being judged as ideal.  Clearly there is a need for the alarm system to actually 
identify the operationally important events to the operator. 
 
In general in the survey the researchers did not find operators complaining that alarms were 
missing from important plant parameters or had been inadvertently removed in a programme 
to reduce spurious alarms.  On plant with modern DCS systems a much more common 
complaint was that there were too many alarms rather than too few. Also sites generally had 
formal procedures for changing alarms and the researchers got very few complaints of this 
being procedure being slack or applied irresponsibly.  There were many more complaints that 
the change control was too restrictive.  
 
Because of the above situation the researchers did not consider methods for measuring if 
there were insufficient alarms.  Further the researchers did not consider the more subtle issue 
of measuring whether the alarms that were provided were “good” in the sense of providing 
clear pointers to the operationally most important things.  Such performance measures would 
need consideration in the optimisation of an alarm system where all the basic problems have 
been eliminated. 
 
It is to be noted that there were exceptions to the general pattern that plant was not lacking in 
alarms.  At some of the older plant where there were no computer-based alarm displays, only 
fascias, there were comments that the alarm coverage was less good than on modern plant.   
 

4.10 Priority distribution 
 
Prioritisation can be a very effective tool for improving the usability of an alarm system. The 
accepted good practice is that there should be 3 normally displayed alarm priorities (e.g. 
urgent, warning, caution).  Also there should be a relatively few alarms of the highest 
priority, and these should be linked to an immediate and well-defined operator action. 
 
Measurements of the alarm system can be taken to determine the numbers of the alarms that 
can be generated by the system that are in the different priorities.  One company has 
suggested that there should be no more than 100 different alarms in the highest priority band. 
 
An additional measurement is the pattern of occurrence of the highest priority alarms.  For 
example, if top priority alarms are occurring every 10 minutes on average, then this suggests 
that either the plant is grossly unsafe, or top priority has been assigned to events of too low a 
significance, or the top priority alarms are badly designed and only sometimes relate to 
operationally important events14.  In any case review would be necessary.  Also, if top 
priority alarms occur in groups, i.e. there tends to be a burst of several top priority alarms in a 
short space of time, then this would suggest benefit can be gained by more logical processing 
to combine these alarms into a single more meaningful alarm. 
 
                                                      
14 On the other hand, if top priority alarms only occurs once per year on average, there may be a scope for 
reviewing the definition of priorities and marking more alarms as top priority.  However, all top priority alarms 
must still be rigorously justified and carefully designed so that they are linked to events to which the operator does 
need to respond.  There should be no chance of the highest priority alarms being considered to be spurious.  
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4.11 Incident recording 
 
As mentioned previously, records of incidents involving failures of operators to respond to 
alarms etc. can be used to provide a measure of alarm system performance.  However, the 
problem with these measures is that such incidents occur relatively infrequently, so a long 
period is required to make confident estimates of average rates, etc.  Hence they are not very 
useful for driving an improvement exercise. 
 
Incident statistics are valuable for making longer term decisions, for example, for use in 
investment appraisals.  If incidents are recorded, it is desirable to identify and record alarm 
systems incidents with minor consequences as well as major incidents.  A general finding 
when considering injuries to people is that organisations with a high frequency of minor 
accidents tend also to have a high frequency of major accidents.  The same principle is likely 
to apply to alarm systems incidents. 
 

4.12 Data logging tools 
 
In the above a number of alarm system performance measures have been identified.  A 
number of these require collection of statistical data such as frequency of occurrence of 
particular alarms, identification of long standing alarms, etc.  It is laborious to do this 
manually from a printed alarm log, and some data logging and a analysis tools are needed.  
There are three options here: 
 
• = Analysis in the DCS.  Many DCS systems store a magnetic record of the alarm log, so this 

would be thought to be an obvious place to carry out the data analysis.  In practice few 
DCS manufacturers provide much in the way of statistical tools for analysis of the alarm 
log - though there are one or two exceptions. 

=  
• = Analysis in a stand-alone logger.  At least one proprietary software package15 is available 

for logging alarms to optical disc on a standard PC.  This system was developed to replace 
(or back-up) the alarm printer on a DCS, and it works on a range of different 
manufacturer’s DCS’s.  It is claimed that the saving in printer paper can quickly justify 
the cost of the software package.  In the latest version the software provides a range of 
facilities for statistical analysis of the log. 

=  
• = Analysis in a PC.  Many DCS’s allow the alarm log to be exported as data files that can be 

loaded into a standard PC database.  Analysis can then be carried out to compute whatever 
statistics are desired.  One of the companies visited simply imported a text record of the 
alarm log in a PC, used a word processing sort and then counted the alarms to identify the 
most frequent ones (See Appendix 2).  

 

5. Improvement techniques 
5.1 Section overview 
 
                                                      
15 The IMAC system produced by Industrial Control Software Ltd, Riber House, 81 Dale Rd, Matlock, Derbs DE4 
3LU, Tel 01629 580886. 
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The previous section has identified a number of measures that may be used to assess the 
performance of an operational alarm system.  As indicated, these can be used as performance 
targets to guide an improvement process.  In this section the improvement activity is 
considered in more detail.  This will be discussed under two headings, namely management 
of the process and technical methods.  Both aspects are important.  The management of the 
process has to be effective to ensure results are achieved.  Also the correct technical methods 
need to be applied. 
 

5.2 Management of the process 
 

5.2.1 Culture of improvement 
 
A key aspect to achieving improvement in alarm systems - as in many other things - is for the 
organisation to propagate a culture which breeds improvement.  This requires a real 
commitment by the senior management of the plant.  The objective of improving the alarm 
systems needs to be made clear to all staff involved, and they need to be helped and 
encouraged to develop a coherent and co-ordinated strategy for achieving it. 
 
On the survey there were some sites visited where the management had a clear commitment 
to improvement.  These were almost always the sites which were achieving good results. 
 

5.2.2 Personal and team targets 
 
A powerful tool for achieving improvement is to assign the task to specific teams or 
individuals.  Typically such teams need to include operations, engineering and safety 
representatives. 
 
An example of this was seen on a chemical plant where there was a problem with too many 
alarms and one shift leader was set a personal objective of managing a review of the alarms 
and instigating work to reduce the average alarm rate by 90% within one year.   This 
approach was proving very successful.  This project is described in more detail in Appendix 
2. 
 
The setting of clear numerical targets - like the 90% reduction in the above example - do 
provide increased incentive.  As indicated earlier, such performance measures are excellent 
for assessing performance and monitoring improvement.  However, some care should be 
taken not to over-emphasise these (for example, by linking them to bonus pay), so that they 
are achieved regardless of the broader operational and safety implications.  
 
 
 

5.2.3 Alarm review 
 
A key part of the process of improving the alarm system is for competent individuals or 
teams to review the alarms.  This review may be organised in several way, eg. 
 
• = Use performance measures to identify the nuisance alarms (eg. the ones which occur most 

frequently) and progressively work through these; 
• = Work through the alarms starting with the high priority ones; 
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• = Work through all the alarms related to trips or identified in HAZOP studies16. 
 
The review will identify changes to be made to the alarm.  This may include changes of 
limits, widening of deadbands or other of the techniques described in the next section.  The 
review may also identify individuals to do the work and set timescales and priorities for 
implementation. 
 
At an oil refinery that was visited there was a project in progress to improve the alarm system 
performance.  This included three phases, namely: 
 
• = measurement of alarm statistics to identify frequently occurring or long standing alarms; 
• = bringing together teams for “alarm blitz days” to review particular problem alarms; 
• = re-prioritisation of alarms. 
 
This project was achieving considerable success in reducing the number of nuisance alarms.  
It is described in more detail in Appendix 2. 
 
It is noted that a review of alarms involves a number of issues, for example the purpose of the 
alarm, the implications of it being missed, the values of parameters associated with 
generating it, etc.  If the review is carried some time into the operating life of the plant, the 
review may find it hard to determine the original design intent behind the alarm.   
 
To overcome this and other problems that occur in the long term support of alarm systems, it 
is very desirable if the design process for alarms on new plant does include formal 
documentation of the design decisions relating to the alarm.  It is also highly desirable if this 
information is updated during the life of the plant whenever modifications are made.   If such 
a database does not exist on an existing plant, serious consideration should be given in any 
review of the alarms to starting to build one up.  Appendix 13 details information that may be 
included in the database. 
  

5.2.4 Control of modifications 
 
Any process of improvement to the alarm system will result in changes to the parameters or 
logic in the system.  Since, as has been argued earlier, the alarm systems are part of the 
defence of the plant against hazard, changes need to be carried out in a responsible way.  One 
way of ensuring this is to require that such changes are recorded on an appropriate form and 
the change approved by suitable people, such as the C&I engineer, the operations supervisor, 
and the safety manager.  Often the same form was used to record changes in trip settings and 
changes in alarms. 
 
In practice there was some recognition that certain changes to the alarm system had quite a 
low safety significance.  For example, changes to limit values on low priority alarms or 
changes to deadbands might not need stringent review, and relaxed procedures may enable 
the system to be optimised more quickly and with less resource expenditure.  On the other 
hand, changes to alarms that have been claimed in part of the plant hazard analysis do require 
more careful consideration.  It is possible that a graded modification procedure is appropriate.  
This would ensure that changes to important alarms, such as those relevant to HAZOPs, 
would be identified and carefully controlled. 
 

                                                      
16 Alternatively fault studies and HAZOP reviews may be re-examined to ensure that all events requiring operator 
intervention do have appropriate alarms. 
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It can be therefore be beneficial if a site has a written document on the management of 
alarms.  This may define, for example, how priorities are set, what the procedures are for 
changing limits, what alarms need special review prior to be changed, etc. 
 

5.2.5 Operator involvement and no-blame reporting 
 
“The customer is our boss.”  L Simmens, Managing Director, Pedigree Pet Foods 
 
“Customer complaints are opportunities.”  Monsanto Chemicals 
 
A frequently heard message in many businesses is the importance of satisfying “the 
customer”.  When considering alarm system improvements it is essential to keep in mind that 
the primary end users of the system are the operator and the supervisor.  Secondary users are 
maintenance personnel, engineering staff, etc.  These are the customers.  The alarm system is 
there to help these people do their jobs better.  It is therefore extremely desirable to deeply 
involve operators and supervisors in any process to improve an alarm system.  
 
As well as general involvement in the improvement process, there can be benefit from 
introduction of no-blame reporting.  Human error is an increased contributor to accidents in 
many industries.  Partly this may be because equipment has generally become better designed 
and more reliable, so it fails less often.  Partly it may be because operators are being given 
larger plant areas to control and this plant is fitted with automatic systems which tend to fail 
in more complex ways. 
 
In order to reduce the number of human errors, the nuclear and aircraft industries have given 
it increased attention.  One approach that has been increasingly used is the introduction of 
no-blame reporting. In this the plant operators (or aircraft pilots) are encouraged to report 
mistakes that they have made.  The majority of these will be corrected by the operator before 
they have serious consequences.  However, it is very desirable if the causes of the mistake - 
which are very often due to limitations in the system design - are identified so that steps can 
be taken to stop them happening again. 
 
It is recommended that any management strategy for improving alarm systems should include 
significant feedback from the systems’ users, ie. the desk operators.  No blame reporting of 
the mistakes they make and of the system faults they perceive is a useful component of this.  

5.2.6 Technology or culture? 
 
A number of technical methods for improving alarm systems will be described in the 
following sub-section.  Some of the techniques are quite sophisticated using complex logic, 
knowledge-based processing, etc.  However, a key message that has emerged from the survey 
is that many of the problems with the alarm systems at the sites visited were relatively basic 
and could be dealt with using relatively simple techniques.  Nevertheless, this does often 
require a commitment of significant engineering and operations staff resources - and a 
management determination to see the improvement achieved.   
 
In the view of the researchers there are no technological panaceas that can be prescribed to 
the DCS systems and which will provide instant and universal improvement to alarm system 
performance.  The message seems to be that, first, you need a management determination to 
achieve improved performance, second, you need thorough application of the basic 
improvement methods, and third, if performance is still not good enough, the more advanced 
technologies should be applied. 
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5.3 Technical methods  
 
In this sub-section some of the techniques that can be used to improve the operability of 
alarm systems are as described.  Note that the methods have been grouped under generic 
headings, rather than presented in order of importance.  Comments in the text will identify 
techniques that do appear to be particularly useful in practice.  In addition each method is 
given a single word ranking of either “excellent”, “useful” or “possible”.  This is a subjective 
judgement made by the researchers of  the cost-benefit likely to be achieved by applying the 
method at a typical site covered in the survey 
 

5.3.1 Limit modification  
 
The following three methods relate to some alteration of the value of the alarm limit. 
 

5.3.1.1 Tuning of limits (excellent) 
 
On several sites visited reports were given of the considerable improvement that had been 
achieved simply by reviewing the value of the alarm limits.  Steps were taken to ensure that 
they were set at values which took proper account of the normal variations in the process 
signal and of the hazard that the alarm was preventing.  For most immediate impact this 
review should start by consideration of the alarms known to cause nuisance. 
 

5.3.1.2 Deviation alarms (useful) 
 
For some process signals that are under automatic control, there can be benefit in arranging 
the alarms to be on the deviation of the process variable from its set point rather than on its 
absolute value.  This can enable abnormal situations to be picked up earlier when the set 
point is well below the absolute limit.  It can also reduce spurious alarms when the set point 
is raised above its normal value and the normal absolute value limit is occasionally 
transiently exceeded. 
 

5.3.1.3 Adjustable limits (possible) 
 
In some circumstances benefit can be gained by adjustment of alarm limits to suit operating 
conditions.  This can be done automatically according to some predefined logic.  For 
example, vibration limits on a rotating machine might be made a function of speed, or gas 
outlet temperature alarms on a nuclear reactor might be made a function of operating load.  
 
An additional approach (which does not appear to be widely applied) is to allow the operator 
to manually adjust alarm limits to eliminate nuisance alarms in difficult operating conditions.  
 
In several DCS’s operators are provided with facilities to define their own temporary alarms 
at limits that they choose.  In the survey the researchers did not find evidence of this being 
widely applied.  However, it is understood that one major petrochemical company has been 
experimenting with allowing operators to change anything they like in the alarm system (e.g. 
alter limits, suppress alarms, etc.).  However, these changes only persist until the shift 
changeover, at which point the alarm system returns to its default state. 
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In the survey one plant expressed an interest in developing a facility for certain alarms to be 
automatically re-annunciated if they had been standing for a defined period.  Another site 
expressed an interest in alarms which re-annunciated if the alarm moved significantly above 
its limit.  For example, a high pressure alarm might come up at 100 bar.  If the pressure rose 
to 105 bar it would be annunciated again, if it rose to 110 bar it would be annunciated for a 
third time, and so on.  No evidence was seen of either of these techniques being applied. 
 

5.3.2 Repeating and fleeting alarms 
 
Repeating (and fleeting) alarms are the most common form of nuisance to operators at most 
of the sites visited.  A range of techniques exist for dealing with these, and these can produce 
a significant improvement in alarm system usability.  In the researchers’ view, serious 
consideration should be given to applying many of these techniques.  Note however, that 
most of the techniques have to be implemented by changing the DCS system software. 
 
Appendix 10 discusses repeating and fleeting alarms in more detail including the following 
techniques: 
 
• = Filtering  (useful) 
• = Transient suppression (useful) 
• = Deadband  (excellent) 
• = De-bounce timer (useful) 
• = Counter (possible) 
• = Shelving (excellent) 
• = Single line annunciation (excellent) 
• = Auto-shelving (possible) 
 

5.3.3 Re-definition of alarms 
 
The following methods relate to the elimination of alarms which on consideration should not 
be alarms. 
 

5.3.3.1 Eliminate events from operator alarm displays (excellent) 
 
Often operator alarms are generated from changes of plant status which are of no relevance to 
the operator.  This is sometimes done because the alarm system includes within it the facility 
to produce an historical log of status changes, but this is not sophisticated enough to allow 
some changes to just be logged, and other changes to be indicated as alarms and also logged.  
Distinguishing between these events and true alarms can be extremely beneficial.  
 
One important class of events is those deriving from manually initiated actions.  For example, 
the operator does not want an alarm from a pump he has just shut down, but does want an 
alarm if the pump trips unexpectedly.  Similarly, he wants an alarm if an automatic 
changeover from a main to a standby pump suddenly takes place without him initiating it.  
The principle here is that all alarms should be meaningful and require an operator response. 
 

5.3.3.2 Status not alarms (useful) 
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Following on from the above there are also some existing alarms that neither need to be 
presented as alarms nor logged.  However, the operator may very well want to be able to 
observe the status of these.  This may be done on a suitable DCS format, or on a dedicated 
display. 
 
An example of this may be the status of a plant shutdown system.  It is important in a 
disturbance that the operator can easily observe what trips have operated and the status of the 
actuators driven by the shutdown system.  However, there can be benefits in minimising the 
number of alarms from the correct operation of the shutdown system.  A good safety systems 
status display can be very valuable here. 
 
 

5.3.4 Re-engineering of alarms 
 
The following methods involve some change in the C&I system hardware or low level 
processing on individual alarm signals. 
 

5.3.4.1 Digital to analogue (useful) 
 
The use of a digital alarm sensor, eg. a float switch, constrains the processing that can be 
done to the signal.  If an analogue measurement device is employed, and the alarm is 
generated within the DCS system then there is much more scope for processing the signal.  A 
simple example is the introduction of deadband.  As noted earlier, alarms derived from 
analogue devises can also be easier to test than those derived from digital sensors. 
 
For the above reasons improvement of alarm system performance can sometimes be achieved 
by replacement of digital alarm sensors by analogue sensors.  Obviously, it is more cost 
effective if the most suitable device is installed in the first place when the plant is built. 
 

5.3.4.2 Installation of automatic trip (useful) 
 
At a couple of the chemical sites visited, work was being done to extend the scope of the 
automatic protection systems, and install additional passive protection (eg. constructing 
bunds round vessels).  The justification for this was to ensure that all potentially hazardous 
occurrences, for example, overfilling of vessels, were not protected by operator alarms alone.  
The implication of this was that, at the time the plant was constructed, the relevant 
occurrences were not considered sufficiently hazardous to warrant automatic protection.  
Safety standards have risen since then. 
 
The installation of automatic protection does not reduce the number of alarms, and it may 
indeed lead to an increase.  However, it does reduce the importance of the alarm system in 
terms of plant safety.  Thus, rather than improving the performance of the alarm systems it is 
reducing the impact of poor performance. 
 

5.3.4.3 Discrepancy (useful) 
 
A common cause of alarms are discrepancy signals from actuators.  These are generated 
when a command (either manual or from automatic controls or sequences) is send to an 
actuator and the actuator is slow in responding to the action.  Such alarms are generated 
comparing some model of the expected movement of the actuator against the actual 
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movement.  The model may be fairly crude - eg. the actuator should always show the correct 
state (ie. open or closed) within 10 seconds of a command being sent to it - or may be more 
sophisticated with actuator slew rate parameters and deadbands in it.  A good movement 
check algorithm will include identification of things such as stuck actuators or actuator 
runaway. 
 
In practice actuators tend to degrade and not perform as modelled.  For example, an actuator 
may close, but the close contact may not make.  Or an actuator may get sluggish and take 12 
seconds to close rather than the assumed 10 seconds.  Such alarms can be a nuisance and also 
can disguise more serious faults subsequently occurring on the actuator.  Also, if there is a 
large plant upset, many actuators may be driven through significant movements, and many 
spurious alarms can be generated. 
 
To overcome these difficulties it is important to ensure that discrepancy alarms are designed 
to be as robust as possible against spurious activation.  Further, it may be appropriate to have 
fairly accessible procedures for widening tolerance bands on actuators that are slightly 
degraded and are awaiting maintenance.   
 
Note that there can be advantages if discrepancies have a different audible warning and are 
displayed on alarm lists and plant mimic graphics differently (e.g. in different colours) from 
alarms.  Indeed some sites do not display discrepancies on alarm lists at all, and only show 
them on mimics and on hard-wired control panels.  
 

5.3.5 Presentation of alarms 
 
The following methods relate to changes in the way that alarms are presented without any 
reduction in the number of alarms. 
 

5.3.5.1 Prioritisation (excellent) 
 
Prioritisation is a powerful tool for highlighting alarms of especial importance.  High priority 
alarms can be indicated by use of more obvious colours on display formats17.  Commonly 
accepted practice seems to be to classify alarms in to three normal priorities.  Additional 
priorities may be useful for alarms which can be specifically selected by the operator. 
 
In allocating priorities to alarms it is important to ensure that high priority alarms are not too 
frequent so that they do actually stand out from the lower priority alarms.  However, if they 
rarely occur then the facility may be being underused.  Also care should be taken to assign 
high priority to those alarms that most need the operator’s attention.   For example some 
users apply higher priority to approach to trip alarms than to alarms indicating a trip has 
occurred. 
 
Prioritisation is not a substitute for eliminating nuisance alarms.  However, it is a powerful 
tool and its use is recommended. 
 

5.3.5.2 Dynamic re-prioritisation (possible) 
 

                                                      
17 In addition, higher flashing frequencies and more obvious audible warnings can be associated with higher 
priority alarms.  However, specialist ergonomics input is required on choice of flash rates, and great care must be 
taken to avoid too strident an audible warning as this can have negative effects on performance. 
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At one of the sites visited there were problems of numerous alarms being generated from 
plant safety systems when they were undergoing routine testing.  The site considered 
developing automatic logic to suppress these alarms but recognised this as difficult because: 
 
• = Testing was generally carried out during plant shutdowns, and the maintenance work 

which was often being done in parallel with the testing could invalidate the status signals 
needed by the alarm logic; 

• = The logic also needed signals to detect the start and end of test activities. 
 
Because of these difficulties alternative facilities were being introduced in the DCS.  These 
permitted operators to manually demote predefined groups of alarms to a priority at which 
they were displayed but did not generate an audible warning or require acceptance.  This 
approach was relatively simple to implement but did require responsible and systematic use 
by the operator to avoid alarms being left demoted when testing was completed. 
 

5.3.5.3 Classification (useful) 
 
Classification of alarms by plant area or system can be useful in enabling operators to 
identify plant areas in trouble.  For example, one of the incidents described in Section 2.2 
was where an operator missed an alarm that led to a plant trip whilst he was dealing with 
plant disturbances in another plant area.  This incident might have been avoided if it had been 
more obvious to the operator that there were alarms in more than one plant area. 
 
On fascia-based alarm systems the spatial distribution of the fascias is a powerful and useful 
tool for distinguishing alarms from different plant areas.  Similarly, spatial pattern 
recognition is provided in some DCS systems which light up format selection buttons or flash 
LEDs above them when there are alarms in the plant area associated with the format18.   
 
On an alarm list display it is less easy to provide such a powerful and effective indication of 
the plant area of an alarm - though most DCS’s provide some indication.  Providing operator 
facilities to select sub-lists of alarms from particular plant areas can be useful for detailed 
investigation, but does not help to direct the operator’s attention to the unexpected plant area 
in the first place. 
 
One way of providing spatial pattern recognition in a computer-based alarm display is by use 
of a plant overview format which is left on permanent display.  Such a format can display the 
key plant parameters and also the alarm status in a number of plant areas.  The amount of 
information that can be presented will depend on the size and resolution of the VDU (or other 
display device) that is used, but somewhere around 30 plant parameters and 30 plant area 
alarm icons may be displayable on a high resolution 21inch VDU.  In the power industry, 
where the tradition of large discrete-device control desks survived longer than in the 
chemical industry, the permanent display of one or more plant overview formats has some 
strong advocates (Bransby, 1995). 
 

5.3.5.4 Grouping (possible) 
 
A single grouped alarm may be used to display a number of different initiating events from a 
plant system.  For example, there might be one alarm “Water treatment plant fault” that is 
annunciated by a range of different faults.   

                                                      
18 Note that such indicators are in effect group alarms (see below) and have their disadvantage of not necessarily 
giving a very adequate pointer to the initiating cause. 
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It is generally good practice to design group alarms so they reflash and need re-acceptance 
when a second initiating event comes up when the group alarm is already standing.  Thus, the 
use of group alarms does not generally reduce the total number of times that alarms are 
annunciated to the operator. 
 
One difficulty with group alarms is that the operator will often need to obtain more 
information about the particular cause of the alarm before deciding what to do about it.  If the 
grouping is implemented out on the plant (as is often done) this will require investigation by 
the operator or his assistant at the plant - which can be time consuming.  Consequently, in 
many modernisation exercises in which old fascia-based alarms are being replaced by DCS 
systems, group alarms are being eliminated and the signals that were used to generate the 
group alarm are being wired into the DCS as individual alarms. 
 
The conclusion of the above is that grouping of alarms is not in general an effective 
technique for increasing operability.  However it can be effectively applied where there is 
redundant instrumentation which will generate multiple alarms from the same common cause.  
It can also be used where a group of alarms have a similar operator response. 
 

5.3.5.5 Message (excellent)  
 
In the surveys it was generally found that there were a few alarm messages that the operators 
did not understand.  Alarm system operability can be improved by identifying these, 
reviewing whether they are alarms that the operator needs to see, and if so, making the 
message more meaningful.   
 
To make alarm messages as meaningful as possible it is important to try and have a consistent 
message structure such as: 
 
 Variable affected :  qualifier :  status 
e.g. Boiler outlet pressure  A1   high. 
 
It is also important to ensure that abbreviations and other terms used are as clear as possible.  
This can be helped by each site developing a dictionary of  those terms and abbreviations that 
are allowed to be used in alarm messages.  Having done this, checks should be made during 
commissioning and the early life of the plant to confirm that operators do understand the 
alarm messages and to improve any that they do not. 
 

5.3.6 Suppression  
 
The following techniques result in alarm signals from plant being assessed as not appropriate 
for display to the operator.   
 
Some users design the suppression to reduce the alarm priority rather than eliminating the 
alarm altogether.  It may either be set to the lowest normally displayed priority, or to a 
priority that the operator has to select for display. 
 

5.3.6.1 Validation (useful) 
 
In some cases it is possible to validate signals from plant and hence identify faulty sensing 
equipment.  For example, a 4-20mA signal may be measured as being above 20mA, and 
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hence flagged as a “bad” signal , rather than a signal that should produce a high alarm.  It 
may be appropriate to suppress alarms from such an invalid signal.   
 
Note that there may need to be some indication when a signal has gone invalid so that 
maintenance work can be initiated, and this is often done by raising a “bad data” alarm.  
 
In practice validation of signals can cause problems.  For example, suppose the 4-20mA 
signal is derived from a pressure transducer with normal operating range 0-5 bar.  If the 
pressure goes above 5 bar, the instrument may lose linearity, and its output saturate at, say, 
22mA.  Ideally in this case, because the pressure is high, the high pressure alarm should 
remain set.  Alternatively, if the pressure transducer breaks, and its output goes to 25mA, 
then this is a truly invalid signal and the alarms from the instrument should all be suppressed. 
 
In the survey there were several reports of problems from spurious bad data alarms.  
Generally such alarms were due to process signals going out of range (which tended to 
happen most frequently in plant upsets), rather than due to failure of instruments.  There were 
also examples of alarms repeatedly chattering between the high alarm and the bad data state.  
Deadband - which is the most commonly used technique for eliminating repeating alarms - 
was generally not effective in these circumstances.   
 
The conclusion from this is that suppression of alarms from invalid signals can be helpful, 
but must be used with extreme care.  Ideally the instrumentation should be designed so that 
out of range measurements can be distinguished from failed instrumentation.  For example it 
may be preferable if the instrument is linear up to 19mA, saturates at 19.5mA, and only goes 
up to 20mA in faults.  
 

5.3.6.2 Redundant systems (useful) 
 
Often multiple measurements are made of the same process variable (for example, so that 
they can be used for majority voting in safety systems).  If alarms are generated from these 
individual measurements then there will be multiple alarms all indicating the same thing.  In 
these cases it can be useful to use suppression logic to ensure that there is only a single 
alarm.  
 

5.3.6.3 Eclipsing (useful) 
 
Sometimes there will be several alarms generated from a single process variable, eg. a high 
and a high-high alarm.  Logic can be used to suppress the alarms of lower operational 
significance when the more significant alarms are set.  For example a high alarm might be 
suppressed when a high-high alarm is set 
 

5.3.6.4 Out of service plant (useful) 
 
Some alarms are of operational significance when a plant item is running, but not when it is 
out of service.  For example, a low outlet flow alarm from a pump will not be relevant when 
the pump is not running.  Logic can be used to suppress such alarms (or reduce their priority 
to a level which is not normally displayed to the operator).   
 
The computation of the plant running logic flags has to be done carefully and must take 
account of all the various ways of operating the plant.  This is particularly true when 
computing flags representing the running status of very large plant systems or of the complete 
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plant.  For example, when the plant is not producing output, there may be still circumstances 
when particular plant systems are run and need their alarms to be active.  
 
Plant running flags also have to take account of the difference between the shut down and the 
start-up sequence for the plant item.  For example, when starting a large machine, the 
lubricating oil systems come into service before the machine starts to rotate, and their alarms 
need to be made active at this stage.  It takes careful thought and debate between engineering 
and operations staff to get such logic right. 
 
Despite these difficulties, alarms from out of service plant are often quite a severe cause of 
nuisance.  In the researchers’ opinion serious consideration should be given to designing 
logic to suppress them. 
 

5.3.6.5 Operating mode (possible) 
 
Certain alarms are only relevant in particular plant operating modes.  For example, when a 
plant is starting up it may be difficult to avoid transiently exceeding the limits on smoke 
emissions that apply in steady operation.  Thus it may be appropriate to suppress alarms or 
change alarm limits according to the plant operating mode. 
 
The number of modes chosen will depend on the type of plant, but might typically include19: 
 
• = shut down 
• = starting-up 
• = steady operation   
 
Often the transition between these modes is not clearly defined and varies from occasion to 
occasion20.  Also different alarms may become relevant at different stages in the transition 
and also depending on the direction of the transition.  Thus the design of the suppression 
logic does require considerable care. 
 
Appendix 11 includes a discussion of a paper (Campbell Brown & O’Donnell, 1997) 
describing work in progress at BP Oil Grangemouth Refinery to suppress alarms according to 
operating mode.  
 

5.3.6.6 Major event (possible) 
 
The survey showed that the alarms systems imposed the biggest load on the operator in the 
period after a major plant upset.  Many operators reported in excess of 100 alarms in the 10 
minutes following the upset.  Such disturbances are often particularly stressful for the 
operator, and also can be considered as relatively hazardous periods of operation as many 
plant items are expected to change state and thus there are more things to go wrong.  Thus it 
is particularly important to try to improve alarm performance in this period. 
 

                                                      
19 One plant that was visited defined six operational modes plus one “completely out of operation mode”.  These 
modes corresponded to different operating states which were clearly defined in the plant operating rules, and were 
subject to different operational safety constraints. 
20 The mode may be calculated from plant measurements or selected by the operator.  The site mentioned in the 
previous footnote with the “six plus one” different modes had initially used automatic calculation of mode.  After 
experience using this it had been changed to a system which offered downgrading of alarms according to 
calculated mode, and requests the operator to confirm this whenever the calculated mode changes.  The calculation 
of the mode is clearly displayed on a dedicated graphic. 
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Many of the alarms occurring after a major upset will relate to events that are expected to 
happen.  For example, if a total plant shutdown is initiated then there will be much inter-
tripping of plant items, and many parameters will go outside their normal operating ranges.  
The suppression of these expected alarms in principle offers significant benefit.  Also, the 
identification of missing events is operationally important.  For example, in a plant shutdown 
many trips will operate.  What the operator wants to know about are the trips that do not 
operate, or the valves which do not shut21.  
 
Major event suppression of alarms has been applied in the nuclear power industry with some 
success as is discussed in Volume 3. 
 

5.3.6.7 Alarm analysis (possible) 
 
Alarm analysis is a term which covers a range of methods for logically processing alarms to 
reduce the amount of displayed information and increase its relevance.  For example, in a 
complex system there may be several alarms that will be produced following a single fault.  
Logical processing may be used to identify the root cause event from the alarms that occur 
and to suppress the consequential alarms.  Logical techniques that have been used to do this 
include alarm trees, pattern recognition and probabilistic methods (Jenkinson, 1991).  In 
recent years artificial intelligence and expert systems techniques have allowed the required 
logic to be implemented relatively efficiently.   
 
The major problem with alarm analysis techniques is that, even with efficient implementation 
tools, they require considerable engineering analysis of plant behaviour.  Some of this can be 
done “on paper” from the plant design information, but generally considerable post-
commissioning tuning is also required.  Questions also remain with the artificial intelligence 
and expert systems techniques about demonstrating that a procedure that is developed on a 
limited range of plant transients will be effective in unexpected situations.  
 
The more advanced methods are an active area of research but the number of cases of large 
scale practical application on working plant are few and far between.  In the view of the 
researchers, priority should be given to applying some of the other more basic methods 
described in this section, and only then to invest in these more speculative methods. 
 

5.4 Testing of alarms 
 
Any thorough process of improving alarm systems should include a check that alarms 
actually do work, ie. tests of them.  It is the other side of the coin to elimination of nuisance 
alarms. 
 
All the sites visited had a schedule and had written procedures for routine testing of 
protection system trips and for definitions of competent persons.  Often these procedures 
would include the testing of the alarms and pre-alarms associated with the trips.  However, 
few sites had such clear procedures for testing other alarms.   
 
Testing all alarms on a routine basis was felt by a most of the sites visited to be uneconomic.  
At least one of the large petrochemical companies was trying to develop a procedure which 

                                                      
21 This generally represents an inversion of the alarms required in normal operation.  Take, for example, a nuclear 
reactor.  In normal operation one wants an alarm if any control rod becomes fully inserted into the reactor.  After a 
trip one wants an alarm on any control rod that is not fully inserted.  
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would put their testing on a rational footing with a considered balance between test frequency 
and consequences of failure22.  The details of this were not obtained. 
 
The method for testing alarms can provide difficulties.  For example, it may take time, 
disturb production and increase the potential for hazard to raise the level in a tank containing 
a dangerous chemical up to a high alarm limit in order to test it.  This may be the only way of 
testing an alarm derived from a float switch.  On the other hand, if the alarm is based on a 
analogue level measurement then it maybe adequate to check the correct operation of the 
instrument at levels below the high limit23. 
 
Because of the above difficulties, the testability of alarms (and more especially trips) needs 
to be considered during the plant design.  Some companies visited specifically include a 
review of test procedures in their HAZOPs.  There will often be a case for more expenditure 
during construction in order to install equipment that can be easily tested and maintained.  
 

6. Buying new systems 
 

6.1 Section overview 
 
The previous sections have concentrated on the assessment of an existing alarm system and 
how to go about improving it.  In this section consideration is given to procuring a new alarm 
system.  There are two key questions here: what do you want to buy, and how do you go 
about buying it.  The second question will be considered first as it is actually more imposes 
most constraints.   
 
A key message is that the procurement of the engineering of the alarm system is critical.  
This has to be done by the right people, has to start early enough, has to be performed 
sufficiently thoroughly and has to continue until good performance is proven in actual plant 
operation 
 

6.2 Procurement strategies 
 
When a new alarm system is purchased, purchasers often impose constraints upon themselves 
which limit their freedom of choice of system.  For example: 
 

                                                      
22 The requirement for testing also depends of the frequency of demand, i.e. how often the alarm is likely to be 
called on to operate.  For example, if an alarm occurs once every month, but is tested only once every 4 months, 
then it is more likely to fail to operate when required than to be discovered to be faulty in testing. 
 
A further point regarding the requirements for testing is whether there are common mode faults for both alarm and 
control systems.  For example, suppose a single tank level measurement is used both for automatic control and for 
the generation of a high alarm.  If this measurement fails low, then the automatic control will take action to overfill 
the tank, but the alarm will not operate.  If common mode faults of this nature are problematic then redesign of the 
system may be called for. 
23 This should include a check that this signal is correctly transmitted to the DCS and a check of the values of the 
alarm limits set within the DCS.  However, it will often be acceptable to omit testing of the DCS software for 
generation of alarms from analogue signals since this is exercised on a frequent basis. 
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• = The alarm system may be supplied of one of many systems on a new plant being 
purchased under a single comprehensive “turnkey” contract.  Here the supplier is given 
the responsibility to design, build and commission a complete working plant and is given 
the freedom to choose the plant components and systems which he considers best meets 
these objectives.  An example of this is in the procurement of new power stations.  A 
number of the major power plant constructors either make there own DCS systems or have 
strong links with preferred DCS manufacturers.  These constructors perceive that they can 
tender lower prices and shorter construction programmes using these DCS systems. 

=  
• = The purchasing company might have formed strategic alliances - often on a world-wide 

basis - with just one or two DCS suppliers.  Only these suppliers are invited to supply the 
DCS systems on new plant.  The purchaser perceives that this offers advantages in terms 
of tendering, purchase and support costs24. 

=    
• = The new plant is being constructed at a site where there are existing plant, and the 

purchaser chooses a DCS system compatible with an existing installed system.  The 
purchaser perceives that this offers advantages in terms of support costs. 

 
The implications of such strategies is that they can prevent the purchaser from procuring the 
alarm system that best meets their needs in the narrow sense of providing the best 
performance. 
 
A second issue in procurement of alarm systems is how the engineering design process is 
managed.  It is clear from the earlier sections of this report that the performance of an alarm 
system depends on two factors: 
 
• = The generic facilities provided in the DCS for dealing with alarms, eg. for applying 

logical conditioning, for processing repeating alarms, for displaying alarms, etc. 
=  
• = The way in which specific individual alarms are designed and configured. 
 
The second of these two factors is particularly important.  It is generally something which is 
quite site-specific and requires the investment of skilled effort from engineers and software 
configurators.  Also, the final stages of optimisation of individual alarms can only be done 
when there is operating plant experience and individuals available who can feed in this 
experience.  A key question is where does this engineering and operational resource come 
from, and under what terms. 
 
It is possible to procure the resources from the contractors supplying the plant or the C&I 
system. However, there are difficulties with this: 
 
• = The alarm system optimisation work can extend for some time beyond the completion of 

the rest of the plant/C&I system.  The plant/C&I system contract may need to include 
additional completion dates, retentions, etc. to accommodate this relatively small but 
extended task.  This tends to be seen as unattractive by project managers. 

=  
• = The characteristics of a “good” alarm system are hard to specify or to define in terms of 

measurable performance (though some of the measures given in Section 4 may help here).  
Hence, in a competitive tendering exercise, it is hard to write a specification which will 

                                                      
24 Note that there is legislation enacting European directives on competition that is relevant to certain forms of 
alliances.  It is not appropriate to discuss this here - nor the issue of whether the perceptions of users are actually 
justified. 
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result in the supplier providing enough engineering resource of the right skill level, rather 
than a minimum that will fulfil the specification but not result in a good alarm system.  As 
an engineer from one large petrochemical company said, “It is hard to delay take-over 
because of hard-to-quantify limitations in the alarm system”. 

=  
• = Plant and C&I system contractors tend to have good skills in design, project management 

and commissioning, but tend to lack plant operational experience.  Operating experience 
is often better supplied by the plant owner. 

=  
• = Often there are a number of different contractors and sub-contractors responsible for 

different plant packages and their design teams are often located in different places and 
exist for varying durations.  The optimisation of alarms requires a global, non-parochial 
approach which is consistent through plant design, commissioning and operation. 

=  
• = Contractors may want to be on the safe side and set alarm limits conservatively and install 

alarms generously to avoid potential liabilities due to plant damage during commissioning 
(when they may be responsible for operation). 

 
On the other hand there are difficulties if the plant owner supplies the resources for 
optimising the alarm systems.  The most important is that the work needs to start during the 
plant design phase and continue through into operation.  If  the plant owner gets involved in 
early design, then it can greatly weaken his contractual position with the supplier. 
 
Finding successful strategies for procuring the alarm systems themselves and, more 
importantly, for procuring the resources to configure them, is a major challenge.  It may well 
be the underlying reason why so many installed alarm systems have significant shortcomings.  
It is an issue that deserves further investigation.  
 

6.3 What to buy 
 
In this section consideration is given to what equipment features and services are worth 
considering when purchasing a new alarm system.   
 
Those involved in the procurement of alarm systems may find the CEN/CENELEC “Guide 
for Procurement - Control and Instrumentation” (prEN 45510 Part 8-1) of interest.  This 
provides guidance on the writing of functional specifications for C&I systems for power 
plant. 
 

6.3.1 System features 
 
Appendix 14 provides a checklist of features that users think to be desirable in a new alarm 
system.  This checklist was developed by use of a questionnaire sent to five engineers who 
were experienced in the specification of alarm systems.  This was a relatively small sample, 
but was seen as adequate for providing an overview of what users expect.  The checklist 
identifies features that the users surveyed thought as very important, those that they had 
positive interest in, and those about which they were lukewarm. 
 
It is suggested that the checklist may be of use to purchasers when specifying a new alarm 
system, or when assessing a system that has been offered to them. 
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6.3.2 Detailed design 
 
A working alarm system comprises the alarm system plus all the design of the individual 
alarms that goes with it.  It is critical that, when a system is purchased, the detailed design of 
the individual alarms is of a high quality.  It is generally much more expensive to improve the 
design of alarms in an operational system than to make effort to get the initial design right.  
For example, one of the sites visited quoted a cost of £25,000 for making a change to the 
design of a single alarm, putting this change through their modification procedure and 
implementing it on their DCS. 
 
One possible way of encouraging good initial design is to require that the design process is 
formally documented.  This can be done by specifying information and design decisions that 
must be recorded about each individual alarm.  Such information can be extremely valuable 
later in the life of the plant.  It can also ensure that every alarm has a defined operator 
response25.  Appendix 13 provides a checklist of information that it can be worthwhile having 
recorded during the design of each alarm. 
 
Earlier in this document note was made of the importance of choosing the right alarm device 
at the design stage, for example, using an analogue sensor rather than a digital sensor.  It will 
not always be cost effective to use an analogue sensors, but it may be desirable if the supplier 
is required to provide a written justification for cases when a digital sensor is chosen.  This 
justification might have three parts: 
 
• = Justification that either there will not be a need to adjust the alarm limit, or, if required, 

this can be done sufficiently easily on the digital sensor; 
=  
• = Proof that the noise on the process signal will be such that the digital sensor will not be 

prone to generating spurious repeating alarms; 
=  
• = Preparation of a detailed written procedure for testing the alarm.  The purchaser may also 

require the supplier to be able to demonstrate the testing of  alarms selected by the 
purchaser as part of the plant commissioning. 

 

6.3.3 Design methodology 
 
The alarm system is only one part of the operator interface provided in the control room.  
Ideally this interface needs to be designed to best ergonomics practices as an integrated and 
usable system.  One method of encouraging this is for the purchaser to specify that the 
supplier follows a user-centred design methodology.  This might include elements such as: 
 
• = Design review.  The supplier and the purchaser set up a working party comprising 

designers, operators and ergonomists that reviews the operator interface design through 
the various stages of design, construction and commissioning; 

=  
• = Task analysis of all operator tasks to identify the tasks the operator performs and the 

information and controls required to do this; 
=  
• = Development of design standards for the operator interface covering areas like alarm 

message structure, design of graphics, units of measurement, etc.; 
                                                      
25 One site indicated that it had found that 60% of alarms did not require any operator action.  These alarms were 
being reviewed with a view to removing them. 
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=  
• = Operator involvement in the testing and evaluation of prototype designs; 
=  
• = Early ergonomics evaluation of prototype designs by the purchaser; 
=  
• = Pre-commissioning operator training in use of the operator interface; 
=  
• = Formal demonstration of the usability of the commissioned operator interface. 
 
This is a larger topic than just the design of the alarm system, and it is not appropriate to 
discuss this here.  Reference may be made to an earlier HSE Research Report (Carey, 1993). 
 

6.3.4 Testing and commissioning 
 
In the procurement of an alarm system it is desirable to identify the tests that the system will 
have to pass during the various stages of the contract.  Typically in procurement of large 
process plant there are four stages of testing, namely, works tests, tests during installation and 
commissioning, trial run of the plant, and performance tests.  For alarm systems it is 
suggested that these may comprise: 
 

6.3.4.1 Works tests   
 
At works it would be appropriate to test that the alarm system operated as a complete system.  
If, as is frequently the case, the alarm system is part of a DCS providing other control and 
information facilities, then the tests of the alarm system would be included as part of an 
integrated system test.   
 
The alarm system test might include demonstration of the system facilities for handling 
alarms (eg. demonstration of a working alarm list), and also demonstration of specific alarms 
passing through from the DCS inputs to display on the alarm list and the graphic displays.  
This would require simulation of the alarm inputs.  Software logic for processing alarms (eg. 
suppression logic) can also be tested.  Overload tests can also be made, for example, all 
alarms in the system being simultaneously set and then quickly being cleared. 
 
There are generally benefits if the works tests of alarm systems can be made as 
comprehensive as possible.  It is generally significantly cheaper to correct design faults 
whilst the alarm system is still in the factory rather than at site.  Unfortunately the alarm 
system design is often not sufficiently advanced at the time of works testing the DCS to allow 
comprehensive testing.  This points towards the need for making the earliest possible start to 
alarm system design and also to retaining some facilities at works for continued software 
testing after the DCS has been shipped to site.  
 

6.3.4.2 Installation and commissioning tests 
 
Further tests will be required during the installation of the alarms system at site and its 
commissioning.  These may include: 
 
• = Integrity testing of cabling from alarm sensors on plant through to DCS inputs; 
• = Calibration testing of alarm sensors; 
• = Testing from DCS inputs to alarm displays; 
• = Testing from live process variables through to alarm displays on the DCS; 
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• = Live testing of alarm logic (eg. demonstrating the suppression of alarms from plant when 
it is shut down); 

• = Confirmation of correct alarm generation during any plant faults that may occur during 
commissioning. 

 
It is noted that commissioning can be a period in which the alarm system performance is 
particularly poor.  There will often be many plant items that remain in fault for days or 
weeks.  Also there will be considerable testing of plant which will tend to generate many 
alarms in the control room.  At the same time some parts of the plant may be in a fully 
operational condition, and under operational surveillance.  The high number of spurious 
alarms can make this very difficult for the operator and increase the risk of hazardous 
occurrences being missed.  Some evidence of this was found on the survey. 
 
For these reasons, it may be desirable if the alarm system can provide special facilities for 
dealing with alarms from plant that is in the process of being commissioned.  For example, 
they could be displayed separately from alarms from plant that is commissioned and 
operational or they could be switched in or out in blocks, depending on the plant state. 
 
 

6.3.4.3 Trial run 
 
It is common for purchasers of a new plant to require a demonstration of continuous running 
of the plant.  For example, a power station may be required to run continuously for 30 days.  
Performance requirements may be specified during this run, eg. demonstration of maximum 
output, or thermal efficiency.   
 
It would be possible to specify performance requirements relating to the alarm system during 
this run, eg. the average alarm rate.  However, this may not be particularly desirable. The trial 
run is intended to demonstrate the major performance characteristics of  the plant.  It may be 
easier in terms of overall project management to require demonstration of minor performance 
characteristics - such as alarm system performance - in specific performance tests. 
 

6.3.4.4 Performance tests 
 
In general, performance tests are extremely valuable for defining acceptability of systems 
purchased under functional specifications.  However, they are not often used for things such 
as alarm systems due to the difficulty in defining measures of the usability of such systems.  
It is suggested that benefit could be gained from greater use of performance tests. 
 
Earlier in this report it was suggested that improvements of existing alarm systems might be 
driven by use of measurements of alarm system performance rather than by measures of 
performance of the operator when using the system.  The same principle may be applied to 
performance tests, and the following targets are suggested: 
 
• = Average number of alarms over a defined period of steady operation; 
• = Number of alarms following defined plant transients (eg. a planned plant trip); 
• = Proportion of alarms occurring at each priority; 
• = The percentage of useful alarms as measured using the technique in Appendix 6.  (Note 

that this is a subjective measurement that may result in contractual debate.) 
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It is possible to link financial benefits or penalties according to the degree to which the above 
performance targets are met.  However, care should be taken that other usability requirements 
are not obscured by this process.   
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7. Conclusions and 
recommendations 
 
The following conclusions and recommendations draw together the key best practice 
messages from this volume together with other messages emerging from Volumes 2 and 3: 
 
• = Conclusion:  The performance of alarms systems does matter.  Poor performance costs 

money in lost production and plant damage and weakens a very important line of defence 
against hazards to people.   

= Recommendation:  Sites should make efforts to become more aware of the financial and 
safety risks associated with the performance of their alarm systems. 

=  
• = Conclusion:  The evidence reported in Volume 2 indicates that the performance of many 

alarm systems in normal steady operation leaves much to be desired:   
= Typical alarm rates in steady operation are around 1 every 2 minutes, which is 

hard to cope with on a sustained basis.   
= Around 50% of alarms are repeats of alarms activated in the last 5 minutes.   
= Excluding these repeat annunciations, perhaps 50% of alarms could be eliminated 

with little loss to the operator.  
= There are strong indications that this high alarm load coupled with the high number of 

nuisance alarms does adversely affect operator performance.  
= Recommendation:  Sites should identify alarms of little value and re-engineer them. 
=  
• = Conclusion:  The results of the operator questionnaires (see Appendix 5) and other 

evidence reported in Volume 2 demonstrate that, following major plant upsets, alarm 
systems generally become very difficult to use:   

= Operators estimate that there are typically about 90 alarms in the first minute 
following an upset and another 70 in the next 10 minutes.   

= Over half the operators surveyed stated that, during most plant upsets, the alarms 
came too fast to take them in.   

= About half of the operators surveyed sometimes felt forced to accept alarms 
during plant upsets without reading or understanding them.   

= This poor performance can have serious consequences and there have been several major 
incidents (see Volume 1 Section 2.2) that would have been preventable if operators had 
not missed important alarms during upsets.   

= Recommendation:  Sites should review the performance of their alarm systems following 
major upsets, determine the likelihood of alarms being missed and examine the 
implications of this. 
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=  
• = Conclusion:  It is difficult to measure the performance of humans when operating process 

plant and to measure the contribution that alarms systems are making to this performance.  
Nevertheless, when attempting to improve an existing alarm system, it has been found 
very helpful to make measurements of the performance of the alarm system itself and to 
use these to set improvement targets.  A number of such performance measures have been 
described in this report.   

= Recommendation:  The performance measures described in Volume 1 Section 4 should 
be considered as tools for driving an improvement programme. 

=  
• = Conclusion:  Many alarm problems are due to quite basic limitations in design and 

implementation.  A high proportion of problems can often be greatly reduced using quite 
simple techniques (see Appendix 2).   

= Recommendation:  In an improvement programme, the first step should be determined 
application of proven techniques rather than the development of new techniques. 

=  
• = Conclusion:  The sites which appeared to be achieving the greatest improvements in their 

alarm systems generally were those where there had been a clear management 
commitment to improvement which had been sustained over months or years and where 
the responsibilities for achieving performance had been clearly defined (see Appendix 2).   

= Recommendation:  Plant managers should review allocations of responsibility for alarm 
system performance improvement. 

=  
• = Conclusion:  Most limitations in alarm systems stem from insufficient effort being 

expended during the initial design of the plant.  Often the role of the operator and overall 
alarm handling philosophy is poorly thought out and the configuration of individual 
alarms is under-resourced.   

= Recommendation:  Engineers involved in procurement of new plant should review 
whether the process of designing the new alarm systems is managed in the best way .  
They should also review whether they are investing enough in the engineering of these 
systems. 

=  
• = Conclusion:  Many existing DCS systems do not provide all the key alarm handling 

facilities needed by users.   
= Recommendations:  Engineers in involved in procurement of new alarm systems should 

use the checklist given in Appendix 14 and the other requirements identified in this report  
to assist in the preparation of specifications.  DCS manufacturers might also find benefit 
in reviewing their products against these requirements.  It is also suggested that DCS 
manufacturers might investigate whether there are ways of making the engineering of 
individual alarms more efficient. 

=  
• = Conclusion:  The overall performance and usability of alarm systems has had relatively 

little research and development attention compared with other areas of C&I.  This is 
especially the case in the chemical industries.   

= Recommendation:  Those involved in driving C&I research and development 
programmes should review whether this focus needs to change.  If so, consideration might 
usefully be given to following up the research ideas presented in Volume 2. 
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1. Introduction 
 

1.1 Content of Volume 2 
 
As indicated in the introduction to Volume 1, this project has involved the following 
information collection activities: 
 
• = Visits to 15 plants with operational alarms systems.  During the visits discussion were 

held with a range of the site’s operational, engineering and managerial staff. 
=  
• = A questionnaire survey of 96 operators at operational plants to determine their views of 

the alarm systems they were using; 
=  
• = Visits to 3 corporate engineering centres to discuss company generic standards on the 

design and procurement of alarm systems, and find out about research and development 
activities; 

=  
• = A questionnaire survey of 5 engineers involved in specifying or procuring alarm systems 

in order to determine the functionality that users expect to obtain in a modern alarm 
system; 

=  
• = A literature search and review on alarm systems; 
=  
• = Discussions with members of EEMUA, an association representing large engineering 

users, and with members of GAMBICA, an association representing C&I manufacturers. 
 
The purpose of this volume is to report the results of these activities.  It consists of a number 
of sections plus a number of supporting appendices.   
 
Section 2 is the largest section in this volume and provides a summary of the information 
obtained during the visits to operational sites.  A number of the major findings are reported in 
appendices.  A number of powerful practical examples are provided.  A list summarising the 
contents of the appendices has been given in Volume 1. 
 
Section 3 covers other project activities (e.g. the questionnaire surveys, the visits to 
engineering centres, etc.). 
 
Section 4 gives proposals for future research and development. 
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2. Operational site visits 
2.1 Sites visited 
 
The operating sites visited were as follows: 
 
• = 4 oil refineries.   
= These were large plant owned by multi-national companies.  Typically they were located 

on sites which included a range of different manufacturing plant. 
=  
• = 6 chemical plant 
= These plant were of various sizes and ages and produced a range of products such as 

plastics, acrylics, silicones, surfactants, absorbent polymers, etc.  Often there were a range 
of different manufacturing processes taking place at the same site.    Most of the chemical 
plant visited were owned by large national or international companies. 

=  
• = 1 pharmaceuticals plant  
=  
• = 1 gas terminal  
=  
• = 3 power stations 
     Two were large coal-fired power stations, one was a nuclear power station. 
 
The size of the operating sites ranged from medium-sized chemical plant with an annual 
turnover of perhaps £50M, to large refineries or power plant with annual turnovers in excess 
of £500M.    
 
In parts of this report the plant visited are labelled Plant 1, Plant 2, etc.  The order of 
numbering has been randomised to maintain confidentiality, and does not correspond to the 
order given in the above list. 
 

2.2 Hazards and regulations 
 
All of the plant visited included potential hazards that could result in injury or death to the 
workforce or the general public.  All plant were subject to a variety of general regulations 
relating to industrial safety in particular the Health and Safety at Work etc. Act, 1974. 
 
Many of the plant that were visited were subject to the Control of Industrial Major Accident 
Hazard Regulations, 1984 (the CIMAH Regulations).  Sites come under these regulations 
depending on the extent to which they process or store specified dangerous substances.  The 
regulations require sites to identify major hazards and take steps to limit them, to report 
accidents that occur and, for sites storing or using larger quantities of dangerous substances, 
to prepare a written safety report, a site emergency plan and issue information to the public. 
 
The nuclear power station that was visited is subject to the Nuclear Installations Act, 1965 
(NIA) which provides for the licensing and inspection by the Nuclear Installations 
Inspectorate.  This imposes requirements which are in many ways similar to the CIMAH 
Regulations. 
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All the plant visited were also subject to environmental constraints on discharges to 
atmosphere and to water courses. 
 

2.3 Plant operation and manning 
 
There were a range of operational manning practices at the sites visited.   
 
On the older, smaller plants there tended to be a number of small control rooms associated 
with each particular plant or plant area.  Sometimes the plant area controlled was quite small 
(e.g. one or two reactors or a bank of precipitators).  On some of the smallest plant the 
control rooms were manned by a single operator who had to spend some of his time out on 
the plant performing manual operations.  During these periods the control room was often left 
unmanned.  These plant had to be designed that there were no severe operational implications 
if the operator did not respond quickly to alarms occurring when the control room was 
unoccupied. 
 
An example of a control room for a small plant area was the precipitator control room visited 
on Plant 2.  The one operator was controlling three precipitators and a filter which were part 
of a large production process.  The control room was fitted with an analogue control system 
with hard-wired controls and alarms on the control desk.  For the three precipitators there 
were about 60 alarms in total. 
 
On the larger and more modern plant there tended to be more centralisation of control rooms.  
For example, the oil refineries and power stations had central control rooms with a number of 
operators each controlling a large plant or plant area.  Typically a supervisor would also work 
in this control room.  Most of these sites also had some small local control rooms out on the 
plant (e.g. a coal handling control room on a power station), but the trend was for more and 
more functions to be brought into the central control room. 
 
On the oil refineries and chemical plant, the various manufacturing processes were generally 
interconnected.  For example, there might be a reactor, then a distillation column, then a 
number of different finishing plant.  The operational significance of this was that it meant 
that a disturbance to the process flow or heat balance on one plant could quickly propagate 
through and affect plant controlled by other operators.  In extreme situations it was possible 
to get a cascade trip of several plants.  For these plant the centralised control room was 
helpful in allowing operators to communicate problems to colleagues who were soon to be 
affected by them.   
 
On the power plant, the individual boiler-turbine units were to a large degree self-contained 
entities.  They were typically controlled by a single operator (possibly plus an assistant) and 
disturbances did not feed through from one unit to another.  However a common 
characteristic of UK power plant is for several units at a site to be of very similar design and 
be controlled in very similar ways.  Hence the use of a central control room did assist 
operations staff in sharing operational experience and working together on operational 
problems. 
 
 
 
 

2.4 Operator training 
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The extent of operator training varied, mostly depending on the size of plant.  On some 
smaller plant, trainee operators were employed “off the street” without any requirement for a 
technical background and were given perhaps 3-6 months training (quite a proportion of it on 
the job) before they were considered capable of running the plant on their own.   
 
The larger plant tended to have more demanding requirements for technical qualifications 
from their trainee operators (e.g.  ONC, HNC, City & Guilds 2/3, NVQ 2/3).  As an extreme 
example, senior operators on the nuclear power station that was visited were required to be 
qualified to graduate level.  Operators on larger plant also had more formal training 
programmes which consisted of formal lessons, self study, supervised on-the-job training, 
and in some cases, simulator training. 
 
A general trend which was noted was that, at many of the smaller chemical sites, efforts were 
being made to improve the standard of the operator training.  At a number of sites, new 
training programmes had been recently introduced, more formal tests of competence were 
being devised, and operators were being required to demonstrate this competence before 
being allowed to operate the more potentially hazardous plant.   
 

2.5 Types of installed C&I systems 
 
In general the types of C&I systems that were seen on the site visits were strongly correlated 
to the age of the C&I system.  Thus older systems would tend to be based on analogue 
controllers and hard-wired alarm fascia systems; new systems would be based on integrated 
DCS systems. 
 
An interesting difference was seen between C&I systems in power plant compared with those 
in chemical plant.  In the UK power industry there is a very strong tradition of  displaying a 
very large amount of information on the control desk.  This industry has been slow to adopt 
fully “soft” control desks just based on VDUs or other computer-driven displays.  VDUs 
have been used for many years to complement analogue controls and displays.  Indeed, the 
control desk at one recently constructed large UK power station makes very considerable use 
of hardwired mimic displays with controls located in the appropriate point in the mimic 
diagram.  This is argued to provide an excellent plant overview and avoid errors from 
operation of the wrong control.   
 
Where fully soft desks have been implemented in the power industry in recent years, the 
same philosophy has continued with the installation of as many as 12 VDUs/large screen 
displays per operator.  Most of these devices are left with the same graphic format on semi-
permanent display so that the operator obtains a good overview of plant operation.  These 
trends are reviewed in Bransby, 1995 and Dicken & Bransby, 1996. 
 
By contrast, in the chemical industry, the current practice seems to be to provide perhaps 2-4 
VDUs per operator26.  Depending on the DCS system employed, these may form part of a 
workstation that incorporates format selection buttons that have associated alarm 
annunciation lights.  There may also be some limited hard-wired plant mimic display, but 
nothing like the amount provided on many power stations.   
 
                                                      
26 It is noted however that one major chemical company was just embarking on a new plant construction project.  
The control room for this site was to have about 20 VDUs for 2 operators.  This would enable screens to be 
permanently assigned to specific plant areas.  Also, in a major plant upset, there would be enough screens to 
enable additional operators to provide effective assistance.  Considerable effort was being put into the ergonomics 
of this control room including a formal analysis of the needs of all the various different users. 
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In the authors’ opinion the limitation of the number of operator interfaces in this way does 
have ergonomic disadvantages.  They consider that great benefits derive from providing good 
plant overview displays which can be left on permanent view during plant upsets without 
restricting the operators ability to carry out detailed investigation in specific plant areas or to 
take corrective action.  This means that the overview displays must be on “spare” or fixed 
display devices. 
  
 
Plant Auto-control 

type 
VDUs per 
operator 

analogue 
controls 

analogue 
displays 

safety system 
interface 

1 DCS 4 (for 2 
operators) 

none none emergency alarms 

2 DCS 4 (for 2 
operators) 

none none emergency alarms & 
displays 

4 analogue 1 (limited 
function) 

extensive extensive controls & displays 

8 DCS 3 none none small ESD mimic 
10 DCS 3 none none emergency alarms 
14 DCS 3 none none emergency alarms 
7 DCS 13 (for 2 

operators) 
none none 2 large safety mimics 

15 DCS 3 none  none emergency alarms 
6 DCS 4 none overview 

mimics 
emergency alarms 

9 DCS 4 none none minimal 
11 DCS 7 (for 2 

operators) 
none limited emergency alarms 

12 DCS 3-4 limited mimics, 
pen 

recorders 

displays & controls 

3A DCS 14 none none displays & controls 
3B DCS 4 extensive extensive displays & controls 
5 DCS 11 extensive extensive displays & controls 
13 DCS 32 (for 2 

operators) 
extensive extensive alarms, displays & 

controls 
 

Table 1  Types of installed C&I system 

 
Table 1 provides an overview of the C&I systems installed at the sites visited.  Note that at 
many of the plant, more than one control room was visited.  The table is based on the 
largest/most modern control room that was seen at each site.  It indicates the type of auto-
control system installed (DCS or analogue) and whether there are analogue controls and 
displays on the control desk.  It also indicates the type of interface provided to the safety 
systems.  Of course on all plant there will be operator trip buttons.  In addition there might be 
emergency alarms or some form of displays (e.g. an ESD mimic). 

2.6 Trip and interlock systems 
 
All the plant visited were protected to a greater or lesser extent by automatic trip systems and 
by interlocks.  On some of the more benign plant, the amount of automatic protection that 
was installed was quite small.  At the other end of the extreme, on the refineries and the 
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nuclear power plant, the automatic protection was very extensive and included diversity and 
redundancy. 
 
In general, hard-wired protection systems using some form of high integrity relay or magnetic 
core switches were more common on the sites visited than microprocessor-based protection 
systems. 
 
Two issues appeared to be important in terms of the operator interface with the automatic 
protection systems: 
 
• = Were alarms from the protection system displayed independently of the DCS? 
• = Was the status of the protection system displayed independently of the DCS? 
 
These issues seemed to have quite an impact on the overall performance of the operator 
interface. 
 
In general it appeared that some of the worst alarm problems occurred where many safety 
system alarms were displayed independently of the DCS.  In one particular case a plant was 
fitted with VDUs driven by the DCS plus separate VDUs for displaying alarms from the 
automatic shutdown system.  Unfortunately, the handling of alarms on the shutdown system 
was much worse than on the DCS.  In particular, the displays could get swamped by 
repeating alarms and become unusable.  There were also numerous nuisance alarms on the 
shutdown system, and the software tools provided for eliminating these were much worse 
than on the DCS.  
 
It appeared that best practice was to integrate most safety systems alarms into the DCS alarm 
system.  If this is done, very careful consideration must be given to the implications of DCS 
failure - and this may lead to a requirement for a small number of alarms to be independent of 
the DCS.  Such hard-wired emergency alarms were provided at many of the sites visited.  
They would include things like alarms from safety showers which needed to be annunciated 
even when the plant was out of service and the DCS shut down. 
 
A further common problem that was observed was that in a plant disturbance there could be 
numerous alarms generated from correct operation of the protection systems.  For example, in 
a major trip, many plant items could be automatically inter-tripped, and each tripping action 
could generate one or more alarms.  It could be hard for the operator to observe the plant item 
that had not tripped as required.   
 
This difficulty was somewhat ameliorated at some sites by the use of safety system status 
displays which provided the operator with an overview of the status of the various protection 
systems.  These can be provided as DCS graphics, or for more impact, as permanent mimic 
displays.  These do not in themselves reduce the number of alarms from the protection 
systems, but may provide scope for introducing logic to do this. 
 

2.7 Alarm systems and display 
 
At the sites visited alarms were generally either generated by stand-alone alarm systems that 
drove individual alarm fascias or by DCS systems driving VDUs or other graphic display 
devices.  The common practice observed in new installations was to use DCS-based alarm 
systems for displaying most alarms. 
 
The following of methods of alarm display were noted: 
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• = On individually labelled alarm fascia panels; 
• = On fascia panel displays mimicked on VDU screens; 
• = As indicator lights (typically LEDs) on DCS format selection buttons; 
• = On a full page alarm list graphic on the DCS; 
• = On a short mini alarm list at the bottom of a plant mimic graphic on the DCS; 
• = By flashing/changing the colour of items (e.g. valves) drawn on plant mimic graphics; 
• = By indicators (e.g. flashing triangles) on plant area overview graphics.  
 
The full page alarm list graphic is the mainstay of many DCS alarm systems.  It provides a 
single focus for alarms from all over the plant which is excellent when alarm rates are low.  
Its capability is not limited by the number of different alarms in the system and it is generally 
easy to configure in an extra alarm to be displayed on the list.  One significant advantage of 
alarm display on a list compared with display on plant mimic graphics is that it allows the 
operator to accept an alarm with a single action rather than taking several actions to select the 
appropriate detailed plant area mimic and then accept the alarm. 
 

2.8 Numbers of alarms 
 
In the survey it was not found easy to obtain precise information about the number of alarms 
in any particular C&I system.  Generally the sites did not know precisely how many alarms 
there were and often the DCS did not provide a single database of all the alarms it could 
generate.   
 
Table 2 has been filled in with approximate estimates of the numbers of alarms in systems at 
the sites visited.  Typically these are for the largest/most modern system of those seen at the 
site.  Where no numerical data was provided, terms such as “large” have been entered.  Note 
that the “systems” selected for inclusion in this table are varied, and sometimes consist of 
part of a large interconnected plant, and sometimes consist of several separate plant.  
However each system consisted of a distinct area which was under the control of a single 
operator or of two operations staff working closely together. 



 

 52  

 

 
Plant Number of 

operators 
Alarms on DCS screens Fascia alarms 

1 2 approx. 500 few 
2 2 medium 20 
4 1 100 80 
8 1 medium approx. 50 
10 1 over 500 72 
14 1 medium few 
7 2 4000 plus approx. 200 on mimics 
15 1 500 few 
6 1 2000 200 
9 1 approx. 600 few 
11 2 large 90 
12 1 400-800 200 
3A 1 4500 30 
3B 1 1800 many on standby system 
5 1 none 640 (of which 176 are driven 

by the DCS) 
13 2 10,470 alerts plus 4700 

information alarms 
120 

 
Table 2  Numbers of alarms installed 

 

2.9 Alarm logic 
 
In many situations considerable benefit can be gained by using logic to suppress nuisance 
alarms, for example, alarms from a plant item that is out of service.   
 
If an alarm is generated from a program within the DCS, say a modulating control program, 
then a competent designer will include logic in the program so that the alarm is only 
generated in appropriate conditions (for example, when the loop is running on auto).  This 
was good engineering practice and was observed at many of the sites. 
 
On the other hand, if an alarm is derived from a plant sensor signal, then in a typical DCS 
system, any logic for suppressing the alarm has to be implemented within (or connected to) 
the alarm handling software.  In practice many DCS systems do not have particularly user-
friendly facilities for logical processing of alarm input signals.  Also many users have some 
resistance to any form of logical suppression of alarms (preferring an additional nuisance 
alarm to an incorrectly suppressed alarm).  For these reasons logical suppression of alarms 
derived from plant sensors was not seen at the majority of the sites visited. 
 
Some examples of logical suppression that were seen are given in Appendix 11.  These 
demonstrate that significant benefit can be achieved from it.  As an additional example it is 
noted that one company stated that at one of its other sites logic had been used extensively, 
and the average number of standing alarms had been reduced from around 400 to around 50. 
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2.10 Use of priority 
 
Prioritisation of alarms is a well-established and powerful tool for improving the 
discrimination between alarms of different operational importance (see Appendix 12).  
However, in the site visits there were several sites where it was not used, where it had only 
recently been introduced, or where the site recognised that prioritisation had been badly 
implemented.  Table 3 summarises what was observed.  Unless stated otherwise the number 
of priorities applies to alarms on the DCS system (i.e. it ignores hard-wired emergency 
alarms). 
 

Plant Number of priorities Comments 
1 3  
2 2   
4 1 on VDU 

2 on fascia 
Operators wanted urgent alarms to be made more 
obvious on the VDU. 

8 over 2 on DCS 
2 on fascias 

 

10 some Prioritisation used but recognised to be in need of 
improvement. 

14 3 on DCS 
2 on fascias 

The emphasis at the site was to have an adequate but 
small number of effective and maintainable alarms.  
Alarm prioritisation was considered less important.   

7 1 on DCS 
2 on ESD VDUs 

 

15 2  
6 3 A major review of priorities was in progress at this 

site as described in Appendix 2. 
9 3   

11 3  
12 1 hard-wired, 

1 on DCS VDU, 
1 on information VDU 

 

3A 3 Site would like a fourth maintenance priority. 
3B 2 on DCS, 2 on fascia  
5 6 on fascia see below 

13 1 hard-wired, 
2 on DCS VDU 

1 on information VDU 

 

 
Table 3  Numbers of priorities used 

One of the more interesting examples of use of prioritisation was on the fascia system at 
Plant 5 where the following priorities were defined: 
 
• = White - non-urgent 
• = Yellow - urgent (this would include approach to trip alarms) 
• = Yellow attention - urgent needing attention 
• = Red - trips, fire alarms and emergency high levels 
• = Red attention - trips and emergency high levels needing attention 
• = Green - trip override reminders (only 2 of these and only relevant post-trip) 
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These colours were used on the alarm fascia windows.  There was no colour difference 
between attention and normal alarms. 
 
The alarms of different priority drove audible warnings/beacons as follows: 
 
• = White - no bell, no beacon 
• = Yellow & red - urgent bell and urgent beacon 
• = Yellow & red attention - very urgent siren and very urgent beacon 
 
The attention alarms flashed twice as fast on the fascia.  Also to accept them the operator had 
to simultaneously press the accept and reset buttons. 
 
The researchers felt that this application was a good example of use of priorities to highlight 
alarms according to the attention they demanded and also to distinguish “safety related” 
alarms. 
 

2.11 Alarm rates in normal operation 
 
In principle it is fairly easy to measure alarm rates in normal operation.  In practice it was 
found at many of the sites surveyed that either these measurements had not been made or that 
the information was not at the engineers’ fingertips.  Consequently much of the information 
that was gathered and is tabulated in Table 4 is based on small and statistically unreliable 
estimates.  Other estimates were obtained in the operator questionnaires as reported in 
Appendix 5. 
 
Despite the unreliability of the above data, it is generally consistent with the results of the 
operator questionnaires reported in Appendix 5.   This showed an average rate of about one 
alarm every 2 minutes, and several sites with rates over 1 per minute.  It also appears that 
when the average rate is as high as 1 per minute there tends to be concern that it is too high 
and action is likely to be taken to improve matters.  It would appear that a rate of 10 alarms 
per hour is generally seen as acceptable and not a major cause for concern. 
 

2.12 Numbers of standing alarms 
 
During the site visits some observations were made on the number of standing alarms, and 
these are recorded in Table 5.  The numbers tabulated are those seen on the plant at the time 
of the visit unless the comment says otherwise. 
 
Overall this table shows that many plant have quite large numbers of standing alarms.  As 
discussed in Appendix 3, many standing alarms are of little operational significance, and do 
not need to be seen by the operator.  The comment was made at one site that standing alarms 
should relate to abnormal plant status and non-routine events, whereas they often just 
indicated plant which was not running. 
 
The results given in Table 5 for Plant 6 are worthy of further comment. Work was in progress 
at this site (as described in Appendix 2) to review alarms.  This had been done for the area 
where there were 59 standing alarms in total.  However, of these, only 11 were in the two 
highest priorities which were displayed on the DCS summary page.  The average number of 
standing alarms on the summary page for this plant area had been reduced over the 9 month 
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Plant Alarm rate in 

normal operation 
(per hr) 

Comments 

1 60-120 Based on logs made over a number of days.  Work is in 
progress to reduce the rate (see Appendix 2). 

2 no data  
4 1 Based on a 7 hr period prior to the visit.  However, 

repeating alarms could increase this significantly. 
8 40 Based on alarms occurring in the 2 hours prior to the 

visit.  This was a slightly more busy time than normal.   
10 no data  
14 10 Average rate reported by engineer.  However, repeating 

alarms can increase this. 
7 15 Based on a 5 hour period before the visit.  However, this 

was significantly quieter than normal. 
15 0.3 A printout over 2 weeks showed 95 alarms.  This was 

thought slightly quieter than normal.  Sometimes 
repeating alarms could make the rate significantly higher.

6 10 Work was actively in progress to review alarms (see 
Appendix 2), and this was involving detailed analysis of 
alarm logs, rates, etc.  The figure of 10 was an operator’s 
estimate. 

9 40 An example of  978 alarms in 24 hours was quoted.  
However, no alarms occurred during a 45 minute period 
at the control desk. 

11 100 During the hour prior to the visit. 
12 approx. 5 The alarm rate was measured to be 50-120 prior to work 

to improve performance.  Very significant reductions 
have been achieved. 

3A 60-200 (operator’s 
estimate) 

The site considered the maximum alarm rate acceptable 
during a high activity period (e.g. start-up) to be 2 per 
min.  Their target was for under 10  

3B no data alarms per hour in steady operation.  The figures for 
plant 3A were during initial commissioning of a new 
DCS system.  Work was in hand to reduce the rate. 

5 no data  
13 30 alerts 

250 information 
Averaged over 1 month.  Information alarms do not give 
an audible warning and do not need acknowledgement.  
50% of the alerts came from 70 points. 

 
Table 4  Alarm rates in normal operation
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Plant Number of 
standing alarms 

Comments 

1 71  
2 39 The plant was off at the time.  Typically there would be 6-

12 standing alarms. 
4 5 Discussed further in Appendix 3. 
8 47 This was for one of the plant at the site.  At another there 

were 21 standing on the DCS and 71 on fascias. Some of 
the DCS alarms had been standing for a long time.  One 
had been standing for 5 months, one for 10 weeks and one 
for 6 weeks. 

10 no data  
14 15  
7 127 On DCS.  More on ESD system VDUs. 

15 no data  
6 59 

103 
On two different plant areas. 

9 88 
69 

On two different plant areas. 

11 23  
12 21/14 Figures observed during the visit.  However, this was 

higher than normal due to testing that was in progress, and 
it was stated that normally there were just “one or two” 
standing alarms.  Two years ago before improvement work 
there were about 30. 

3A 107 In addition 140 nuisance alarms had been shelved.  As 
discussed elsewhere, this plant was still commissioning a 
new DCS system and was recognised to have outstanding 
problems. 

3B approx. 30 In addition 40 alarms were shelved.  The operator liked to 
operate with under 25 standing alarms on display.  The 
C&I engineer worked to reduce the number, but found it 
hard to consistently be below 50. 

5 28 Discussed in Appendix 3. 
13 34 Average of 3 samples. 

 
Table 5  Number of standing alarms 
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Plant Number of alarms 
following a plant 

upset 

Comments 

1 20 in 2 sec, then 200 
in next 15 min 

Engineer estimates.  The worst alarm load was after a 
lightning strike where every alarm in the system 
annunciated.  It was easy to miss an alarm at that time.   

2 250 in 4 min Following a power disturbance.  Many were fleeting 
alarms. 

4 no data  
8  Following a severe trip the plant was “lit up like the 

Blackpool illuminations” with alarms all over it.  At 
another plant at the site, the situation following a trip was 
“horrendous”.  There would be at least 50-60 alarms many 
of which were discrepancies of little operational 
significance.  A temporary loss of electrical power was 
particularly bad and there would be 60 alarms in 2-3 
minutes. 
 
 

10 43 in 6 min Recorded for a plant shutdown.  For a large trip 80 alarms 
in 10 min was thought to be typical.  The worst example 
had been 1000 alarms following a trip.  However, records 
from a small plant area trip were observed and there were 
only 7 alarms.  In a severe electrical disturbance there 
could be 100 alarms from all over the plant. 

14 6-10 alarms per min 
for 5 min 

 

7  On the ESD there could be 800 alarms following a plant 
trip, many of which were system diagnostics and 
discrepancies.  The system did not allow the operator to 
page back through these.  On the DCS the operator would 
keep accepting the alarms as fast as his fingers would 
allow. 

15  Generally no big floods.  The worst incident was a major 
electrical power disturbance. 

6 20-30 in first min, 
then at a reduced 

rate. 

Operator’s estimate.  In a large trip there would be too 
many alarms to deal with and the operator would get a 
second person to deal with the alarms.  Note was made that 
time tagging of alarms was only accurate to within 1 sec 
and this made it difficult to identify the first-up alarms. 

9 600 in 7 hr 
500 in 15 min 

From logs for two different plant upsets.  Operators were 
trained in upsets to stand back from the detail of what 
alarms were occurring and try to keep an overview of the 
plant status by regularly paging through the area overview 
graphics. 

11 no data  
 
 

Plant Number of alarms Comments 
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following a plant 
upset 

12 2250 Over a four day period in which the plant tripped and was 
restarted.  This number includes all alarms generated 
during the start-up and functional checks of trip systems.  

3A no data No operational experience yet 
3B 200 (100 in first 

min) 
Post-trip the operator accepted alarms without looking at 
them and concentrated at looking at plant information to 
check that things were in the correct state.  Only when it 
was steady would he check through the alarms to see if 
there was something important. 

5 20-30 in a few sec 
120 within 5 min 

The operator said that post-trip it was bedlam with “bells, 
alarms and whistles going off all the time”.  The operator 
would use a chinagraph on the fascia to mark the alarms 
standing just after the trip to allow later diagnosis of the 
cause. 

13 no data No measurements provided, but quite a bit worse than 
steady operation.  

 
Table 6  Number of alarms following an upset 

review period from around 70 to around 10.  In the other plant area, where the review had not 
yet taken place and all alarms were high priority, the average number of alarms standing on 
the summary page was typically around 120. 
 

2.13 Alarm performance during upsets 
 
At most plant the largest alarm loads occur during plant upsets such as trips, electrical 
disturbances27, etc.  Information was obtained on this during the site visits and is tabulated in 
Table 6.  Most of it is based on things said by operators rather than hard data. 
 
Clearly the table shows that many operators have the perception that there are just too many 
alarms following a major upset for them to cope with.  Several times the researchers were 
told by operators, trainers and supervisors that, after looking carefully at the first few alarms 
in an incident, they silenced (or accepted) subsequent alarms without really looking at them 
carefully.  Later, when things had settled down, they would examine the standing alarms.   
 
On those DCS systems where an individual button press was required to silence/accept each 
alarm, then the researchers heard several complaints of “white finger” (a feeling of numbness 
due to making too many button presses) following a trip.  There was also one site where the 
operators admitted to sometime “match-sticking” the alarms (i.e. wedging the alarm accept 
button down with a match-stick28).  At other sites operators had found ways of using the 
alarm system (that were probably not intended by the system designers) so that they could 
effectively silence the audible warning associated with new alarms during an alarm flood.   
 

                                                      
27 Power supply disturbances are often a cause of large alarm floods.  The process may not necessarily trip, but 
many actuator drives can trip out and need to be restarted by the operator.  It can be a very demanding activity. 
28 At one site match-sticking had been prevented by designing electronic logic so that alarm acceptance was made 
on the  transition from “Off” to “On” of the Accept button rather than on the button being in the “On” state.  At 
first sight this seems a good idea.  However, it would be much more constructive to get rid of the alarm floods so 
that there was no need for the operator to want to match-stick alarms in the first place. 
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It seems quite clear from all this that the alarm system is more of a hindrance than a help on 
many plants in the period immediately after a major upset29. 
 
Further evidence of this was gained from experience at one plant where a trip was actually 
observed by one of the researchers.  This is reported in Appendix 1.  In effect the operator 
did not look carefully at the alarm list to get an overview of all the alarms until over half an 
hour into the incident. 
 

2.14 Nuisance alarms 
 
A message that was frequently noted during the research was that many alarms that are 
displayed to the operator are of little value to him.  This is confirmed in Appendix 6 which 
describes an operator survey of the “usefulness” of alarms.  This suggests that in general 
perhaps over half of the alarms could be removed with very little loss of useful information to 
the operator.  
 
A further very clear observation from the site visits was that the greatest single cause of 
nuisance is repeated annunciation of the same alarm over and over again.  Complaints were 
received about these at every single one of the  plant visited.  Nuisance was generated both 
from alarms that repeated very frequently - perhaps once a second or more - and from slower 
repeaters that occurred only once every five or ten minutes.  
 
Appendix 10 describes a number of ways of dealing with repeating alarms.  A key point to 
note is that there is no single method that will get rid of all problems with repeating alarms at 
a stroke.  A cocktail of different methods needs to be used. Thus, for example, deadband 
should be applied to all noisy analogue signals to avoid the generation of repeating alarms.  
However, there should also additional lines of defence - such as single line annunciation - to 
deal with the rogue signal which for some reason suddenly becomes more noisy and breaks 
through the deadband. 
 
The following other types of nuisance alarms were observed in the site visits: 
 
• = Alarms for plant that was out of service (this was the second most common cause of 

complaint); 
• = Alarms which were status indications rather than warnings; 
• = Alarms due to faults which were awaiting maintenance (sometimes not due for several 

months); 
• = Alarms from plant undergoing maintenance or routing testing (see Appendix 8 for a 

discussion of this); 
• = Alarms not appropriate in the current operating mode (e.g. alarms from shutdown plant 

which were only relevant at steady operation, alarms relating to product quality occurring 
in the middle of a large upset); 

• = Alarms from the regular operation of on-off control systems; 
• = Several alarms caused by one initiating event (e.g. a pump stopping and generating “pump 

stopped” and “low flow” alarms, or a plant trip occurring and generating numerous inter-
tripping alarms); 

• = Alarms from minor changes in status of safety systems; 
• = Alarms from events that occurred when it should be their non-occurrence that is alarmed; 

                                                      
29 On one site an operator drew a clear contrast between the period in a plant upset before the plant tripped when 
he would pay a great deal of attention to the alarms in order to avoid escalation to a trip.  This compared against 
the period after the trip when there “hundreds and hundreds” of alarms most of which were “rubbish”. 
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• = Alarms due to operating limits being close to alarm limits30; 
• = Alarms due to a controlled variable transiently transgressing its alarm limit due to 

overshoot when the loop set point was moved to its minimum or maximum level; 
• = Rate of change alarms during plant disturbances; 
• = Bad data alarms31; 
• = Group alarms that required a visit to plant to be diagnosed (these are not nuisance alarms 

in the sense of being of little meaning, rather of being of obscure meaning). 
 
Many of these alarms could be eliminated relatively easily without use of advanced or 
complicated techniques.  Many of these are described in Volume 1 of this report. 
 

2.15 Design standards 
 
A question that was asked on the site visits was whether the sites had any design standards or 
maintenance guides relating to alarm systems.  What was found that many sites did have 
design guides (often produced by corporate engineering departments) relating to the design 
and maintenance of safety systems.  These sometimes included some limited guidance on the 
design of the alarms deriving from the safety systems.  Also it was sometimes found that the 
procedures that had been developed primarily for the design and management of trip systems 
were applied to alarm systems.  Typically this guidance would cover principles of risk 
assessment, design, control of modifications, auditing, testing, competent persons, etc.  Thus 
the guidance might include procedures for making changes to alarm settings and for auditing 
that these changes had been properly made.  In many cases this guidance which had derived 
from consideration of safety systems was not clearly interpreted in how it applied to alarm 
systems. 
 
What was not found was much guidance on the design and management of the alarm system 
as a whole, for example on how to choose the priority for a particular alarm, on ergonomics 
of alarm display, on acceptable alarm rates or numbers of standing alarms, on tuning of 
deadbands, etc.   
 
Clearly it is important that alarms from safety systems are properly design and maintained, 
and guidance on this is valuable.  However, as is discussed in many places in this report, the 
failings in alarms systems tend to come from poor overall system performance and the 
failings in the detailed design of large numbers of alarms.  Thus problems tend to arise most 
commonly from flooding operators with too many alarms of too little operational importance, 
and not from failure of  one alarm from a particular safety-related system (though this does 
happen sometimes).  Consequently, it was felt that most of the guidance that was seen that 
related to alarm systems was incomplete in major respects.  Some sites were following good 
practices, but these were generally not written down in site or company procedures. 
 

                                                      
30 On one batch chemical plant the plant output was maximised by filling reactor vessels to their maximum safe 
limit.  When the reactor heated up the product could froth above the high level limit generating repeating alarms - 
which the operator would tend to ignore.  This was undesirable because it meant he was likely to ignore the alarm 
if there was a fault and the level went well above the alarm limit.  Several similar examples were seen at other 
plant. 
31 An example was given of a DCS system in which the “good” signal range was set at -1% to 101%.  When the 
plant was shut down, signals often hovered around the -1% level. When the signal was below this level, it 
generated a bad data alarm.  When it was above it, it generated a low level alarm.  In one 8 hr period this effect 
caused 1500 alarms to be generated. 



 

 61  

 

2.16 HAZOPs 
 
A major concern expressed during the visits32 was that “HAZOPs increase the number of 
alarms”. 
 
The term HAZOP refers to Hazard and Operability Studies.  A range of hazard studies should 
be carried out during the lifetime of a process plant to systematically analyse the hazards to 
safety, health and the environment so that these hazards are reduced or eliminated33.  The 
HAZOP is one stage in these studies which is carried out when the initial plant design has 
been determined and exists in the form of detailed process flow sheets.  It is also used for 
reviewing designs for plant modifications.   
 
The HAZOP comprises a detailed and systematic review of the plant design and of the 
outline operating maintenance procedures, and has the objective to identify the consequences 
of deviations from design intent.  Typically a review team of designers and operators will 
systematically work through all process lines and vessels on the plant and consider the 
implications of all likely deviations (e.g. low flow, high flow, low pressure, etc., etc.).  If 
unforeseen hazards are identified then the HAZOP team will identify actions to be taken to 
protect against these hazards.  Sometimes this might be to install additional automatic 
protection equipment34.  In other cases the recommended action might be to install additional 
alarms35. 
 
The problem that was quoted on the plant visits was that HAZOP reviews were very often 
resulting in increases in the number - and the complexity - of the alarms.  An automatic 
reaction could develop of seeing a problem, - e.g. the possibility of a valve being left open - 
and installing an alarm to indicate this.  Each alarm was individually intended to increase the 
safety of the plant, but as a whole the proliferation of alarms reduced the chances of the 
operator noticing any particular alarm.  No “cost” was assigned to putting in an alarm on a 
DCS, and there were generally no controls to prevent more and more being installed.  
Moreover, alarms identified in HAZOPs could become labelled as “safety related” and 
become locked into the safety case of the plant and be difficult to alter at a subsequent time if 
they were causing a nuisance. 
 
The recommendations emerging from several sites which had experienced this problem was 
that the HAZOPs should not be allowed to drive the engineering design.  The HAZOP should 
be used as an audit of design, not as part of the design itself.  After it the designers should go 
away and redo the design, and then it should be re-audited in a further HAZOP.  One site 
                                                      
32 This concern was expressed at most sites apart from the fossil-fired power stations where HAZOPs tend only to 
be applied to a limited extent.  The nuclear plant visited had very many alarms, and many of these had been 
installed as a result of safety studies.  For example, alarms had been installed on all fire doors and all shutdown 
system cubicle doors as the safety case relied to a certain extent on these being closed. 
33 One major chemical company has developed a six-stage Hazard Study process for new plant.  These stages are: 
• = Identification of hazardous chemicals and processes and the selection of a low hazard plant. 
• = Identification and elimination of hazards in the outline design. 
• = Hazop - a detailed and systematic analysis of the plant design and of the operating and maintenance 

procedures. 
• = Check of the final design 
• = Check prior to commissioning. 
• = Review performance 3-7 months after commissioning. 
 
34 One company noted that instrumented protection systems were often seen as preferable to relief valves as some 
60% of relief valves do not operate within 10% of their set values. 
35 The process can be quite time consuming, and one company indicated an example of 3 days being spent by the 
HAZOP team to review a single P&ID. 
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indicated that by applying this approach on one refurbishment project, the number of alarms 
has actually been reduced from what was there before. 
 
Another company mentioned new plant construction project that had gone significantly over 
budget.  The management inquiry into this showed that the main contractor had put the 
HAZOP work out to sub-contractors.  Though competent, these sub-contractors did not have 
the “clout” to insist that the necessary individuals were involved in the HAZOP to get it done 
properly.  Corrective work at a late stage in the plant construction was a significant cause of 
the increased cost.  As a result of this the company had established a policy that there should 
be accredited HAZOP team leaders on any future project. 
 
One oil refinery indicated that HAZOPs were not a problem for them in terms of generating 
alarms.  HAZOPs were primarily aimed at identifying what automatic trips were required and 
what instrumentation needed to be fitted.  There had been some alarms identified in the 
HAZOP process and these had been included on the hard-wired plant mimic that existed at 
this site.  The DCS alarms were seen as “soft” alarms on things that would help the operator 
to run the plant better and possibly to avoid trips, but they were not there to maintain the 
safety of the plant.  The safety of the plant was achieved through protective systems not by 
operator action. 
 

2.17 Modification procedures 
 
All the plant visited had some form of procedure for controlling plant modifications.  
Typically this involved recording the intended modification on a form which was circulated 
for signature to a number of appropriate people (e.g. the electrical, mechanical, C&I and 
safety engineers, and sometimes even the plant manager).   If modifications were identified as 
particularly sensitive they would be given additional scrutiny (e.g. by a safety committee, or 
in a mini-HAZOP review, or, for modifications of a particular safety significance, by off-site 
departments.  
 
These procedures were applied to a greater or lesser extent to modifications to the alarm 
system.  At a number of sites it was found that minor changes to the alarm system - for 
example, widening of a deadband - could be made by a responsible person (e.g. the C&I 
engineer) without going through the modification procedure, but larger changes - for 
example, change of the limit value - would have to be formally authorised. 
 
A handful of sites had more restrictive modification procedures in which every change to the 
alarm system had to be authorised.  However, to allow work to progress efficiently, some of 
these sites had categorised certain types of change (e.g. deadband and limit changes to alarms 
of lower priority) as only requiring a single signature for authorisation. 
 
One site had less restrictive procedures than the rest.  It had a formal modification procedure 
but did not apply this to the alarm system.  Changes made were recorded on change request 
forms, but this did not require any signature other than that of the person making the change.  
The culture of this site was “empowerment”.  Staff were expected to ensure that they had the 
appropriate knowledge to carry out the change they were considering, and to communicate 
appropriately to other specialists.  The site saw the approach as achieving fast solutions to the 
problems of highest operational importance with the minimum unnecessary bureaucracy and 
minimum engineering resource.  It was seen as more productive than the formal paper-based 
modification system they used previously and had not resulted in any unsafe situations.  The 
site was not covered by CIMAH regulations, and was considered by the researchers as having 
one of the better run alarm systems among those seen. 
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A number of observations are worth making here: 
 
• = Modification procedures are used partly to ensure that changes that might result in hazards 

or major economic losses are properly reviewed, and partly to ensure that all relevant 
documentation is updated when changes are made.  If a system is not safety-related in the 
sense that its failure should not result in hazard or major economic loss, then the formality 
required in the modification procedure can be less. 

=  
• = Many sites seemed to have an ambiguous attitude to whether alarm systems were safety-

related or not.  Many said that the safety of the plant did not depend on the operator but 
was achieved through mechanical or automatic protection systems.  Hence the alarm 
systems were not safety-related.  However, as described in Volume 1, claims were made 
in some fault studies for an operator response to alarms.  Also sites tended to identify 
some of the high priority alarms as “emergency” or “safety” alarms.  It would thus appear 
that alarms systems are one of the lines of defence against hazards. 

=  
• = It was pointed out at the last site mentioned above that the alarm system was probably 

much more at risk from plant maintenance errors, e.g. mis-calibration of an instrument, 
than from errors in changing alarm parameters in the DCS.  This was confirmed at another 
site which recognised that alarm system problems could occur from changes being made 
on plant.  A difficulty was that these changes were much less visible than changes made in 
the DCS database.  It is thus just as important for the modification procedures to control 
these plant changes as to control DCS changes. 

 
A further issue relating to modifications is the ease of inhibiting or shelving alarms.  The 
following variations were found: 
 
• = Possible by the C&I engineer, but never done; 
• = Allowed if authorised on a form signed by the plant manager; 
• = Done by C&I engineer after authorisation by shift supervisor; 
• = Done by shift supervisor; 
• = Done by operator under key-locked function; 
• = As above but required documentation if changed for more than 24 hr; 
• = Alarm override could be done at the plant36; 
• = Done by operator using shelving function available all the time (see Appendix 10). 
 
This topic of shelving alarms is discussed further in Appendix 10. 
 

2.18 Operating procedures 
 
To ensure that operators know how to carry out operational tasks, many sites have prepared 
written operating procedures.  Response to alarms was covered within these procedures to a 
varying extent at different sites. 
 
It was very rare for a site to have the response to every alarm defined in a written operating 
procedure.  However, this was found at the nuclear power station that was visited.  Figure 3 

                                                      
36 Comment was made at one plant that such changes should be according to procedures, and should be 
documented.  There had been cases of alarms being overridden on the plant and this not being discovered for some 
time. 
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and Figure 4 provides an illustration of the information that was recorded here37 on a typical 
Action After Alarm form.  
 
At most other plant there were defined operating procedures for key plant operations, e.g. for 
start-up, emergency trip, etc.38.  Some of these applied to whole plant, some just to particular 
plant items.  For example, coal-fired power stations have well-defined operating procedures 
for coal grinding mills as these can be a source of fires.  However, most of the sites visited 
did not have written operating procedures for minor operations that were not considered to be 
hazardous. 
 
In general at all sites operators were expected to follow the written procedures unless it was 
manifestly unsafe.  They could be subject to disciplinary action if they did not.  At one site 
where a slightly unusual operation was in progress, the researcher observed the operators 
working with the book of procedures open on the desk.  Use of procedures was not noticed at 
other sites.  That does not imply that operators at these sites did not use the procedures 
because most of the plants were at steady operation during the periods of the visits. 
 
Most sites had procedures defining how the operators should respond to emergency alarms.  
Typically these alarms were hard-wired onto displays which were independent of the DCS.  
However, procedures were provided for a very small proportion of the total number of other 
alarms installed at most sites. 
 
In addition to the procedures relating to the response to alarms there are procedures relating 
to the management by the operator of the alarm system.  These might define for example, 
what actions should be taken at shift changeover (e.g. check standing alarms and any alarms 
on the shelf).  Such procedures existed at a few sites. 
 
At one site particular efforts were being made to improve the operational aids provided to the 
operators.  This is described in Appendix 4. 

                                                      
37 At one site the researcher saw a demonstration of a commercial PC-based alarm system which was under 
evaluation and which included a facility to bring up a Windows Notepad file on the operator’s screen. This would 
allow Action After Alarms and other information to be displayed to the operator.  A similar facility might be of 
value to other users.  
38 One observation that was made was that the response in plant trips appeared to be different on power plant 
compared with oil refineries.  On a power plant there are a relatively small number of trip scenarios.  Many of 
these result in a complete plant shutdown and are dealt with by following essentially the same procedure.  
However, it appeared that trips on petrochemical plant were much more variable, involved different parts of the 
plant and required an individual operator response to minimise the economic loss and the disturbance to other 
connected plant.  Because of this it appeared that refinery operators do not find it so helpful to work rigidly 
following fixed procedures laid out in operating manuals. They had to operate in a more reactive mode - whilst at 
the same time making  essential safety checks.  If this observation is correct, perhaps it implies that different sorts 
of operator support tools are needed. 
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Document reference 
Plant Operating 

Instruction 
 

Issue number and date 

 
Company logo 

 

Actions on Receipt of 
Alarms 

Alarm reference 
number 

ALARM TITLE   e.g.  “PREP BAY WATER TANK LVL” 
 

Page 1 of n 

 
Description:  Expanded title without using abbreviations, e.g. “Preparation Bay Water 
Storage Tank (PBST) Level High or Low” 
 
System 
 

e.g. “CC Cooling & Cleaning System” 

Applicability Plant operating modes in which alarm is relevant 
 

Alarm panel/format ref 
 

e.g. “format S101” 

Initiating device 
 

Tag number and room number of plant instrument 

Set points 
 

e.g. “98.0% (High) 
        5.0% (Low)” 
 

Probable causes 
 

e.g. “Tank or pipe leakage 
        Water transfer to or from PBST” 
 

Automatic actions Automatic trips that will take place, e.g. “1CC-PO3 trip signal 
at level<1% (1CC-LSL05567A) with 1CC-V088 closed” 
 

Precautions/limitations 
 

 

   
Reason for revision Explanation of last change, e.g. “High alarm setpoint reduced 

from 99% to 98%, Modification Number 004679” 
 

 
DOCUMENT CONTROL 

Initial Approval of Operating Instruction Approval for use following validation 
Name  

 
Name  

Signature  
 

Signature  

Date  
 

Date  

DOCUMENT ROUTE 
           
 

Figure 3 Layout of front of Action After Alarm form 
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Alarm  ACTION ON RECEIPT OF ALARMS Document reference 

Reference ALARM TITLE     Issue number and date 

Number e.g.  “PREP BAY WATER TANK LVL” 
 

Page 2 of n 

 
OPERATOR ACTION 

 
IMPLEMENTATION.  This instruction must be followed step-by-step each time the task is performed 
 
STEP 

 
 

ACTION ADDITIONAL 
INFORMATION 

1 
 
 

Accept alarm “PREP BAY WATER TANK LVL”  

2 
 
 

Monitor Preparation Bay Water Storage Tank (PBWST) Level 
               Tag number e.g. 1CC-L0479 

Format numbers 
e.g. S101 

3 
 
 

IF PBWST level is < 1%, THEN ensure valve 1CC-PO3 has 
tripped ....... 

 

3.1 
 
 

IF PBWST level is < 5% during water transfer, THEN .....  

3.2 
 
 

IF PBWST low level is due to leakage, THEN ...  

3.3 
 
 

Fill PBWST, as required, in accordance with Operating 
Instruction 

 

4 
 
 

IF PBWST level is >98%, THEN stop filling PBWST.  

4.1 
 
 

IF PBWST high level is due to inleakage, THEN ...  

5 
 
 
 
 
 
 
 
 
 

IF alarm is due to equipment malfunction, THEN ....  

 
 

Figure 4 Layout of back of Action After Alarm form 
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2.19 Performance at new plant 
  
One observation that was made in the course of the work was that alarm system problems 
were generally more severe at new plant or at plant with newly extended DCS facilities than 
at established plant.  The most striking example of this was seen at Plant 3 where a new DCS 
had recently been installed on one of several similar units39.  Evidence from the 
questionnaires (see Appendix 5) shows significantly higher alarm rates and lower satisfaction 
ratings from the operators on the refurbished plant (Plant 3A) compared against the plant 
(Plant 3B) with the established DCS system.  This however was by no means an isolated 
example and the same general observation was made at all the newer plants that were visited. 
 
It would appear that there are two reasons for this: 
 
• = In general more alarms are installed on newer plant than on older plant40.  Also when DCS 

upgrades are undertaken the number of alarms is often increased.  Again the most striking 
illustration of this is on Plant 3 where, as shown in Section 2.8, the number of alarms went 
up from 1800 to 4500.  If a fixed proportion of these generate nuisance alarms then it is 
clear that the rate of nuisance alarms would more than double. 

=  
• = It takes time after commissioning of a new plant or new DCS system for the alarm 

settings, deadbands, etc. to be tuned and for obvious nuisance alarms to be sorted out.  
Figure 5 shows data obtained from one of the engineering centres visited relating to one of 
their plant.  This shows how in a five month period in the early operational life of a new 
plant the alarm rate was reduced from 900 per hour to 100 per hour.  Similar trends are 
hinted at in recent papers (Campbell Brown & O’Donnell, 1997; Broadhead, 1997).  Also 
the improvement exercise on the small chemical plant described in Appendix 2 took place 
because of the problems found during early operation of this new plant. 

 

900

100

Alarms
per hour

5 months  
 

Figure 5 Alarm rate at a newly commissioned plant 

 

                                                      
39 It is noted that the new DCS provided a total soft desk (apart from a small emergency panel), whilst the old DCS 
had extensive analogue controls and displays.  Consequently the method of working was different with more 
emphasis put on the alarms in the new system - which partly explains why there was a need to increase them. 
40 One modern plant that was visited was basically similar in design to a number of older US plant.  These had 
been fitted with hard-wired alarm annunciators, whilst the new plant had a comprehensive DCS system.  There 
were about ten times more alarms on the new plant than on the old plant.  Heightened concern for safety may have 
been one reason for this increase, however, it must be said that the US plant were subject to very rigorous 
examination by their safety regulator. 
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Neither of these reasons will be surprising to experienced C&I engineers.  Two points arise 
out of them: 
 
• = Although the numbers of alarms are higher on new plant, there was little evidence from 

questionnaires or visits to the older plant that operators thought they were under-supplied 
with alarms.  It does appear therefore that the added alarms tend to be ones of lesser 
operational value.  A common complaint is that the advent of DCS’s had meant that the 
introduction of additional alarms has no apparent “cost”, and this results in the 
proliferation of alarms41.  This must be a risk that designers should be aware of and try to 
avoid.  One approach to try and reduce this proliferation is to require more formality in 
identifying the reasons for alarms when they are introduced (see Appendix 13). 

=  
• = Plant is no safer in its early operation than when it has settled down.  Indeed it might be 

argued that commissioning and early operation is one of the more dangerous operational 
phases.  The fact that alarm system performance is worse in this phase must be a cause for 
concern42.  It is tempting for owners of new plant to push ahead with plant commissioning 
and operation to get the earliest possible return on the capital investment, and not to be to 
concerned about “minor” outstanding problems with process control systems.  
Constructors are also keen to get paid.  However, this urgency does have risks, and efforts 
should be made to try to ensure good working alarm systems as early as possible in the 
plant life.  This requires more rigour and greater investment in the front end design of the 
alarm systems.  Procurement strategies need to be found to encourage this. 

 

2.20 Implications for smaller plant 
  
The survey covered both large plant and smaller ones (e.g. chemical plant with an annual 
turnover of perhaps £40M). The question arises of whether there are any special 
considerations relating to the performance of alarms systems in smaller plant. 
 
On modern smaller plant the problems were found to be little different from those on larger 
plant.  They tended to have centralised their operations into central control rooms that were 
permanently manned and were using modern DCS’s with alarm handling facilities very 
similar to those on the larger plant.  There tended to be fewer alarms, and hence one would 
expect fewer nuisance alarms.  However, there were generally fewer skilled engineers 
available on site to sort out the problems and less resource available from corporate 
engineering centres to be called upon for specialist engineering assistance.  Thus there tended 
to be a higher proportion of nuisance alarms and less sophisticated alarm processing on the 
smaller plant than on the larger.   
 
The overall  message from this is that these plant have capability within their DCS facilities 
to make improvement, and there are more opportunities for improvement using simple and 
proven techniques than on the larger plant. 
 
The situation is rather different on some of the older small plant.  Here the researchers saw 
analogue control systems perhaps with some form of computer-based add-ons for data 
logging or control of limited plant areas.  Sometimes a combination of analogue plus PLC 
                                                      
41 One experienced C&I engineer met on a visit to an engineering centre indicated that he thought that in general 
across the industry, plant availability tended to be lower after projects to replace pneumatic instrumentation by 
electronic instrumentation.  In his view this indicated that instrumentation overkill is common. 
42 A further cause of challenge is that the advanced control systems which should help the operator by smoothing 
out disturbances are often not in place during commissioning.  On the other hand there may be more 
commissioning and plant technical specialists available to assist when problems do occur. 
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control was seen.  Also the control rooms were not necessarily permanently manned as the 
operator would go out to the plant to carry out operations on manually controlled valves etc.  
Alarm rates tended to be low and fascia displays were often used.  However, there were 
problems with poor quality alarms and repeating alarms similar to those seen on other plant.  
As with the larger plant, there was evidence that poor alarm system performance was 
resulting in financial losses and avoidable hazards.  The overall ergonomics of the operator 
interfaces on these smaller older plant could also be poor due to a history of add-on of new 
facilities over a number of years resulting in a lack of an integrated design. 
 
The question arises as to how these smaller older plant should go about improving alarm 
performance.   
 
On approach is to increase the level of automation.  For example manual control valves can 
be automated and controls for several plant areas can be centralised in a single permanently 
manned control room.  To do this a new centralised DCS might be installed.  Common 
experience across the industry is that this is generally better than trying to individually 
automate different plant items and then trying to integrate these “islands of automation” into 
one system. 
 
The disadvantage of this approach is that it requires a sizeable investment.  This may not be 
strategically justified on older plant which is often running close to the limits of profitability.  
Also if there is a well designed alarm fascia system with a small but sufficient number of 
alarms, it is not clear that installation of a DCS system - particularly one without the best 
modern alarm handling facilities - will result in ergonomics improvements.  Consequently 
this approach does need very careful evaluation. 
 
An alternative approach is to try to improve the performance of the existing alarm system.  
This is may require the development of ad hoc solutions.  For example, if there is a repeating 
alarm, special circuitry may need to be designed to introduce deadband into the analogue 
signal generating the alarm.  The key element in this process is it needs to be managed and be 
carried out in a systematic way.  Just as described in Volume 1, measurements need to be 
taken of alarm system performance, estimates need to be made of the financial losses and 
hazards of associated with this performance, targets need to be set, and progressive 
improvements need to be carried out until these targets are met.   
 

3. Other activities 
3.1 Questionnaire surveys 
 
A major activity in this project has been to carry out questionnaire surveys.  This had three 
components; 
 
• = An opinion survey of operators.  This is reported in Appendix 5.  It provides considerable 

information on what the operators see as the strengths and weaknesses of their alarm 
systems. For example the results show that in general the operators find the alarm systems 
work well in steady operation but less well during plant upsets.  During steady operation 
the operators on average estimated that the alarm rate was about one every 2 minutes, 
though this figure does vary significantly from site to site.  During upsets, however, the 
alarm rate increases very significantly and becomes unmanageable at many sites.  Many 
operators said that there were “hundreds”, “too many alarms to count”, etc.  Some 
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operators did admit to accepting alarms in this situation without really reading and 
understanding them.  The detailed analysis of the results given in the appendix provides 
further evidence of the problems that operators feel they experience with their alarm 
systems. 

=  
• = A survey of operators of the “usefulness” of alarms.  This is reported in Appendix 6.  It 

was done by asking operators to observe 10 alarms whilst operating at the control desk 
and rate them in terms of how they responded to them and how useful they found them.  
The results suggest that perhaps half of the alarms could be eliminated or displayed in a 
different way with little detriment to the operator. 

=  
• = A survey of engineers involved in specifying and procuring new alarm systems.  This is 

reported in Appendix 14.  It involved asking the engineers about features in alarm systems 
and rating them “essential”, “very desirable”, “worth having”, “little value”, “definite no” 
or “no view”.  These results have been combined to obtain an “average” view of what 
engineers procuring alarms systems would like to see in the systems they purchase. 

 

3.2 Contacts with engineering centres 
 
Visits were made to engineering centres at two major petrochemical companies and one 
major chemical company.  Telephone discussions were also held with engineers from a large 
power generation company and a number of documents obtained from them. 
 
Considerable information was obtained as a result of the above contacts.  Much of this has 
been included in relevant places around this report.  For example information was provided 
on incidents which occurred at plant other than those visited, and some of these are reported 
in Volume 1 of this report.  Similarly information from the engineering centres about 
company procurement policies has been used to support the drafting of the recommendations 
on procurement given in Volume 1. 
 
One significant topic which was explored in depth at the meetings was the contribution of 
alarms to plant safety.  The analysis relating to fault trees given in Volume 1 Section 2.3 led 
out of this and also the analysis in Appendix 9. 
 

3.3 Meeting with Gambica 
 
A presentation on the project was made to a meeting of Gambica, the association for the 
instrumentation, control and automation industry in the UK, on 8th May 1997.  The objectives 
of the project were described and progress up to that date was outlined. 
 
Two views were expressed by the members present: 
 
• = The manufacturers consider that they have systems which can provide good handling and 

display of alarms.  However, optimisation of the alarm systems on a new plant will 
typically take 2-3 man years effort and extend the project by maybe 9 months.  The 
manufacturers find it hard to persuade purchasers that such optimisation is worthwhile.  
Their view was that the greatest benefit that the research project could give would be a 
clear identification of the financial and safety benefits of good alarm systems. 

=  
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• = The manufacturers are very interested in the work taking place in the Department of 
Engineering Science at the University of Oxford on the attachment of quality attributes to 
signals deriving from plant items.  This would help to ensure that plant items generate 
more meaningful alarm signals.  The manufacturers would welcome feedback on the 
benefits that this might give in terms of improving alarm systems.  The Oxford University 
work is reviewed in Volume 3. 

 

3.4 Liaison with EEMUA 
 
The Engineering Equipment and Materials Users Association (EEMUA) Instrumentation & 
Control Committee is a committee of C&I engineers from major users companies.  It has 
played a significant role in this project.  Prior to the HSE initiating this project it was 
planning a project of its own to develop best practice guidance.  It then became involved with 
the HSE in the formulation of the project proposal and in commenting upon it. 
 
When the contract was placed EEMUA members provided contacts for many of the site 
visits.  EEMUA has also provided extremely helpful comment on the draft report. 
 
At the time of writing this report EEMUA is actively considering the publication of a 
guidance document on alarms, and if this happens, it is likely to incorporate information 
gained in the course of this research project. 
 

3.5 Other activities 
 
The following additional activities have been carried out as part of this research project: 
 
• = One of the authors of this report is a member of the IEE Professional Group on Human 

Systems Engineering.  He organised an IEE Colloquium on the topic of “Stemming the 
Alarm Flood” which was held on 17 June 1997.  A paper was presented describing this 
project (Bransby & Jenkinson, 1997); 

=  
• = A literature survey was carried out as is described in Volume 3 of this report.  A literature 

survey had previously been carried out by one of the researchers on the effectiveness and 
application of alarm reduction techniques in nuclear power-related facilities.  This was 
carried out under a contract funded by a consortium of companies and organisations 
working in areas related to nuclear power.  Some results of this survey have been 
published (Jenkinson, 1997).  The consortium have allowed the results of their literature 
survey to be included within the literature survey in Volume 3; 

=  
• = Contact was made with the US team carrying out the work on Abnormal Situation 

Management (Andow, 1997) and some papers and details of their work to date were 
supplied.  One particular document of interest was some best practice messages on the 
management of alarm systems that emerged from a number of site surveys that they 
carried out.  This is reproduced in Appendix 15. 

 

4. Research and development 
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This project has raised many unanswered questions about alarm systems and identified lines 
of research and development that might be worthy of further consideration.  These are 
described in this section.  The approach taken has been (with a few notable exceptions) to 
concentrate more on development activities that may provide improvements to actual alarm 
systems in the medium term (i.e. under five years), rather than on longer term, more 
fundamental research.  The reason for this is that the authors consider that there are still 
many relatively simple things that can be done that can achieve considerable financial and 
safety benefits at many sites.  As the Abnormal Situation Management project identified, 
there does still appear to be some “low hanging fruit” that can provide benefit with relatively 
little effort. 
 
Not all readers will necessarily agree with all the suggestions in this section.  However, 
hopefully the ideas will provoke thought. 
 

4.1 The “cost” of alarms 
 
As has been emphasised in Volume 1, a key requirement for the effective management of 
investment in alarm system improvements is a good understanding of the cost of poor 
performance in terms of financial losses and avoidable hazards.  Research into this area is 
highly desirable. 
 
Appendix 9 has outlined a methodology for identifying these costs.  It could be worthwhile 
developing this and attempting to apply it to an actual plant.  This would mean trying to 
estimate the contribution of alarm systems to prevention of all significant causes of loss.  It 
also implies making an estimate of the real safety contribution of alarm systems. 
 
It would also be desirable to collect better information on the actual financial losses and 
hazardous incidents that occur at plants.  This has been done very superficially in this project 
based on recollection of individuals rather than reliable records.  To obtain better information 
requires improved incident reporting and analysis.  The chemical and power industries might 
here consider adopting the no blame reporting and information sharing practices used in the 
nuclear and aerospace industries.  These records might provide better estimates of the real 
cost to the industry of missed alarms. 
 

4.2 Operator performance models 
 
A fundamental requirement is to understand better how operators use alarm systems.  For 
example, do we know whether the primary problems are arising from operators missing 
alarms, ignoring alarms, or forgetting alarms?  This would affect how one approaches the 
improvement of performance. 
 
It would also be highly desirable to understand the conditions that make operators abandon 
the use of alarm lists in plant upsets.  Is there a particular size of flood that makes them 
“switch off”?  What are the strategies that should be used to manage upsets, and how can 
alarm systems be structured to assist in this? 
 
In normal operation it would also be desirable to try and measure what how operators 
actually deal with alarms.  What proportion do they respond to with some positive action and 
what proportion do they ignore?  This should be relatively simple to observe, and would give 
some hard data to compare against the “usefulness” measures used in the questionnaires.  For 
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how long can an operator recollect an alarm which he did not respond to, and do these 
information alarms usefully add to the operator’s mental model of the plant? 
 
If a method could be devised, it would be valuable to identify the proportion of alarms to 
which the operator does not respond appropriately, and to determine what factors (e.g. high 
alarm rate, high proportion of low value alarms) make the operator do this.  This is an 
important objective since it would provide some basis for the figures for the probability of 
the operator missing an alarm that could be used in fault tree analysis, and hence put this on a 
sounder footing.  Just as failure rate data is needed to underpin risk analysis of electronic 
equipment, failure rate data is needed for robust operator risk analysis. 
 
This information might allow a realistic assessment to be made of the maximum average rate 
at which alarms should be presented to the operator in normal operation. 
  
It would also be valuable to integrate all the above in a validated model of how operators 
respond to alarms in all situations.  Several models have been developed by Wickens, Pew, 
EPRI, Hollywell and Stanton (See Volume 3).  Some of these are general and could apply to 
a variety of industrial situations.  Others, such as the EPRI model, are very specific to a 
particular type of interface and task.  Stanton’s model distinguishes between routine and 
critical events.  However, to the knowledge of the authors there is no model which accurately 
reflects what process operators describe, namely the transition between the boredom of 
normal process operations and the panic of an anticipated major fault.  Further work in this 
area is clearly needed. 
 
 

4.3 Incident replay 
 
A model of operator performance could indicate how much alarm information an operator 
could cope with during a plant upset.  The other side of the coin is how does one go about 
designing the alarm system to select the information that should be displayed. 
 
One observation here is that work is often done to try to design sophisticated methods for 
selecting the key alarm information.  However, there are relatively few reports of deep 
retrospective analysis of the alarm log for real incidents.  One of the authors was involved in 
work reported in Dicken & Marsland, 1987 in which an alarm log from a particular incident 
was replayed through a simulated operator interface43.  Different ways of processing the 
repeating alarms and displaying them to the operator were tried and their performance was 
compared.  This proved an extremely powerful way of displaying the effects of proposed 
changes to operators and obtaining their views on what was best. 
 
It is suggested that there could be considerable benefit in analysing incident logs to try to 
identify what information one would ideally have liked to display to the operator.  Then 
different types of filter could be applied on simulated reconstructions of these real events and 
the filter performance compared in terms of how well they pick out the essential information.   
 

                                                      
43 One of the sites visited made extensive use of simulators for training operators.  The simulator replicated the 
alarm system.  However, it did not include any of the spurious alarms that occur in practice.  This might be a 
useful enhancement to increase the realism of the training. 
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For example, the survey has demonstrated that many operators find alarm floods in upsets to 
be unmanageable44.  Consequently, it might be hypothesised that, if the operator is to 
continue to use the alarm list display in an upset, then alarms should never be displayed any 
faster than, say, 10 in an initial burst and 60 in the next ten minutes.  A filter could thus be 
designed which had a buffer of 10 alarms and when this was full would only display one 
alarm per 10 seconds.  When several alarms were waiting to be displayed, the highest priority 
one would be chosen. 
 
This filter clearly has significant limitations.  However it may very well be better in practice 
than just displaying alarms at a rate which is simply too great for the operator to assimilate.  
This hypothesis could be tested by replaying real incidents on simulators and seeing what 
operators think and how much essential information is lost.   
 
No doubt readers can think of other types of filter that could be investigated, and other 
suppression techniques that could be tried.  The point however is that unless ideas like these 
are tried and compared in realistic scenarios, progress is going to be very slow. 
 

4.4 Audible warnings 
 
A comment made at several of the sites visited was that during upsets the continual sound of 
the audible warning from the alarms was a severe nuisance and distraction which increased 
the stress of the situation.  They would tend to silence it but not examine the alarms that were 
causing it.  So why have the audible warning?  Once the flood reaches a certain rate, why not 
replace it with a “Lots of alarms are coming in” warning which is much less strident and does 
not need silencing.  This would reduce the stress of the situation.  It would also encourage the 
operator to stand back and try to get an overview of the situation. 
 
During the course of this project one of the authors was approached by Dr Deborah 
Withington of the Department of Physiology, University of Leeds.  In her work on ambulance 
warnings she had noted that humans can locate the direction of the source of certain sounds 
very precisely.  Perhaps there is opportunity for providing some spatial pattern recognition 
for alarms displayed on lists by changing the source (and sound) of the audible warning it 
gives.  This would be particularly useful in an operator interface where controls for different 
plant areas are in different areas of the operator interface.  Such spatially coded audible 
warnings might assist the operator in a major plant upset to pick out the alarms from 
unexpected plant areas. 
 
On a related topic, it was noted that the control rooms on some sites were not permanently 
manned, as the operators had to work on the plant for some of the time.  The audible 
warnings from the alarm system were broadcast over loudspeakers so that the operators knew 
when there was an alarm and could go back to the control room to investigate it.  However, 
there might be benefit if more information and control could be provided to these mobile 
operators.  One commercial organisation provides a facility to send alarms to a pager.  
However, this does not allow a signal to be sent back to the control room to silence the 
audible warning.  This might very well be acceptable for those alarms that the operator has to 
sort out on plant.  This would seem to be an area worthy of further development. 
 

                                                      
44 Alarm system designers tend to feel comfortable if they are confident that they will never lose an alarm even 
when the alarm rate is enormous.  They will often specify this as an essential requirement of the alarm system.  But 
what is the operator expected to do with all these alarms? 
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4.5 Alarm overviews 
 
It is undoubtedly true that good alarm fascia displays have some advantage over DCS alarm 
list displays (and of course several severe limitations).  The key advantage is the strong 
spatial pattern recognition that they provide to the operator.  Modern approaches to DCS 
design can allow this to be achieved reasonably economically. 
 
In particular, some modern system are using quite large numbers of VDUs or other display 
devices (e.g. large screen displays).  Several of these displays are configured to show plant 
overviews, and these are generally left on permanent display.  The opportunity arises to use 
these to provide spatial coding of alarms.  Thus, if the feed pump is always shown on the top 
left hand corner of the fourth screen along, the operator will quickly recognise what is in 
alarm when it starts flashing.  It also helps to emphasise the alarm from the unexpected plant 
area.  Such ideas have been tried, but need further development and experimental evaluation. 
 
Various companies have recognised the benefit of critical safety information displays and of 
post-trip displays.  Other companies could well benefit from greater use of these.  Further 
investigation into the balance between independence, cost and display technology could be 
worthwhile, i.e. should they be provided as independent hard-wired systems, as independent 
computer-driven systems, as discrete displays driven from the DCS or as additional graphics 
on the DCS. 
 

4.6 Management issues 
 
Volume 1 has identified some procedures for the management of alarm systems.  There could 
be benefit in formalising and documenting this process.  Appendix 13 has identified one list 
of questions that can be used in the design process.  Documentation for other phases of the 
life cycle could usefully be developed. 
 
Volume 1 has discussed the difficulties in the procurement of alarm system optimisation 
work.  This is an issue that would be worthy of further investigation.  Perhaps a group of 
users and suppliers could work together to identify best practice in this area.  This might be 
done under the auspices of EEMUA. 
 
In this survey, questionnaires have been used to measure operator opinion and to measure the 
usefulness of alarms.  Both these tools were considered to be extremely powerful.  It might 
be worthwhile for a large company to try to apply them across a larger number of operators at 
several sites.  It would also be worth trying to make other measures of the usefulness of 
alarms, and earlier in this section mention has been made of actually observing the proportion 
of alarms that operators respond to. 
 
In Volume 1 discussed the analysis of alarm logs to gather statistics about alarm rates, 
numbers of standing alarms, etc. and to identify nuisance alarms which need redesign.  
Examples have been given of users identifying the alarms with the highest frequency of 
occurrence and attacking these.  There could be benefit in trying to extend this automatic 
identification of questionable alarms.  For example, could a system automatically identify the 
alarm seen on one of the visits which repeated every 43 minutes but only in certain 
operational states?  Could a system automatically identify the two alarms which always occur 
together?  Could it identify the alarms which are always occurring post-trip?  Such a tool 
would not be a substitute for proper review of the identified alarms, but it would help to 
speed up the process. 
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4.7 Alarm processing 
 
This survey has identified repeating alarms as the biggest single cause of nuisance and has 
described some ways of dealing with them.  However, problems can still exist with a process 
variable that hovers around the alarm limit generating repeating alarms, and then goes hard 
into the alarm region.  Could better algorithms be developed for processing these?  Also 
could there be some form of adaptive filtering to automatically adjust deadbands on repeating 
alarms?  Also would there be benefit in having tools in the DCS for measuring noise 
characteristics of signals to speed the setting of deadbands during commissioning? 
 
In the review of alarms described in Appendix 3, it was seen that one of the major causes of 
standing alarms was equipment awaiting maintenance.  It might be worth finding ways of 
removing these from the alarm list.  One possibility might be a “maintenance shelf”.  As with 
the shelving technique described in Appendix 10, this would need to be coupled with an 
operational procedure for the operators to review maintenance shelved alarms on a regular 
basis (e.g. at the start of each shift). 
 
There are also alarms that are generated in the process of maintenance or testing - and at 
some sites these can represent a significant proportion of the alarm load.  Ideas for dealing 
with these which were proposed by one of the engineers met on the visits are given in 
Appendix 8. 
 
There is little consistency in the way in which different DCS manufacturers alarm list 
displays are built in real time, their content and the way in which the operator interacts with 
them.  It would be useful to have a more sound experimental basis on which to design these 
important alarm system elements 
 

4.8 Standards 
 
Currently there are no European standards, British standards or UK industry standards 
relating to the design of alarm systems (though there are various standards on alarm fascia 
systems and one German standard on alarm list display (VDE/VDI Guideline 3699 Part 5)).  
There could be benefit if a European standardisation activity was started in this area.  Whilst 
there are many unanswered questions, it could act as a significant stimulus of activity. 
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1. Overview 
This section of the report considers a selection of published literature relevant to industrial 
alarm management.  The main body of literature concerns research and development work 
aimed at improving the processing, display and interpretation of alarm information in a 
variety of hazardous and non-hazardous industrial process industries.  Some literature relates 
to the more general but equally relevant topic of operator performance. 
 
Following discussions with Gambica, the association for the instrumentation, control and 
automation industry in the UK, a further sub-set of research work was identified, namely that 
taking place in the Department of Engineering Science at the University of Oxford 
concerning the attachment of quality attributes to signals deriving from plant items. 
 
Finally, for completeness, selected references from earlier work by Jenkinson (1996) on 
Alarm Reduction in Nuclear Power related Facilities were reviewed from the objectives of 
the present study. 
 
Note that in the following reviews comments by the reviewer appear as bracketed italics 
within the text. 

2. Search strategy and scope 
Literature searches were carried out of a number of databases including INSPEC and the 
HSE Unicorn system.  Searches were carried out using the primary search term ‘alarm*’, 
combined with a number of qualifiers including:  
 
• = ANALYSis 
• = EMERGENCy 
• = EMERGENCies 
• = EXPERT 
• = FAULT 
• = FAULTs 
• = INTELLIGENt 
• = INTELLIGENce 
• = PROCESS MONITORing. 
 
Papers were sought from UK, Europe, US, commercial standards and guides and military 
standards and guides.  The specific domains included chemical, food, gas, oil (offshore and 
on-shore), pharmaceuticals and petrochemical. 
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Search strategies were arranged to exclude material specifically relating to nuclear power 
plant alarm issues since these has been recently covered by Jenkinson (1996) and also to 
exclude medical equipment alarm topics which were considered to be insufficiently relevant 
to this study.  However a small number of references relating to the nuclear industry which 
emerged during the course of the literature review were considered. 
 
The papers which have been reviewed cannot be said to provide a fully comprehensive 
coverage of all published work in this area.  However, from the papers themselves and from a 
consideration of the material referenced within them, together with other bibliographic data, 
it may be said that a representative selection of material has been accessed.  This material 
covers the period from 1980 to date. 
 
A major inadequacy is apparent in the area of literature describing working plant process 
alarm systems.  Those papers which refer to working systems are often based on development 
systems, simulations or test plants.  A further shortfall is the area of actual plant incident 
data.  Those bibliographic items which suggested plant operating data were found almost 
universally to be press comments or anecdotal reports with a particular bias towards a single 
point of view.  A common difficulty was the use of the term ‘alarm’ to represent public alarm 
or alarm in the operating staff in response to an incident.  Very few references were 
identified which described major industrial incidents. 
 
In common with a previous study in this area (Jenkinson (1996)), it may be concluded that 
not all relevant published work is readily accessible from normal bibliographic databases.  A 
further problem is that much relevant and connected material may not appear with the chosen 
key work as part of the title or abstract e.g.  papers relating to fault diagnosis, process control, 
etc.  From limited tests of various databases it would have been totally impractical to search 
on these wider terms since the resulting volume of material would have been unmanageable. 
 
The material considered did not reveal any significant information which was not known to 
the reviewer and did not add substantially to the reviewer’s understanding of the alarms 
problem. 
 
Certain of the papers which were reviewed indicated a surprising degree of naiveté with 
regard to what is technically possible and what is regarded in, say, the power generation 
industry as normal best practice.  In contrast with this material was a body of literature 
having a strong theoretical and mathematical bias.  This is particularly true in the area of 
expert systems and neural networks.  It is doubtful if the majority of industrial users would 
avail themselves directly of this work. 
 
It was noted that few suppliers of commercial alarm systems (including DCS suppliers) were 
prominent in the literature.  A small-sample examination of computer-based system 
manufacturer’s published literature does not provide the assurance that the more complex 
alarm handling issues were capable of being addressed by the standard manufacturer’s 
equipment. 
 

3. Analysis of reviewed material 
An effort has been made to organise the reviewed material into a number of themes relevant 
to the present study.  The themes which have been identified include:- 
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• = AI/ES technology 
• = alarm analysis 
• = design guides/implementation rules 
• = design methods 
• = fault detection systems 
• = fault tree analysis 
• = loss prevention 
• = MMI developments 
• = neural networks 
• = operator support systems 
• = process control alarms 
• = safety studies 
• = signal quality attribute (smart sensor) research 
 
An index to the reviewed material is presented against these theme headings in Table 3.1 and 
the perceived relationships between the varies themes is shown in Figure 6. 
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Smart sensors  
Safety analysis   

Process control/models    
Operator support     

MMI      
Loss prevention       

Human Performance        
Fault trees         

Design          
Alarm analysis           

AI/ES            
General             

             
1 Andow, P.K. 1980   x  x      x  
2 Lihou, D.A. 1981   x  x      x  
3 Lees, F.P. 1984   x  x      x  
4 Andow, P.K. 1983 x   x         
5 Williams, W.J. 1984          x   
6 Roscoe, B.J. Weston, L.M. 1986      x       
7 Keranen, R. et al 1989          x   
8 Shaw, W.T. 1989  x           
9 Kim, I. S. et al 1990     x      x  

10 Hutton, D. et al 1990 x   x      x x  
11 Peters, R.F. 1990 x         x   
12 Stanton, N.A. Booth, R.T. 1990      x       
13 Ungar, L.H. et al 1990  x           
14 Zhang, Q. et al 1991  x           
15 Cortés, E. 1991  x x        x  
16 Stanton, N. 1991 x     x       
17 Rong, G., et al 1991  x   x      x  
18 Poole, A. D. 1992 x            
19 Inada K., Kawaguchi, K. 1992         x x   
20 Kaya, A. et al 1993          x   
21 Acosta, G. et  al 1994  x x       x   
22 Chu, R. et al 1994 x     x   x x   
23 Soken, N., et al. 1994    x  x   x x   
24 Thurston, C.W. 1994            x 
25 Strobhar, D.A. 1994            x 
26 Strobhar, D.A. 1994            x 
27 Berner, L., et al 1995 x       x x x   
28 Goto, K. et al 1995  x           
29 Connelly, S.C. 1995    x  x       
30 Gantenbein, W. 1995 x         x   
31 Nimmo, I. 1995 x   x  x x   x   
32 Henry, M. P., Clarke, D. W. 1993            x 
33 Henry, M. P. 1994            x 
34 Henry, M. P. 1994            x 
35 Henry, M. P. 1994            x 
36 Yang, J.C.W., Clarke, D.W. 1996            x 
37 Clarke, D.W. ,Fraher, P.M.A. 1996            x 
38 Yang, J.C.W., Clarke, D.W. 1997            x 

 
Table 7  Index of material against theme headings
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Figure 6 Perceived mapping of themes identified in the literature 
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4. General process industry 
literature 
 

“Real-time analysis of process plant alarms using a mini-computer”, 
Andow, P.K., University of Technology, Loughborough, Computers in 
Chemical Engineering, Vol 4, Pergamon, 1980. 
 
The paper describes work which pre-dates the widespread use of digital computers in process 
monitoring and control.  The proposed system consists of an analysis program which is 
independent of the plant (computer) and which displays alarm information so that: 
 
• = alarms are organised into groups related to the same basic cause; 
• = each group of alarms is organised into a time-ordered list the results are thus disturbance-

oriented. 
 
The author bases his stance on the premise that operators use an internal ‘model’ of the process on 
which to base decisions on control actions and to communicate process knowledge to others.  He 
argues that alarm analysis mimics such a loose form of model.  In order to better understand this 
operator model it is necessary to observe operator tasks and activities.  ‘Alarms’ which merely 
reflect process status are dismissed by the author and not considered further (even though these 
often constitute a major part of the total population of standing alarms in a plant -This author.) 
Operators are observed to carry out a real-time analysis when deciding how to deal with a 
particular sequence of alarms.  Such analyses appear always to associate a new alarm with a 
previously known process condition.  The operator appears to perform a mental ‘grouping’ 
operation.  In doing so the operator clearly has some cause/effect information stored for each alarm 
that occurs.  If a new alarm cannot be readily associated with an existing mental grouping the 
operator may assume that it represents a new disturbance and is mentally recorded as a new entity. 
 
In order to rationalise this new information the operator may seek other confirmatory information 
from the process before proceeding to determine a ‘root cause’.  The operator may use each new 
piece of information to: 
 
• = eliminate a previously suspected root cause; 
• = corroborate a previously-suspected root cause; 
• = suggest a new root cause. 
 
The proposed computer-based system uses a fault tree approach and repeated list processing.   
 
The proposed approach uses a data set in which all cause-effect relationships are specified.  The 
creation of this data set can be time-consuming if carried out manually but the use of a computer-
assisted method can greatly assist with this process.  In real-time use, the initial data set is modified 
by a separate program which updates the data in line with the current plant state.  The author 
describes the processing of new alarms and their assignment to an existing list as ‘Simple alarm 
processing’.  A further set of ‘Deduced’ alarms are produced by the system by evaluating a set of 
stored list of terms which are checked against relevant plant measured values.  If a term is proved 
to be logically true, a deduced alarm message is produced. 
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The author assumes that the operator will take information from the resulting analysis system at 
rates which match his human information processing capacity in any given operational situation. 
 
The paper considers the problems which arise in assessing whether alarm analysis systems are 
qualitatively better than traditional alarm display schemes.  Lack of performance criteria is 
identified as the main problem, together with lack of a formal approach to the design of alarm 
systems.  Benefits of the proposed approach are said to include the use of dynamic alarm limits 
which allow closer monitoring of plant parameters.  Disturbances may therefore be defected well 
before they could be identified by a conventional alarm scheme.  The paper acknowledges that an 
alarm analysis scheme may need to operate in parallel with a conventional fascia system and may 
well be regarded as an operator aid rather than a replacement for conventional approaches. 
 
A chemical reactor case study is considered and the techniques is shown to be applicable. 
 
“Aiding process plant operators in fault finding and corrective action”, 
Lihou, D.A., University of Aston, Human Detection and Diagnosis of 
System Failures, 1981. 
 
The subject of the paper concerns possible improvements to the way in which process plant 
operators approach the task of fault-finding in response to an alarm by using a computerised 
aid to guide their fault-finding strategy.  The proposed method is based on the concept of 
fault symptom matrices in which all possible faults in a process plant are mapped on to the 
elements of a two dimensional matrix which is subjected to computer processing.  Each 
element in the matrix would contain a qualitative descriptor of the value of a particular 
process variable in response to a specific set of plant conditions (e.g.  high, low, zero, normal, 
etc.). 
 
The proposed approach relies upon the computer to detect off-normal conditions from 
interrogating the matrix stored values.  The stored values are subject to some logical 
processing to take into account the possibility of multiple faults which could reduce or 
eliminate certain symptoms.  A set of codes are used to store the defined fault conditions 
using the method proposed by Fussel.  Large fault trees are synthesised from smaller 
elements.  Fault trees are generated from what the author here refers to as Operability Studies 
and what have become known as HAZOP studies. 
 
The author cites a fault-finding strategy proposed by Christer and Shields (1977) in an 
unpublished paper.  The order in which particular possible causes of a given fault are 
investigated is determined by a calculation involving the time required to check a particular 
fault (walking to instrument or plant, assessing data, etc.) and the probability of that fault 
occurring in a given time.  Event probabilities are derived from applying a Weibull 
distribution to characteristic age data for typical process plant items. 
 
A case study is reported based on a practical acetone recovery plant.  The paper describes 
how typical fault are identified, coded and assessed.  Detailed fault trees are developed from 
which the optimum response to a particular alarm is identified. 
 
The proposed method is soundly argued in the paper but the example given relates to a single 
alarm representing a single defined condition.  No discussion is offered for how the approach 
would contribute to a situation in which multiple alarms were generated in a complex fault 
situation, nor how large numbers of standing alarms would be accommodated.  The example 
given illustrates the extent of design work required to identify, code and assess a single 
condition.  It is doubtful whether the required amount of engineering effort to treat several 
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hundred or several thousand alarms in a typical modern process plant would be justified in a 
commercial situation. 
 
“Process computer alarm and disturbance analysis: outline of methods 
for systematic synthesis of the fault propagation structure”, Lees, F. P., 
University of Technology, Loughborough, Computers in Chemical 
Engineering, Vol. 8, No. 2, 1984. 
 
This paper, produced at a time when computer-based control and monitoring systems were 
beginning to be used in process control applications, recognises the then developing 
appreciation of the need to provide operator support functions rather than simply emulating 
the previous generation of one-input, one-output alarm systems.  The work described is that 
of assisting with the systematic creation of data structures for computer-based monitoring and 
control systems.  Two approaches are described. 
 
In the first method, a series of function equations are used to define the characteristics of a 
number of process units such as tanks, pipes, pumps etc.  The function equations are mid way 
between the fullness of description provided by complete differential equations and the 
simplicity of plain language descriptions.  A matrix of possible causal links is built up to 
relate each alarm condition to all possible causes.  Since not all the process variables are 
alarmed, a simplified functional model must be developed.  The resulting information is 
similar in form to the alarm trees which have been developed for some nuclear plant 
applications.  Onto the explicit computer-generated alarm relationships, a set of deduced 
alarms can be added.  A real-time computer programme is used to detect whether any new 
alarm is a consequence of existing alarms or if it is in fact a new cause.  The work adopts the 
proven UK practice in the nuclear industry of displaying prime cause and analysed alarms on 
separate lists. 
 
In the second approach, the plant is represented by a series of mini fault trees.  A separate 
fault tree is associated with each output variable in the system.  Fault trees are constructed in 
real time in the process computer as required.  The paper also discusses issues to do with 
input data validity, fault discrimination and experimental validation of the proposed 
techniques.  It is interesting to note the links between the work described here and the 
contemporary approaches which were being implemented within the UK nuclear industry.  
Experience within the nuclear industry has shown that approaches to alarm analysis based on 
pre-defined event or fault trees and cause-consequence relationships have fallen from favour. 
 
“Alarm system design”, Andow, P.K., Loughborough University, 
Human Reliability in the Process Control Centre, Manchester 20/21st 
April 1983. 
 
The author review a number of common problems in process alarm systems including 
increasing numbers of alarms, mixed alarm and status information, poor operator training and 
ineffective displays.  A key observation is that industrial alarm system practices vary widely 
from one sector of industry to another and from one company to another. 
 
Alarm system requirement specifications are often based on a loose definition of the role and 
functions of alarms.  Seldom are quantified measures employed to define requirements.  Four 
typical approaches to specifying alarms systems are identified: 
 
• = based on manufacturer’s need to protect individual plant items or systems; 
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• = based on the results of design studies which consider safe effective, operations 
(HAZOPs); 

• = based on existing working practices; 
• = de facto settings caused by computer system design which ‘forces’ a setting to be made 

(correctly or not). 
 
Combinations of these approaches are seen.  Alarms are often categorised into say, three sets, 
based on danger to life, danger to plant, pre-warnings.  However, the boundaries between 
these categories are often only loosely defined.  There is a tendency to over-use the higher 
categories.  Again, alarms may be classified in terms of required operator response times.  
These two forms of classification are often used together leading to a large number of 
categories which the operator must process and deal with often on an ad hoc basis.  Alarm 
thresholds are often set such that a large number of alarms are produced, many of which are 
ignored by operators.  Practical field studies by Kragt (1982) are referred to in support of 
these postulated problems.  The author observes that many alarm systems are designed for 
steady-state plant operation.  Whilst this simplistic approach could be tolerated for small 
annunciator-based systems, it does not suffice for large, modern computer-based systems.    
 
The author proposes that a key to improved alarm system lies in improving the credibility of 
alarms which are displayed so that a definite short-term response was required for each one.  
A tentative proposal is made of a design approach which addresses the problems which are 
identified.  The proposed approach implies that only highly significant information is 
included in an alarm system and for which adequate time is available for meaningful operator 
response.  A feature of the proposed approach is that the design team consider the probability 
that a given event will occur.  Low frequency events are considered to be less relevant to the 
alarm system. 
 
The proposed approach has some merit but also demonstrates some flaws.  It would be better 
discussed in the context of an overall approach to plant automation and the systematic 
allocation of functions between man and machine. 
 
“Distributed control systems for off-shore applications”, Williams, 
W.J., Advances in Instrumentation, ISA International Conference, Vol. 
39, Pt. 1, ISA, 1984. 
 
The paper gives a very simplistic description of the many functions which a DCS can fulfil in 
the offshore industry in terms of production facility monitoring control and operational 
communications.  Safety benefits are stressed.  The well-aired arguments of increasing plant 
size, plant complexity and the trend towards reduced staff levels and costs are argued to be 
the main reasons for adopting DCS’s.  The need for increased degrees of hierarchical control 
is argued. 
 
The use of a DCS to handle alarm information is included as a benefit but these are discussed 
in the context of regular printed logs and reports.  The capacity of a digital control system to 
call the operators attention to process faults is stated but not elaborated upon.  The future use 
of automatically generated voice alarms is mentioned. 
 
The paper predicts that digital control systems will bring benefits in reduced maintenance and 
in increased self-diagnostic capabilities. 
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The inclusion of such a paper at this time in an international conference suggests not only 
that the use of digital control systems in offshore applications was in its infancy, but also that 
user-awareness of the capabilities of the technology were limited. 
 
“Human factors in annunciator/alarm systems: annunciator 
experiment plan 1”, Roscoe, B.J., Weston, L.M., NUREG/CR-4463, 
May 1986, Sandia National Laboratories, USA. 
 
The document presents a plan for the experimental evaluation of a number of possible alarm 
reduction techniques in the context of a nuclear power plant.  Techniques considered were 
suppression of irrelevant alarms based on plant mode, time delay of alarm groups and  
separation of status information from ‘true’ alarms.  Five hypotheses about the benefits of 
alarm reduction are stated.   
 
The document was published at a time when the US nuclear industry was beginning to take 
an increased interest in improving the MMI of existing US nuclear power plants.  It is useful 
in that it is representative of a genre of work and that it considers the issues involved in 
carrying out systematic comparative performance evaluations on several of the commonly 
proposed techniques for reducing the amount of alarm information presented to operators. 
 
An earlier work programme developed alarm prioritisation techniques for modifying alarm 
presentation based on plant sub-system mode, operator response procedures, plant sub-system 
interactions, critical safety function considerations and operator action considerations.  
Techniques which were considered included alarm suppression, alarm delay, alarm grouping, 
alarm combination and separating component status indications. 
 
Alarm suppression is shown to achieve up to 80% suppression in certain operating 
conditions.  Time delays in presenting alarms are based on a detailed analysis of each test 
event and depend upon the identification of an appropriate ‘alarms signature’, that is the 
characteristic rate at which alarms particular to a certain event or fault are propagated with 
respect to time.   
 
The experiment plan is based on two well-analysed accident scenarios for which operator 
actions and associated plant responses are known.  The scenarios are known to generate high 
alarm generation rates.  Four performance measures are proposed.  These are time to reach 
correct diagnosis and action plan, time to perform necessary actions, process deviation 
measures and finally operator perceived workload. 
 
The paper raises interesting issues which are relevant to the  present study.  It indicates that a 
variety of alarm reduction techniques had been subjected to critical evaluation by a 
prominent authority as early as 1986.  It shows that the effectiveness of such techniques are 
often judged on an empirical basis and that there is a need for a more fundamental and 
structured and systematic approach to the evaluation of candidate approaches to reducing 
alarms and to the overall design of alarm systems. 
 
 
 
“The safety design of process automation, experiences and methods”, 
Keranen, R., Kemira Oy, Tommila, T., Heimburger, H., Technical 
Research Centre of Finland, Analysis, Design and Evaluation of Man-
machine systems, IFAC, Finland, 1989. 
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The paper discusses the development of new approaches to control and alarms at a Finnish 
process plant producing herbicides and pesticides.  During the design of the process plant 
particular attention was paid to achieve high levels of safety and environmental protection.  
Hazard and Operability Studies (HAZOP) and Action Error Analysis (AEA) were used 
systematically to identify safety and environmental risk factors.  Certain approaches used in 
the design of nuclear plant control rooms were adapted in this project.  The man-machine 
interface is fully computer-based.  At the plant, PLC’s are used as the basic information 
acquisition medium. 
 
The chemical production process is complex with some 70 process units which operate 
mostly in batch mode.  Process time is measured in days rather than hours.  The authors state 
that the design of control systems for batch processes present greater problems than those for 
continuous processes where operator intervention is required only during abnormal 
circumstances.  Batch processes are however transient under normal conditions and 
successful control depends upon logic timing and sequence control.  The batch control 
operator’s task is a more interactive one. 
 
In batch processes the process parameters vary within wide ranges depending on the process 
phase.  In such a situation there is a risk of having unnecessary and also  standing alarms.  To 
address these questions, the multivariate approach suggested by Visuri, 1986 was adopted 
and successfully implemented.  In this approach dynamic alarm limits are used to reduce the 
number of active alarms.  A further benefit is that alarm limits can be more closely associated 
with each process phase and thus give tighter monitoring.  In automatic control mode the 
alarm limits are set by the control system.  In manual control mode the system reverts to 
using pre-set default alarm limits.   No quantitative data is given in the paper 
 
The authors advocate the use of appropriate application-oriented guidelines and systematic 
review methods during the design of the alarm system. 
 
“Multi-variable alarming using neural networks”, Shaw, W.T., Texas 
Instruments, Proc. ISA 89, International Conference and Exhibition, 
1989. 
 
The author identifies the key problem with conventional approaches to process alarm systems 
as that of uni-dimensional alarms in which each alarmed parameter is treated as being 
independent of all others.  Only when the dynamics of a process are explicitly modelled using 
equations which predict the physical, chemical and thermodynamic process relationships is 
this situation overcome, and then only to the extent to which the modelling is valid.  Neural 
networks are offered as an alternative to explicit mathematical modelling using ‘experience-
based’ models.  The author is emphatic in his statement that neural networks are a practical 
solution to current problems rather than being an arcane branch of computer science. 
 
The author draws a clear distinction between the practice of alarming input signals which is 
typically done in process monitoring systems, and alarming the state of a particular plant 
item.  State definitions can be concluded from considering the value of a number of input 
signals and mapping these onto a state space.  The author provides a number of lucid 
examples of how sets of simple plant parameter measurements can be constructed into clear 
plant state definitions using terms such as OK, bad, broken, etc.  to describe parameter levels.  
Often in practice, simple dualistic state designations are inadequate for alarm purposes.  A 
system can be improved by segmenting the state space into suitable areas which conform to 
the actual operating envelope of the plant item or system.  In this way, alarm ‘limits’ can be 
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more tailored to actual plant conditions and the margin to alarm safely reduced without the 
inconvenience of unwanted alarms. 
 
A major advantage of using neural networks in this way to monitor a large number of plant 
parameters is that the exact relationship between these parameters need not be known or need 
be mathematically definable as long as the plant and monitoring network can be operated of a 
sufficient range of conditions for a suitable length of time whilst the neural network is in its 
learning mode.  The network can learn OK states whilst the plant is operating normally and 
all other states can initially be set to ‘BAD’.  In order to teach the neural network about 
‘BAD’ states it may be unacceptable to operate the plant intentionally in off-normal or fault 
states.  An alternative approach is to ‘flood’ the state space with suitable initial state 
definitions before commencing the learning process.   
 
In cases where the definition of state space requires a large number of plant parameters to be 
considered and where their interrelationships are complex, the neural network may need to 
operate on the basis of a series of ‘snapshots’ of data at defined time intervals (e.g.  a fixed 
time after an event like plant item start-up).  This approach implies the assumption that plant 
parameters are related in a linear manner.  For complex relationships where this assumption 
is not valid, it may be possible to perform additional calculations from available plant data 
and feed the results of these into the network as additional inputs (a form of pseudo plant 
data). 
 
To successfully monitor complex plants, neural networks may be arranged in hierarchies, 
with an individual network looking at a defined portion of the process and concluding plant 
state as healthy or otherwise.  The outputs from several of these segmented network monitors 
is then looked at in turn by a super ordinal neural network. 
 
The clarity and enthusiasm conveyed by the author in this paper is unfortunately not 
underpinned by references to practical applications of the techniques described. 
 
“A model-based approach to on-line process disturbance management: 
The models”, Kim, I.S., Modarres, M., Hunt, R.N.M., University of 
Maryland, USA, Reliability Engineering and System Safety, Vol. 28, 
1990 
 
The authors review the several approaches to process disturbance management which were 
developed post-TMI-2, including improved displays, alarm analysis and Disturbance 
Analysis Systems.  Of these, only the latter can be said to be capable of true ‘diagnosis’.  The 
paper discusses various issues in the context of nuclear power process plants but it is clear 
that the arguments made can be validly transferred to other types of process plant.  Reference 
is made to work carried out in the chemical industry to build an on-line fault analyser 
(FALCON) using expert system technology. 
 
Process disturbance is argued to be a dynamic phenomena which propagates with time, with 
the effects of an initial event worsening over time (implying that typical processes are not 
self-correcting or rectifying).  This situation implies a need for early diagnosis to mitigate 
against the effects of a fault. 
 
The authors note a lack of a reliable and easily implementable methodology for building an 
automatic diagnosis system.  They offer such a methodology which embraces:- 
 
• = intelligent process monitoring and alarming; 
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• = on-line sensor data validation; 
• = on-line hardware failure diagnosis; 
• = real-time corrective measures synthesis. 
 
The methodology is model-based and uses an IF-THEN-ELSE and frame structure to embody 
rules and knowledge.  In addition to ‘shallow’ knowledge, deep knowledge, e.g.  
conservation equations, pump performance curves, control algorithms, etc.  is used where 
available.  Both quantitative and qualitative data are used in the diagnostic process. 
 
The methodology is based on goal tree/success tree models.  From these the necessary 
process monitoring points are identified (Thus the data inputs are specific to the diagnosis 
system needs, rather than being incidental to the normal process monitoring data).  Selected 
data points are used to construct a process monitoring tree and a sensor failure tree.  Fault 
propagation routes are then modelled using a directed signal graph approach and from this 
hardware failure diagnosis modules are derived.  Finally a module to determine plant 
operational mode is constructed, together with a real-time interface. 
 
A development system based on the commercially available PICON expert system was used 
to develop a process model of a nuclear plant feedwater system.  (This system was used in a 
number of developmental projects before being superseded by later generations of 
technology.  A UK application is described by Jenkinson, 1988). 
 
Messages emanating from the operator aid are classified into six types:- 
 
• = Process degradation; 
• = Sensor or hardware failures; 
• = Component status; 
• = Pre-alarm warnings; 
• = Recommendations (e.g.  check a particular sensor value); 
• = Suggested actions. 
 
In real-time operation, the computer continually scans the process monitoring trees looking 
for a significant event.  Three paths are then possible: no diagnosis is needed (e.g.  automatic 
protection operates), sensor failure diagnosis is performed or hardware failure diagnosis is 
performed. 
 
The proposed approach has the benefit of several diverse components working in a fully 
integrated manner.  It does however require complete a priori analysis of plant operations, 
fault states and available data to be carried out before the system can be built.  It is therefore 
suited to well-proven and fully analysed processes where the necessary physical and 
engineering information is readily available. 
 
“AI applications in process design, operation and safety”, Hutton, D., 
Ponton, J.W., Waters, A., University of Edinburgh, The Knowledge 
Engineering Review, Vol. 5, Pt,. 2, 1990. 
 
This paper provides a comprehensive state of the art review of AI techniques as applied to the 
work of chemical process engineers.  It considers all aspects of the process of creating a new 
chemical product from conceptual design to plant operation and looks at the ways in which 
AI techniques can assists designers and engineers.  It draws heavily from published literature 
rather than actual working practice. 
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In several places the authors reveal a bias towards intellectual processes and appear to 
categorise engineering implementation and operation activities in a poor light.  They dismiss 
the work of those who select components and those who operate plant as offering a low 
challenge and as ‘routine’.  The reader is left to speculate whether such an attitude is 
representative of the majority of the authors’ peers and whether such prejudices result in 
insufficient time and effort being put into the realisation of practical alarm systems. 
 
The paper discusses at length areas where process design and plant conceptual design may be 
supported by AI techniques and approaches.  The useful conclusion which can be drawn for 
the present study is that adequate time and effort must be put into a thorough analysis of the 
intended process and into adequate modelling of the process and the plant.  The use of expert 
system designer aids is reviewed in detail. 
 
In considering plant operation, the authors note that the development of computer tools to 
support plant operation lags very far behind that of design aids.  Such operation aids that do 
exist are plant specific.  No useful work has been done to develop a unified methodology or 
model of plant operation in the way that this has been done for hierarchical design. 
 
The authors note that plant operation involves a combination of qualitative and quantitative 
approaches with operator judgement figuring highly in most practical applications.  Whilst 
sound design would eliminate many operational problems, the authors foresee that AI 
techniques could provide support in process monitoring, alarm processing and fault 
diagnosis.  The authors concentrate on ‘reactive’ diagnostic aids and shy away from 
discussing real-time problems.  Stephanopoulos (1987, 1988) is cited as the principal source 
of developmental ideas here, using the object-oriented paradigm. 
 
In the particular area of alarm processing the authors focus on the earlier work of Edwards, 
Lees and Andow and thus assume that alarm analysis is the obvious need in this area.  They 
identify limitations which were found in the application of expert system approaches in 
chemical plants in the USA.  These limitation are well documented elsewhere.  The authors 
then move on to discuss model-based fault diagnosis systems and finally the use of neural 
nets. 
 
The paper also discusses the issue of safety and loss prevention and examines the use of AI in 
supporting safety analyses and risk assessments.  An implication is that improved plant safety 
design and analysis would lead to improvements in alarm (and other information) systems.  
The use of AI in fault tree synthesis is discussed. 
 
A key conclusion which the authors draw is the central importance of qualitative 
representation and modelling in the design and operation of chemical process plants.  The 
relatively small impact made by AI on plant operations is attributed to the large software 
effort which is required to realise even modest sized projects.  The authors look towards the 
development of domain-specific knowledge based rather than plant-specific knowledge 
systems as a key factor in improving the use of AI in this field. 
 
“Distribution alarm and SCADA systems are upgraded”, Peters, R.F., 
PSE&G Co., Transmission & Distribution, April 1990. 
 
The paper describes work carried out by the Public Service Electric & Gas Company to 
improve monitoring and control of their extensive MV electrical distribution system.  
Hitherto remote switching points were monitored using rented dedicated copper telephone 
circuits and presenting information on hard-wired displays.  Cost and reliability problems 
were increasingly found.  In 1984 a remote dial-up unit was placed on trial.  Tests showed 
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that this dial-up technology was entirely suitable and a large programme of equipment 
replacement was instigated.  The system detects any change of state on a number of contacts 
at the remote station.  It then dials-up the central monitoring unit and transfers the 
appropriate state information.  A further phase of development is described in which the 
greater use of centralised computer master stations and VDU displays is made.  Some details 
of alarm logging, reporting and acceptance are given.  The system is believed to be able to 
handle increased system requirements for a 10-15 year period. 
 
“The psychology of alarms”, Stanton, N.A., Booth, R.T., Aston 
University, Contemporary Ergonomics, 1990. 
 
The paper attempts to provide a working definition of an alarm and to propose a model for 
alarm handling by a process operator.  The authors identify that the concept of an alarm may 
have many definitions.  For them an alarm may constitute: 
 
• = a change in system state; 
• = a means of signalling system changes; 
• = a means of attracting attention; 
• = a means of arousing a response; 
• = a response to an operator action. 
 
Whilst these statements accord with popular usage and system descriptions, a critical view of 
this approach will show weakness.  The list mixes input signal origin with transmission and 
output signal characteristics and therefore cannot be regarded as sound for the present 
purpose.  That there is a need for a proper definition of what constitutes an alarm is beyond 
dispute.  Also the need for an adequate model of operator behaviour is a necessary 
component for sound alarm system design is acknowledged by key workers in the field. 
 
The paper employs a very simple example of an alarm clock to argue the validity of the 
proposed model.  Reference is then made to the model of alarm handling proposed by Woods 
(1988).  Based on this, a more realistic model of process alarm handling is proposed 
consisting of five phases; Detection, Assessment, Diagnosis, Compensation and Evaluation. 
 
The authors conclude that the psychology of alarms may be split into three areas, 
specification, detection and diagnosis.  Research should focus on the development of 
operator diagnostic aids and the enhancement of the operator’s mental model of the plant. 
 
This paper provides a representative statement of the paucity of knowledge which exists 
regarding exactly how process operators respond to the wide variety of alarm situations 
which can occur in process plants.   It clearly illustrates the need for more structured research 
into developing an adequate model of operator behaviour from which to develop improved 
alarm system designs. 
 
“Adaptive networks for fault diagnosis and process control”, Ungar, 
L.H., Powell, B. A., Kamens, S.N., University of Pennsylvania, 
Computers in Chemical Engineering, Vol. 14, No. 4/5, 1990. 
 
The paper discusses the use of adaptive or neural networks for two separate purposes, fault 
diagnosis and process control.  Both problems are viewed as essentially ones of pattern 
recognition and association.  The dual ability of adaptive networks to learn associations 
between discrete events such as alarms and faults and to learn qualitative relationships such a 
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control laws is recognised.  The ability of adaptive networks to deal with incomplete and 
inaccurate data is also discussed as is their ability to work where an adequate model of the 
process is not available.  Limitation of statistical techniques and expert system approaches 
are identified from other published work.   
 
An adaptive network typically receives input data from both analogue and discrete value 
sensors (alarms).  A key conclusion is that adaptive approaches only perform better than 
other techniques when the problem is non-linear.  Following ‘training’ adaptive networks 
develop ‘feature detectors’ that determine which combinations of the input variables are most 
important.  More advanced architectures such as recurrent networks provide novel equation 
forms which ‘remember’ past events. 
 
A simple set of data corresponding to a stirred tank reactor was used to test the ability of a 
given test configuration to learn fault diagnosis.  Eleven inputs were synthesised and 12 
possible faults were identified.  No transient data were considered.  Training was carried out 
with pairs of inputs using bi-state values for alarms and tri-state values for analogue sensor 
data.  The network was found to be able to diagnose the pre-analysed faults reliably.  
Generalised conclusions were that adaptive networks can diagnose multiple simultaneous 
faults but they can fail to diagnose faults which interact with each other. 
 
Remaining problems with the use of adaptive networks include slow learning, overly rapid 
forgetting of rarely seen faults, and a lack of first-principles knowledge.  Typically, an 
adaptive network is caused to learn the entire model of the plant.  If a first-principles model is 
available, this approach is clearly inefficient.  Structured networks which utilise causal 
models of the plant will be needed to overcome these and the extent to which a network could 
be allowed to re-configure itself on-line would need to be constrained of the plant. 
 
The paper concludes that adaptive networks are well-suited to those tasks which humans are 
poor at performing, namely determining appropriate alarm thresholds, identifying patterns of 
disturbances and determining mismatches between a process and an associated model. 
 
“An expert system approach for fault diagnosis to cope with spurious 
sensor signals and process state uncertainty”, Zhang, Q., Okrent, D., 
Apostolakis, G., University of California, LA, Reliability Engineering 
and System Safety, Vol. 34, 1991. 
 
The paper considers how problems with input data uncertainty in expert system monitoring 
aids might be handled.  The paper presents a highly mathematical treatment of the issue but 
also provide a more readily grasped practical example of the proposed approach applied to a 
chemical reactor system.  The approach uses calculated values of component unavailabilities 
and failure frequencies associated with an defined set of events derived from fault trees or a 
logic flow graph.  Spurious signals are identified by incorporating sensor failure and possible 
design defect information.  The authors claim that the proposed approach has been validated 
for simple systems.  The practicality of extending it to a large, complex system remains to be 
demonstrated. 
 
“LORA: An alarm handling software package”, Cortés, E., British Gas 
plc, Colloquium on Condition Monitoring for Fault Diagnosis, 
Institution of Electrical Engineers, London, 8th October 1991. 
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The author identifies that whilst computerised systems have improved the safety and 
operability of many types of process plant, these benefits have not been realised in the area of 
alarm systems.  In part this is because many so-called alarms are in many circumstances not a 
cause for concern when they are active.  In the light of world wide events such as the Three 
Mile Island accident in 1978, British Gas reviewed a number of computerised approaches to 
alarm handling, alarm diagnosis, Disturbance Analysis and Expert Systems.  This review 
resulted in the decision to pursue the handling of alarms by computer in preference to other 
approaches.  The result was the development of a computerised system LORA (LOgical 
Reduction of Alarms). 
 
Lora consists of a suite of five computer programs running on a MicroVAX II.  The object of 
the software suite is to present the operator of complex process plant with only those alarms 
which a relevant at a given time.  The five programs are labelled Editor, Logic Checker, 
Consequence Checker and the Kompiler all of which run off-line and which are used to 
create and validate the system database.  The fifth program called the Handler runs in real 
time and takes inputs from the plant.  These are compared with the database and the results of 
the comparison output to the operator.   
 
The database is divided into seven sections.  Each section can contain up to 9999 entries.  
Section 1 of the database contains all of the plant analogue measurement values.  Section 2 
allows the creator to specify and apply pre-defined rates of change to the values in Section 1.  
Section 3 contains all of the digital measurements from the plant. 
 
Section 4 of the database enables data from the analogue and rates sections to be converted to 
digital signals called ‘events’ depending on whether a particular combination of signals is 
defined as true or false.  The facilities allow a deadband to be defined for each specified 
condition.  Section 5 contains timers.  Section 6 contains condition logic and Boolean 
Algebra.  Here complex plant conditions can be represented and the various parts of the 
process modelled to a limited extent, e.g.  process streams. 
 
Section 7 contains the alarms information.  In this section the plant conditions which trigger 
alarms to be specified.  Four definition fields are employed to define the Boolean logic which 
triggers the alarm, an enable/disable logic expression, and finally a plain English descriptor. 
 
An editor program allows rules to be entered into the database.  Limited automatic data input 
checking is applied at this stage.  Errors are flagged to the user.  It is necessary to employ 
strict quality control procedures at this stage.  The Logic Checker program check the data 
base for consistency such as missing operands, conflicts in enable and disable logic and 
finally potential non-outputting alarms.  The Consequence Checker provides the user with a 
plain English statement of the logic which has been defined.  This enables a check to be made 
between this and the initial requirements statements.  The basis of the logic is that for each 
alarm the programmer is required to ask “what is the operator required to do in response to 
this alarm?”.  Rules are constructed to define those plant states and operating conditions 
where an operator response is actually required. 
 
The Alarm Handler program looks at plant data and is said to run 3,000 alarm rules per 
second on a MicroVAX II.  All alarms are considered on every process cycle.  Improved 
processing is envisaged using suitable PC platforms. 
 
A side benefits of the system is that simple plant diagnostics can be carried out by the system.  
By incorporating simple assumptions into the database logic the system can alert the operator 
to certain conditions which may pertain on the plant, such as a stuck valve. 
 



 

 94  

 

Two forms of implementation are envisaged.  The system can be embedded into a process 
monitoring system or it can be run as a parallel monitor taking data from a data highway.  
Similarly the system can be developed and implemented incrementally using knowledge 
obtained from actual operational practices or it could be implemented in a ‘big bang’ fashion. 
 
Although the work described might be seen in hindsight as ‘reinventing the wheel’ it 
represents a solid demonstration of the logic processing approach which has been advocated 
by many other authors and which has been tried and tested in other industries. 
 
“Preventing Charlies in a chocolate factory: a human factors 
perspective of alarm handling in confectionery manufacture”, Stanton, 
N., Aston University, IEE Colloquium on HCI Issues for the Factory, 
Vol. 47, Pt. 7, 1991. 
 
The author report the results of a small-scale survey of plant control room operators.  The 
survey consisted of eight self-selected operators who responded to a questionnaire and is thus 
of limited general validity.  Critical incident techniques were also used to amplify the data 
from the questionnaire.  Stanton begins by discussing the need for an adequate definition of 
the term alarm and then discusses an approach to modelling the operator’s alarm handling 
task.  Reference is made to other published work by the same author.  He identifies a 
difference between the perceptions of this selection of process operators regarding the 
functions of an alarm and those assumed in other models of operator behaviour (e.g.  those of 
Wickens and Rouse). 
 
The author concludes that the data from this survey supports the model of operator behaviour 
during alarm handling which he has published elsewhere.  This model proposes a six stage 
process involving observation, acceptance, analysis, investigation, correction and post-
corrective action monitoring.  Some factors relating to missed alarms are identified and a 
number of possible areas of alarm system improvement made by the operators are listed. 
 
Whilst the paper and the work reported is minimal in content and the conclusions which are 
drawn are admittedly tentative, the author identifies a number of key factors which require 
further attention.  These include: 
 
 
• = improved alarm definition; 
• = required characteristics and qualities of alarms; 
• = improved modelling of operator alarm handling tasks; 
• = improved representation of alarm information in relation to operator tasks; 
• = better identification of areas requiring improved support. 
 
Whilst answers to these issues are not given, the paper provides a useful reference on which 
to base a programme of further research work. 
 
“Design of intelligent alarm systems for chemical processes”, Rong, 
G., et al, Research Institute for Industrial Process Modelling and 
Control, Zhejiang University, Hangzhou, PRC, Proc. Control in the 
Process industry, IFAC, 1991. 
 
The authors review the suitability of diagnostic and decision support systems which have 
been widely reported in the literature and conclude that such approaches cannot be used in 
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complex chemical processes.  In practice, a combination of computer-based and human 
operator directed fault diagnosis is required. 
 
An intelligent alarm system was developed based on a set of fault information using process 
knowledge and a fault propagation model.  This consisted of a hierarchical structure in which 
a semantic network was used to represent causal relationships between functional component 
nodes and plant operations.  Bidirected reasoning is used to identify spurious alarms.  The 
system introduces the concept of the ‘cost’ of diagnosing a particular fault in terms of 
computerised information processing time and effort.  The diagnosis strategy takes these 
‘cost’ metrics into account.  The system dynamically decides whether a particular fault 
conclusion should be passed for further processing within the supervisory system or fed to 
the operator via the man-machine interface.   
 
The paper concentrates on the mathematical treatment of data to achieve the system 
objectives but it appears that a successful system has been implemented on a PC. 
 
“Design considerations for discrete alarm systems”, Poole, A. D., 
Intech, Vol. 39, Pt. 9, September 1992, 
 
The author deals with practical issues associated with the use of discrete alarm detection 
modules in large petrochemical process control systems.  He argues that such technology 
‘survives’ in the face of increasing use of large computer-based systems for two reasons, 
firstly the need for back-up alarms on critical loops and secondly, the simplicity of one unit, 
one function.  The paper discusses at length the choice of alarm module in the light of 
practical constraints such as cubicle space, availability of terminals, etc.  The approach is 
worrying in that no reference is made to plant functional needs or operator information needs.   
 
Useful comments are made about the need adequately to define the ‘normal’ state of an alarm 
device and the confusion which can arise over Normally Open and Normally Closed contacts 
in design and maintenance documentation.  Careful choice of device state during design can 
be used to advantage to reduce the incidence of nuisance trips due to power loss, etc.  
However, the author also discusses the use of alarm module contacts for self-monitoring in 
ways which may produce ambiguous output information. 
 
The simplicity of the approach taken in this paper raises doubts about the level of engineering 
skill present in parts of the process control industry. 
 
“Integrated and high-level function control system for chemical 
plants”, Inada, K, Kawaguchi, K., Hitachi Review, Vol. 41, No. 6, 1992. 
 
The authors consider advanced control of chemical process plants using combinations of 
computer integrated manufacturing, intelligent support and high level databases with an 
emphasis on improved process efficiency and effectiveness.  The system described by the 
authors is built upon the Hitachi Standard Process Data Acquisition and Control System 
(HIDACS), which has a long developmental history.  Within the Hitachi process computer 
environment, the authors envisage an intelligent alarm system IMARK, which ‘marks’ the 
process data which significant ‘words’. 
 
The intelligent alarm system ‘rides on the back of’ an expert system integration package.  
This employs IF/THEN rules, frames and fuzzy rules together with a process judgement 
library which emulates the behaviour of an operator when interpreting a chart recorder 
display.   
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Because the process monitoring system accesses very large amounts of data, the operator 
requires machine support to reduce this large volume of data to a more manageable quantity.  
The intelligent alarm system, IMARK, further emulates the way in which an operator 
interprets graphical information on a process time history display.  From the detailed record 
of process variable/time, IMARK extracts the basic process trend information in a simplified 
form (parameter steady, rising, rise and steady, falling, fall and steady, rise and fall, fall and 
rise, etc.).  The observed trend is matched to a stored dictionary of ‘words’ which are 
displayed to the operator. 
 
Further operator support is provided by an overall integrated operations package which 
supervises all the process instruments and facilities as well as the process database.  The key 
feature of this package is that it supervises the process by considering it as a series of 
functional units such as reactor, distillation column, etc., not as a collection of input signals.  
The supervisor package is capable of controlling input/output balances, materials balances, 
heat balances, etc. 
 
“Safety management of process faults: A position paper on human 
factors approaches for the design of operator interfaces to computer-
based control systems”, Carey, M. S., HSE Contract Research Report 
No. 60/1993. 
 
This document provides a broad-based and comprehensive review of the several factors 
involved in the design of operator interfaces to support safe, effective process plant 
operation.  It was produced for HSE by RM Consultants Ltd.  The range of process industries 
included in the survey covered nuclear power, chemical processing, offshore exploration and 
production, pharmaceuticals, food production, petrochemicals refining and oil & gas 
production. 
 
The objectives of the paper were to review current control room design practices across a 
range of process industries, to review ongoing research programmes, to summarise relevant 
standards, to identify those issues which could profitably be included in guidance documents 
and to identify the need for further research.  Emphasis was placed on computer-based 
systems rather than discrete component interfaces. 
 
A key part of the interface design process is associated with the choice of level of automation 
for the plant.  Most of the companies interviewed stated that they had clear company policies 
on which functions should be automated.  (In the context of the present work, the approach to 
automation has a direct effect on the design of the process alarm system. In general, primary 
safety functions are automated and thus the alarms associated with safety systems are to do 
with system operability, health and status).  In terms of production functions, approaches 
varied but the operator (and hence the alarm system) is responsible for early detection and 
rectification of faults and potential hazards. 
 
The report discusses the important question of modelling of operator cognition.  Existing 
models offer some insights but more detailed models are needed and therefore this topic 
needs to be included in future research programmes.  (The design of process alarm systems 
appears to proceed largely in ignorance of available models of the operator).  There may be 
important differences between the type of information needed for say a slow moving batch 
process and that for a complex, highly automated continuous process.  The generation of a 
reliable psychological model of operator alarm handling, particularly under alarm flood 
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conditions, should be a high research priority.  The then ongoing work of Stanton & Booth is 
cited. 
 
Having summarised typical arguments to do with the significance of alarms to process 
operation the author identifies a number of key issues in alarm system design as: 
 
• = selection of the minimum set of alarm points necessary; 
• = separation of alarm indications from plant status indications; 
• = effective prioritisation of alarms; 
• = selection of grouped alarms; 
• = preventing spurious alarms; 
• = the use of ring-back or return-to-normal indications; 
• = altering alarm settings according to plant mode of operation; 
• = suppression of cascade alarms; 
• = selection between or combination of different modes of presentation; 
• = design of audible alerting signals; 
• = design of operator alarm acknowledgement procedure; 
• = provision for handling multiple alarm floods. 
 
The author cites various US references from post-Three Mile Island studies but concludes 
that an overall philosophy for handling alarms and clear system design principles are lacking.  
In the context of display design, alarm lists, alarms embedded in process displays and alarm 
overviews are discussed.   The ability of discrete alarm annunciators to provide an effective 
alarm overview is noted.  The author argues that design decisions on these issues should be 
based on the much needed alarm design philosophy which is argued for.  Operator incident 
response aids, including alarm logic processing systems and real-time diagnostic aids are 
briefly discussed. 
 
The report concludes with a number of recommendations to HSE regarding promotional and 
sponsorship activities.  Research into key issues of alarm system design and operator 
response modelling is highlighted as a key issue.  (Experience in the years between the 
publication of the report and the present time shows that little progress has been made in the 
areas referred to above.) 
 
“Instrumentation, control and management of batch reactors using 
distributed controls”, Kaya, A., Kumar, A, Glass, J., University of 
Arkron, USA, Automatic Control-World Congress Proceedings, IFAC, 
1993. 
 
The reported work is primarily concerned with the development and implementation of 
various instrumentation, control and management functions for a polymerisation reactor 
using a DDC system.  Alarm display and handling are treated as part of these functions.  The 
system is relatively small having some 40 measured points and a number of calculated 
variables.  Plant modelling is based on standard published references.  Emphasis is placed on 
the ability of the resulting system to provide one-push button operations and so a high degree 
of automation is implied. 
 
Alarm information is given scant coverage in the paper and the facilities provided appear to 
be unremarkable.  The reader is again left wondering how such a simplistic paper has 
appeared in international conference proceedings.  Given the publication date in 1993 one 
must question the extent to which the process industry is aware of the significance of alarm 
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issues in safe plant operation and of how much relevant research has taken place in the past 
and which  remains untapped in practice. 
 
“Knowledge based diagnosis: dealing with fault modes and temporal 
constraints”, Acosta, G. et  al, University of Valladolid, Spain, Proc. 
IECON’94, Vol2, IEEE, 1994. 
 
The authors describe the development of an expert system to monitor and assist in the 
management of a fully automated sugar beet factory.  The process consists of four stages: 
Diffusion, Purification, Evaporation and Crystallisation.  The full expert system embraced 
information display, control system supervision and production scheduling and planning.  
Plant faults and out of specification conditions are also managed by the system.  The system 
achieves its objective for simple fault situations but it cannot cope with more complex non-
trivial time evolutions or multiple fault diagnosis. 
 
The expert system acquires data from the Distributed Control System (DCS).  Stored values 
are subjected to consistency checking and have a validity interval associated with each one.  
Measured variables are associated with three defined states: OK, vigilance and critical.  
Above the first trigger level, the variable is subjected to increased frequency of monitoring.  
If the variable reaches the critical level within a defined period of time a transitory object 
called diagnosis is created by the expert system. 
 
Adductive reasoning is used firstly to reject implausible causes and then to rank possible 
causes in order of likely relevance using a fuzzy logic approach.  Every monitored variable 
has a list of possible anomalies and associated effects which can evolve over time.  The 
authors comment on the amount of processing power and time needed to monitor a 
continuous process in this way.  Whilst this form of modelling is sound, with effects 
following causes in a period of time, the expert system must attempt to reach a conclusion in 
a defined time period.  Faults which develop outside this time period may not be recognised. 
 
Simulation was used to develop the expert system logic using historical plant data running in 
an off-line machine.  Examples of simplistic process alarm information were considered in 
which a plant fault was masked due to common effects in more than one plant signal.  The 
simulation enabled the designers to develop expert system logic which could accommodate 
such parallel effects and produce a list if probable causes.  However the diagnosis took some 
17 minutes to be achieved, although this still allowed operator action to be taken in sufficient 
time to avoid a plant problem. 
 
A number of problems remain to be addressed.  The system is unlikely to be able to cope 
with multiple faults that affect the same measured variable.  Also, the system cannot 
dynamically reinforce or abandon a particular line of reasoning in the way in which a human 
operator could. 
 
“Qualitative user aiding for alarm management (QUALM): An 
integrated demonstration of emerging technologies for aiding process 
control operators”, Chu, R., Bullemer, P., Ramanathan, P., Spoor, D., 
Honeywell Technology Centre, Minneapolis, USA, IEEE Conference 
on Systems, Man & Cybernetics, Vol. 1, 1994. 
 
The paper identifies the usual factors which lead to increasing challenges to process plant 
operators, including plant and control system sophistication.  The authors identify three 
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‘critical’ technologies which can help operators as advanced graphical interfaces, diagnosis 
and user intent recognition.  Whilst these technologies have been proven independently of 
each other (no supporting reference given) the authors claim that enhanced benefits can 
accrue from integrating them into a single framework.  Again no supporting evidence is given 
for this hypothesis but the paper describes a real-time simulation used to test the hypothesis. 
 
The authors claim that during alarm flood situations the operator must ‘sift through’ the 
alarm and other information to focus on root causes of the problem(s).  Reference is made to 
the Swain & Guttmann model of operator behaviour during alarm flood situations (Swain & 
Guttmann, 1983).  This model identifies three cognitive operator tasks as orientation, 
diagnosis and execution .  Evaluation is argued by the original authors to include evaluation 
of alternative hypotheses, a view which is open to challenge given other studies of operator 
bias and over-early focusing). 
 
Advanced operator interfaces are argued to help the operator with focusing, but the paper 
does not explain how this intelligent focus is achieved.  Diagnostic tasks are argued to be 
helped by developments in artificial intelligence, including knowledge-based systems, 
heuristic rules, model-based reasoning and neural networks.  No information is given on the 
extent to which such techniques are in actual use in production plants.  Lastly, the authors 
identify systems which automatically verify that the actions taken by the operator are 
necessary and appropriate and assert that these are called ‘intent recognition systems’. 
 
The work described was aimed at improving the Company’s understanding of how the 
various technologies work together and to demonstrate their value to customers. 
 
The User Intent Recognition system (UIR) comprises two major components, a hierarchical 
reactive planner which manipulates various goals which the computer system and the 
operator can jointly strive to achieve, and an intent recogniser.  The latter monitors operator 
actions and interprets them in relation to current plant operations and plant state.  The system 
attempts to match planner goals and user intents.  When the two match the intent is said to 
support the goal.  Goals are processed ‘top-down’ and intents are processed ‘bottom-up’.  
The system provides ‘advice’ to the operator.  The overall system consists of a generic 
inferencing module incorporating rules and definitions necessary to manipulate states and 
goals and a plant-specific data module.  A further module carries out causal reasoning using 
Reasoning by Sign Propagation (RSP) operating on a object-based model of the plant.  This 
module provides the operator with information to focus on parts of the process which may be 
disturbed and postulates possible causes for a fault. 
 
Justification for integrating the various functions are given as: 
 
• = better operator acceptance for a single integrated advice system; 
• = optimised support from complementary technologies working in unison; 
• = potential inconsistencies are removed through the use of a structured framework with well 

defined inputs and outputs. 
 
The proposed system was tested using a real-time simulation of a single distillation column 
and a single fault (flooding).  The system performed satisfactorily.  The significant amount of 
effort required to model the plant is noted.  The authors conclude without proof that the 
system would be more beneficial for situations involving cascading faults.  The system used 
successive snap-shots of process data.  An improved system would utilise dynamic data.  The 
value of the UIR in a predictive mode is argued. 
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The work described in this paper appears to be similar to but less extensive than that being 
carried out by the Halden Institute in Norway and by other workers.  It does however reflect 
the stage at which a major DCS manufacturer is prepared openly to admit that its 
development has reached. 
 
“Human-computer interaction requirements for abnormal situation 
management in industrial processes”, Soken, N., Bullemer, P., 
Ramanathran, P., Reinhart, W., Honeywell Technology Centre, Circa 
1994. 
 
In this general review of the issues concerned with current and future systems to monitor and 
control industrial processes., the authors discuss the functional requirements of a number of 
human-computer ‘solutions’ which they postulate are necessary to overcome known 
problems.  The paper reports conclusions based on the results of a 5 site visits and interviews 
with plant operating staff in the petrochemical and oil refining industries.  Through these 
interviews the authors claim to have identified process, equipment and people factors which 
contribute to abnormal situations.  No details are given of the method used to obtain data, nor 
of the detailed results obtained.  The term Abnormal Situation Management (ASM) is used to 
describe the general set of operator activities under scrutiny. 
 
The authors cite the model of operator actions in response to an abnormal situation proposed 
by Swain & Guttmann (1983).  They acknowledge that this model is a relatively simplistic 
but adequate representation of a real situation.  In this model three basic stages of cognitive 
processing are described: Orienting, Evaluating and Acting.  The authors associate alarm 
information with the first of these stages in that alarms in a DCS may direct the operator’s 
attention to a specific part of the process in the event of a fault or disturbance.  Indeed they 
claim that the DCS alarms system is the primary source of information during the Orientation 
stage. 
 
Information overload is identified as a key issue in improving plant operations.  The authors 
propose a number of approaches to alarming including: 
 
• = Predictive alarms; 
• = Alarm prioritisation; 
• = Situation assessment-based alarms; 
• = Context-sensitive alarms. 
 
The authors envisage that Predictive alarms could be created from plant models which could 
provide the operator with information on the likely future effects on product quality, product 
quality and plant integrity.  Examples of similar concepts produced by other authors (Kramer, 
1994 and Fermin, 1993) are cited. 
 
The Alarm prioritisation and filtering recommendations made by the authors do not appear to 
exceed those made by other workers in this field, e.g.  Bray, Corsberg, Heavener et al.  The 
need for flexible browse facilities to allow the operator to access alarm information in a 
variety of ways is argued.  From the suggestion that, as an aid to navigation, alarms could be 
tagged to an associated information display one might conclude that the authors are unaware 
of features which are regarded as standard on many advanced process interfaces. 
 
Situation-based alarms are proposed in place of symptom-based alarms.  The authors propose 
that the computer system should generate a range of candidate hypotheses for a current 
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situation and recommended possible courses of action together with their consequences.  The 
work of Woods and Norman is cited in support of this. 
 
Context-sensitive alarms appears to be the term used by the authors to describe a range of 
logical processing techniques intended to remove irrelevant information from the operational 
displays which have been well argued by other workers. 
 
No details are given of how any of these facilities could or should be realised.  The paper 
concludes by advocating greater use of user-centred design approaches and states that the 
author’s future design efforts will move in this direction and that they will address the 
specific issues raised in the paper. 
 
“Automation in chemical plant safety: A design philosophy”, 
Thurston, C.W., Union Carbide Corporation, ISA International 
Symposium and Workshop on Safe Chemical Process Automation, 
Houston, Texas, September, 1994. 
 
The author discusses the increasing need to achieve adequate safety in high-risk process 
industries in the context of increasing use of computer control systems and in particular 
Programmable Electronic Systems (PES).  In 1987 the Centre for Chemical Process Safety 
formed a technical expert group comprising staff from ten member companies.  In 1993 this 
group published a set of guidelines for the safe automation of chemical processes.  The 
guidelines divide the process automation system into two parts, the Basic Process Control 
System and the Safety Instrumentation System, The concept of a layered approach to safety is 
presented, with basic process alarms being provided by the low-level process monitoring 
system.  Surrounding this low-level system are critical alarms and higher level supervision 
systems.  Both these features are protected by automatic safety systems.  (This approach is 
analogous to the common practice in the nuclear power industries). 
 
“Human factors in alarm and display design”, Strobhar, D.A., Belville 
Engineering, ISA International Symposium and Workshop on Safe 
Chemical Process Automation, Houston, Texas, September, 1994. 
 
In an eclectic paper, the author discusses, inter alia, the importance of considering alarm 
displays and data displays in an integrated manner, not as separate entities.   
 
“Control operator overload”, Strobhar, D.A., Belville Engineering, ISA 
International Symposium and Workshop on Safe Chemical Process 
Automation, Houston, Texas, September, 1994. 
 
The paper summarises data from field studies of operator performance from some thirty 
processing plants.  Two key human performance parameters are considered, short term 
memory and mental workload.  The author argues that human short term memory limitations 
are particularly evident in the processing of alarm information.  Whilst a human being in an 
overload situation will continue to perform, his/her error rate will increase dramatically.  The 
configuration of a DCS and its associated displays can have a major effect on short term 
memory and workload if, for instance, multiple display screen must be accessed to carry out a 
task. 
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Belville Engineering assess operator task loading using measures of task duration and task 
frequency.  A mental task load of 405 is regarded as acceptable.  From multiple studies it is 
found that many process operators are overloaded in the ‘steady state’, i.e.  no process upset.  
Much of the observed workload is due to alarm handling tasks and person-person 
communications. 
 
For off-normal situations, these observation measures are inadequate.  In such cases, the 
Subjective Workload Assessment Technique (SWAT) developed by the US Air Force can be 
used.  Field data confirms that for many typical process upsets the operator’s mental 
workload exceeds the accepted 40% figure. 
 
As mitigating techniques, the author advocates improved information displays and system 
design.  Each and every alarm should have an identified and unique operator response.  
Multiple alarms which prompt the same operator response should be avoided.  In many cases, 
application of these principles may reduce the amount of alarm activity by some 70%.   A 
proposed metric is that the ratio of the number of alarms to number of controllers should be 
less than 3:1.  Further improvements can be achieved if the information system provides 
qualitative information on the importance of a given alarm by system.  Information displays 
should be ‘compact’, i.e.  minimising paging and short term memory demands.  The use of 
system alarm status indicators can provide ‘chunking’ of information and further reduce 
operator workload. 
 
“Integrated approach to urban facilities maintenance and alarm 
management”, Berner, L., et al, Atlantic Transgas System Company, 
Moscow, Computers Environment and Urban Systems Conference, 
1995. 
 
Against a background of increasing complexity in urban facility systems, including gas, 
water, electricity, heat-supply and sewage, the authors discuss the use of computerised 
systems to aid management and development.  Whilst various systems are in use including 
GIS, CAD, SCAD and DBMS, the authors propose an integrated approach using a complex 
computer system. 
 
With regard to alarms, Graphical Information Systems are cited as providing improved 
location information and process configuration representations.  The role of SCADA systems 
in mode analysis and alarm management in emergencies are discussed. 
 
Although some hardware aspects and development activities are discussed, the paper is 
clearly speculative. 
 
“Intelligent alarm method by fuzzy measure and its application to plant 
abnormality prediction”, Goto, K., Yoshihiro, T., Itoh, O., Fuji Electric 
Corporation Research & Development, Japan, IEEE Conference on 
Fuzzy Systems, Vol. 1, 1995. 
 
The paper presents a highly mathematical treatment of the problem of detection and 
prediction of plant abnormality.  The authors criticise ‘traditional’ methods which rely on 
fragmentary knowledge or rules and which derive conclusions from applying state vectors to 
parts of the process knowledge.  As plant complexity increases it is argued that the degree of 
uncertainty regarding the knowledge increases and thus the accuracy of the resulting 
evaluation decreases. 
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The proposed method of overcoming these limitations using an intelligent system employs 
two  components, an interpretation of the plant state based on expert knowledge and an 
overall judgement of plant state which amplifies “the essence of state interpret information”. 
 
The proposed method was applied to a simulation of a drying phase in a chemical process 
plant.  A single fault was simulated and explored.  Expert knowledge of the process and the 
fault was obtained and a model of the fault was developed using fuzzy measure parameters 
and time series data.  An abnormality prediction model was also developed which extracted 
interrelations and synergies between 5 fuzzy propositions. 
 
The paper concludes that the proposed system is effective in predicting and detecting the 
selected fault.  It is not clear from the paper whether such an approach has general 
applicability or whether it would be cost effectively to apply on a larger scale to a complete 
process. 
 
 “Toward an understanding of DCS control operator workload”, 
Connelly, S.C., ISA Transactions, Vol. 34, Pt. 2, Elsevier, USA, 1995. 
 
This paper considers the problems of evaluating process control operator mental workload.  
The author assumes that the designer should design the alarm and display system to reduce 
operator workload.  He defines Digital Control Systems and Local Control Networks as 
‘relatively new’ and considers the question of how to assess operator workload and how to 
determine if it is excessive.  He lists alarms among the many factors which affect workload, 
based on an extensive survey of operator workload issues within the US petrochemical 
industry. 
 
From the results of a comprehensive survey of operator tasks, the author refers to, and 
dismisses as inadequate, a rule of thumb of  ‘200 control loops per operator’ often resorted to 
by many control system engineers.  He cites level of advanced control, stability of the process 
and crew interactions as factors which render such a simplistic approach as inadequate and 
states that the number of control loops correlates poorly with other measurable factors such 
as numbers of alarms and control actions per hour, etc. 
 
The paper acknowledges the need for a model of the operator and that human performance 
parameters must be considered.  The Wickens model is used.  Although the operator can be 
considered as a multi-channel device, the capacity of those channels is finite.  Any one 
channel can be overloaded independently of others.  Military research into flight crew 
workload is given as the source of relevant human performance data and human performance 
assessment techniques which have been proven in the aerospace industry and also used in the 
design of chemical process plant control rooms. 
 
From experience, the author suggests that performance measures using a combination of 
subjective measures and performance-based measures is effective, with performance 
measures being used to determine, inter alia, limiting alarm display and processing rates.  
Rather than ‘number of loop’ measures, the author advocates ‘control moves per hour’ as a 
more effective measure, with a limiting value range of 14-8 moves per hour being stated as a 
working reference point. 
 
The author reports a typical case study based on a petrochemical process.  Steady-state and 
off-normal events such as a change of feed stock were considered, as were upset events such 
as power failure.  Judgements about acceptable workload were based on the results of 
widespread industry observations and measures of operator error rate. 
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The study showed that during times of upset the rate at which operators processed displayed 
information and alarms rose significantly above industry norms (by more than one standard 
deviation).  The existence of a relatively high level of automatic control did not reduce the 
number of operator actions, which were increased due to control system monitoring 
activities.  The author speculates that the high level of automatic control did not assist the 
operator to manage the disturbance and may have hindered his performance.  The operator 
had to turn off automatic control to determine true process status.  Also, the automatic control 
equipment generated a considerable number of its own alarms. 
 
Post-study evaluation led to the recommendation that an ‘alarm objectives analysis’ be 
carried out to reduce the number of redundant alarms in the system and to re-evaluate alarm 
set points.  The author concludes that more resources should be put into automating process 
safe shutdown systems. 
 
The question of operator confidence in highly automated systems is considered as an 
increasing problem.  Displays must therefore clearly present process and control system 
operating points, limits and actions.  To reduce operator short-term memory load and thus 
workload, process displays should be well-structured and few in number.  The use of a 
process overview display with alarm summary information is advocated. 
 
Alarm actuation rates in excess of 20 per hour are stated to be excessive in terms of 
acceptable operator workload.  The author identifies the functions of an alarm as to guide the 
operator to the affected part of the process and to inform the operator of the criticality of the 
problem.  Often, alarms are designed to optimise process efficiency or product quality.  
Alarms should always be associated with a unique response and the number of redundant 
alarms should be reduced to a minimum. 
 
“Malfunction alarm and control on Swiss Federal Railways”, 
Gantenbein, W., Signal + Draht, 1995. (in German) 
 
The paper describes the implementation of a comprehensive computer-based data and alarm 
monitoring system for part of the Swiss Federal Railways S-Bahn system.  The new system 
replaces a number of obsolete low voltage and telecommunications systems.   The computing 
system employs a series of distributed processors connected via a Decnet/Sinec H1 bus.  The 
computer-based system has been operating reliably since 1994.  Alarms are organised on a 
modular basis at each of a number of rail stations.  These transmit alarm and warning 
information to an associated remote centre and also to the main control centre at Zurich main 
station.  (The technology described is unremarkable in terms of current process control 
systems but the paper illustrates the relatively late adoption of the computer-based approach 
to alarms in a reasonably high-tech industry in one of the most advanced countries in 
Europe.) 
 
“Adequately address abnormal operations”, Nimmo, I., Honeywell 
IAC, Chemical Engineering Progress, September 1995. 
 
The author argues that faced with the possibility of severe operator overload in abnormal 
situations, process industries must recognise that simply improving alarm handling systems to 
reduce the amount of alarm information displayed to operators in not enough.  Based on the 
results of a programme of in-depth surveys of process plants carried out by the author’s 
company, abnormal situation management remains a high-priority issue within a number of 
industries.  The survey embraced plants in US, Canada, UK, Europe and Japan.  Industries 
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included gas processing plants, oil refineries, cokeing plant, ethylene plants, polyethylene 
units steam generation facilities and associated transport facilities. 
 
The survey identified eight key contributory factors including: 
 
• = management, teamwork and job design issues; 
• = human error; 
• = work environment design issues; 
• = lack of abnormal situation response procedures; 
• = absence of learning from past events and transfer of learning. 
 
Lack of specific methodologies and tools compound the problem, but any proposed company 
or industry standards would have to take into account individual plant and process needs and 
constraints. 
 
The survey found that batch processing plants experience unique problems, often due to poor 
understanding by operators of the required conditions for different products and the problems 
of product change-over. 
 
The paper is broad-based and alludes to the importance of alarm information in several 
contexts.  More specifically, the author appears to argue that manual control of a process 
should only be used as a last resort but this appears to mean that low level (loop by loop 
control) should be avoided.  High level, overall process control should remain with the 
operator. 
 
Excess numbers of alarms are attributed to inadequate effort by the designer.  Often designers 
think only of the positive contribution which a single alarm can make, not the potentially 
negative contribution it can have either singly, or in combination with other alarms under 
certain circumstances.  The author argues that many DCS suppliers offer a range of 
suppression, re-ranging silencing or program alarms to overcome these difficulties.  New 
technologies such as Artificial Intelligence may be the first step to changing operator 
activities from reactive to predictive and preventative. 
 
 

5. Signal quality attribute 
research  
 
“The self-validating sensor: Rationale, definitions and examples”, 
Henry, M. P., Clarke, D. W., University of Oxford, Control 
Engineering Practice, Vol. 1, No.4, 1993. 
 
The traditional view of the process sensor has been as a simple signal generator, providing 
process data based on the unidirectional flow of a varying analogue signal, typically a 4-20 
mA current.  The output from such devices is a combination of  an estimate of the current 
value of the measured variable and a statement about the operability of the sensor.   
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The advent of digital technology has enabled a new view of process sensors to be adopted.  
Sensors with built-in microprocessors can perform on-line analysis of the many factors which 
affect sensor accuracy and can output a quality index signal to a central process monitoring 
system.  Internal diagnostics can be applied by the device to detect failures.  By applying 
uncertainty analyses, it is possible to assess the impact of a sensor fault on measurement 
quality and thereby retain the availability of the measurement despite the presence of a sensor 
fault.  Hitherto, ingenuity has been used by process designers to extract sensor validity 
information but the many difficulties with this approach are acknowledged.  Where closed 
loop control is employed, sensor faults can be masked by controller action.  Similarly, 
process actuator faults can mask sensor faults. 
 
A variety of techniques have been advocated to address the problems of detecting sensor 
faults in analogue-based systems.  Among these are the use of process mathematical models, 
redundant sensors, knowledge-based techniques, signal analyses, In a real application, it can 
be difficult to justify the complexity and expense of using such techniques to protect against 
a fault which may be relatively infrequent.  Digital techniques now provide reliable solutions 
to these problems by allowing each sensor to become self-validating (SEVA).  The paper 
considers the possibilities for self-validation in a complex sensor such as the Coriolis effect 
flow meter.  The authors acknowledge that simple sensors such as a thermocouple do not 
offer the same possibilities. 
 
Whilst sensor quality information can be sent over existing analogue signal circuits, the 
advent of digital transmission systems such as Fieldbus will extend possibilities greatly.  
However, there is a need to standardise fault signal message structures and to develop a 
common approach to interpreting quality data other than as a simple binary go/no-go 
statement.  Error codes would inevitably be device type-specific (and may in practice be 
application specific).  This presents the control system designer with a number of additional 
design tasks and decisions, as well as requiring the process monitoring system to handle 
considerable amounts of additional information.  Another possibility to be considered is that 
sensors could perform process alarm detection functions within themselves. 
 
“Validating data from smart sensors”, Henry, M., University of 
Oxford, Control Engineering, August 1994. 
 
This paper develops the author’s earlier work in this field.  The application of fault detection 
theory to practical processes has been limited by technical and cost factors.  It has proved 
difficult to develop process models that are reliable enough to detect a high proportion of 
process faults and robust enough to withstand large process disturbances.  Such schemes are 
costly to implement and require highly skilled staff to maintain them.  Whilst digital devices 
can provide a high degree of self validation, questions remain as to what form the resulting 
fault information should take and how it should be integrated into a higher level process 
control and monitoring system.  Oxford University has been collaborating with Foxboro and 
Imperial Chemical Industries to develop suitable approaches to this problem.  Many sensor 
faults can be enunciated by a simple error code.  In order to determine the impact of any 
sensor fault on the associated monitoring and control system a ‘measurement quality’ signal 
is required.  In a complex sensor, many combinations of fault may need to be considered. 
 
In order to accommodate different types of sensor e.g.  from different manufacturers, the 
author proposes the use of an independent ‘quality index’.  The author anticipated the likely 
response of he traditional process control operator of engineer who is likely to seek a simple 
binary ‘good/no good’ signal.  However, what is actually needed is a ‘good to use/no good to 
use’ signal, which can only be produced by the process operator or the control system in the 
context of the actual use of the measurement. 
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In the proposed SEVA scheme, two parameters are generated.  One is continuous, called the 
Validated Uncertainty and describes the measurement interval within which the signal is 
expected to lie with a given certainty.  The second signal is a discrete one called the 
Measurement Value Status.  This signal can take one of a number of possible values, 
signifying that the signal is Clear, Blurred, Blind, Dazzled, etc.  using definitions provided in 
the authors earlier paper. 
 
“Self-validation improves coriolis flowmeter”, Henry, M., University of 
Oxford, Control Engineering, August 1994. 
 
This paper continues the authors work by describing the application of SEVA techniques to a 
Coriolis effect flowmeter.  In addition to the Validated Uncertainty (VU) and Measured 
Value Status (MVS) signals described earlier, the device produces a Device Status signal 
(DS) which can take the value Good, Testing, Suspect, Impaired, Bad & Critical. 
 
“Sensor validation and Fieldbus”, Henry, M., University of Oxford, 
Computing & Control Engineering Journal, December 1995. 
 
This paper is similar in coverage to the authors earlier works.  The SEVA sensor data outputs 
to a process bus system (e.g.  Fieldbus) are now given as:- 
 
• = validated measurement value (one per measurement); 
• = validated uncertainty  (one per measurement); 
• = measurement value status (one per measurement); 
• = device status   (one per instrument); 
• = detailed diagnosis  (one per instrument). 
 
The author states that number of prototype instruments are now being developed including 
temperature, dissolved oxygen and pressure sensors.  A Fieldbus test laboratory arrangement 
is described. 
 
Control using self-validating sensors, Yang, J.C.Y., Clarke, D. W., 
University of Oxford, Transactions of the Institute of Measurement 
and Control, Vol. 18, No. 1, 1996. 
 
The paper describes work done to validate the implementation of SEVA techniques in a 
dissolved oxygen sensor under controlled laboratory conditions.  The paper considers a 
number of sensor fault conditions and systematically assesses the effect of each of these on 
process control loop performance.  It then considers how SEVA validity data could be used 
to modify control loop tuning and control loop design. 
 
“Model-based validation of a DOx sensor”, Clarke, D. W., Fraher, 
P.M.A., University of Oxford, Control Engineering Practice, Vol. 4, 
No. 9, 1996. 
 
The paper describes an experimental comparison of data from a known faulty sensor and a 
similar known good sensor using SEVA data.  The results show that SEVA data was 
effective in identifying this particular fault. 
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“A self-validating thermocouple”, Yang, J.C.Y., Clarke, D. W., 
University of Oxford, IEEE Transactions on Control System 
Technology, Vol. 5, No. 2, 1997. 
 
The authors contrast the usual approach of the control theorist, who regards the output from 
an analogue sensor as containing random noise which can be interpreted by Kalman filters 
and the like, with that of practical control engineers who recognise that sensor signal validity 
can be a dominant factor in process safety.  An example of the effects of a sensor fault is 
given in which a real world process suffered damage.  Sensor failures are said to be involved 
in some 60% of all process malfunctions.  The SEVA approach is described. 
 
The paper describes work to develop and apply the SEVA approach to a thermocouple and its 
associated compensation and power supply components.  Six typical thermocouple faults 
were considered.  A prototype device was built incorporating a computer to perform the 
required signal validations.  This was then tested under the six experimental conditions.  The 
results confirmed that the SEVA approach can be successfully applied to a relatively simple 
device such as a thermocouple. 
 

6. Nuclear power related 
literature 
6.1 General discussions of the topic 
 
Edwards & Lees (1972) provides a comprehensive foundation discussion of alarm analysis 
and display, taking examples from a range of industrial situations, including nuclear power. 

-----------o---------- 
Danchak (1982) reviewed and compared five separate advanced alarm systems.  These were:  
 
• = the Magnetic Fusion Test Facility at Lawrence Livermore National Laboratories; 
• = the OECD Halden Project HALO system; 
• = the Savannah River Diagnosis of Multiple Alarms project; 
• = the NASA Space shuttle Caution and warning system; 
• = the FAA Aircraft Alerting System Study. 
 
The report concludes that a fundamental change in thinking is required regarding nuclear 
power plant alarms.  An evolutionary process in alarm system development has confounded 
warnings, cautions and advisories all on the same level.  The systems surveyed alarmed 
‘conditions’ rather than ‘signals’.  A common factor is that the systems are ‘information-
rich’.   
 
The author cites five ‘trends’ identified by Thompson namely that alarm systems should be: 
 
• = ‘soft’ rather than ‘hard’; 
• = information-rich rather than simple; 
• = integrated rather than separate; 
• = assistive rather than non-assistive; 
• = intelligent rather than stupid. 
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-----------o---------- 

 
Plamping (1983) reviews earlier work related to the process industries and bemoans the lack 
of a unified overall approach.  He proposes a nine-stage Alarm Information Management 
System (AIMS) to assist in ‘setting up’ an alarm system in a systematic way.  He sets down a 
number of factors which must be considered in the design of an alarm system , including 
“How should the alarms change during sequential operations?” He develops a formal alarm 
definition language to facilitate the process.  The language is able to map combinations of 
plant states and events to meaningful alarm definitions. 
 

-----------o---------- 
 

Rintillä and Wahlstrom (1986) provide a general discussion of the alarm problem.  The basic 
problem is attributed to the “single input-single output” approach which is traditionally 
adopted.  This approach is only valid when the total number of alarms is low and when there 
is restricted interdependence between alarm conditions.  Improvements are possible if alarm 
limits could be calculated for certain alarms.  The authors reject the use of group alarms. 
 

-----------o---------- 
 

Jenkinson (1987) proposes a practical alarm system design methodology which includes 
consideration of the extent to which logical processing is necessary, arguing that no single 
treatment technique or solution will suffice.  This was later developed into an internal 
industry set of guidelines which were used on a number of projects and which were subjected 
to (unpublished) internal peer review.  In essence, the proposed process runs in parallel with 
the plant and I&C design process. 
 

-----------o---------- 
 

Bray (1987) emphasises the overriding problem caused by the absolute number of alarms in 
NPP control rooms (precluding the sole use of annunciator tiles) and the conditional nature of 
the importance of any single alarm, depending on plant state - the effects of which can be 
global or local.  Individual parameter behaviour does not map directly to all plant conditions.  
The basis problem arises from alarming individual parameters to the operator.  Inconsistent 
mapping is often seen when alarms are confused (by designers) with status indicators.  A 
further important question is to what extent automatic actions should be alarmed.  The 
apparent per-point cost of adding an alarm to a system compound the overall problem.  
Experienced operators can key their action to a small subset of annunciators.  After coping 
with many nuisance alarms, an operator may respond by silencing an alarm without 
responding to it.  Bray gives the list of available methods for improving alarm systems as: 
 
• = static prioritisation; 
• = mode suppression; 
• = first-out display; 
• = sequence recording; 
• = logical combination; 
• = dynamic filtering; 
• = display improvements. 
 
Bray notes that the basic problem and the available range of solutions has been known since 
the 1960s.  No single technique can solve the problem.  He sees the development of 
computing technology and knowledge representation techniques as providing the necessary 
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answers.  He also reports on informal interactions with nuclear utility personnel regarding the 
problems associated with introducing alarm system improvements.  These included access to 
plant data, increased equipment and system testing needs, availability of a simulator to 
validate changes and the amount of effort required to define new alarm logic.  A consensus 
was that any improved system should not add to existing operator workload. 
 

-----------o---------- 
 

Singleton (1989) notes that high alarm rates are to be found in power stations, process 
industries and aerospace. 
 

-----------o---------- 
 

Marshall and Baker (1992) suggest that the problems faced by the nuclear power plant 
operator in using alarm systems are very much the same as those found in fossil-fired power 
plants, chemical factories, and oil and gas production plants. 
 

-----------o---------- 
 

Woods (1995) discusses alarm issues in the context of dynamic fault management, based on a 
number of field studies in various process and other industries.  He identifies ‘under-
specified alarms’ as a key issue, pointing to the importance of a sound alarm system design 
methodology.  The attention-getting properties of an individual alarm must be considered in 
the overall context of plant or system operation. 
 

-----------o---------- 
 

Hogg et al (1995) report experiments carried out at the OECD Halden Reactor Project to 
evaluate operator performance using an advanced alarm system.  They have developed a 
means of assessing operator’s ‘situation awareness’, using structured questioning techniques 
(SACRI). 
 

-----------o---------- 
 

A recent paper by O’Hara (1996) of Brookhaven National Laboratories, USA, updates the 
situation on the ongoing work sponsored by USNRC to address the human factors 
engineering aspects of nuclear power plant alarm systems.  The main objective of this work is 
to produce a review guidance document for advanced alarm systems, i.e.  those based largely 
on comprehensive computer systems for alarm acquisition and display.  The present 
conclusion is that a large body of usable guidance exists.  Work is ongoing to address alarm 
processing and display issues. 
 

6.2 Alarm handling and operator response 
models 
 
Several authors have proposed models to account for how operators are observed to respond 
to and act upon alarms.  The models are relatively simple and the authors of these models 
often admit the limitations which exist in applying the models to real world situations.  It 
would appear that no author has proposed a model which explicitly accounts for the way in 
which nuclear plant and other process operators cope with alarm avalanche situations. 
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-----------o---------- 
 

Rintillä and Wahlstrom (1986) conclude that the basic problem is associated with the “single 
input-single output” approach to alarm system design. 
 

-----------o---------- 
 

Zwaga and Hoonhout (1992) cites Dallimonti’s conclusion (1972, 1973) that process 
operators perform their tasks according to the ‘management by exception’ rule, being 
triggered into action by an incoming alarm.  However, Kortland and Kragt (1980) and Zwaga 
and Veldkamp (1984) have challenged this concept, suggesting that operators continuously 
monitor the process and may try to anticipate and avoid alarm occurrences. 
 

-----------o---------- 
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Wickens (1984) developed a model of human information processing based on work by 
Broadbent, Smith, Sternberg and Welford.  This model was used by Clare (1990) to describe 
command behaviour and by Bellamy and Geyer (1988) to analyse operator behaviour in a 
process control incident. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 7 Clare's use of the Wicken's model (1990) 
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Probably the most popularly quoted operator response model is that proposed by Rasmussen 
(1976, 1980, 1982, 1983, 1986).  Rasmussen further developed the Wickens model into what 
may be referred to as the step ladder model.  In this paper, Rasmussen discusses the use of 
the model to represent how operators start up a fossil power plant, describing the various 
‘information states’ acquired by the operators during the process, including handling of 
alarms. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 8 Rasmussen's decision making model (1986) 

 
Rasmussen’s model has been used by others (Westinghouse, EPRI) to analyse nuclear plant 
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number of historic critical incidents which occurred in the US nuclear power industry, but 
introduced slight modifications to the model. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 9 Pew et al - Modified decision making model (1991) 

 
Hollywell’s DMF Model 
 
On the basis of observations of experienced UK nuclear operators (Hollywell, 1988), 
Hollywell (1990) revised the Rasmussen/Pew DMF model to enable it to relate more 
specifically to a wide range of operator alarm handling activities.  The author proposes a 
number of ‘paths’ through the DMF(A) model, one or more of which may be used by an 
operator in an alarm handling situation.  The author reports the utility of the model in 
identifying the cognitive processes involved in a limited class of alarm handling activities, 
i.e.  those that are: 
 
• = alarm initiated (see Stanton ibid.); 
• = employing ‘bottom-up’ processing; 
• = amenable to ‘short-cutting’ depending on situation. 
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Figure 10 Hollywell's modified DMA(A) model 

 
Stanton’s Alarm Response Model 
 
Stanton (1992) and Stanton and Baber (1995) propose an alarm response model based on 
observations of nuclear plant operators and the results of a questionnaire survey.  His model 
highlights the differences in operator behaviour between handling routine incidents involving 
alarms and those which represent critical incidents.  The model represents the cognitive 
modes and associated behaviours associated with alarm response as separate from the normal 
process supervisory and control tasks. 
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Figure 11 Stanton's initiated activities model 

 
-----------o---------- 

 

6.3 Human performance issues 
 
Although much of the published general literature on human performance can no doubt be 
adapted or extrapolated to make it suitable for application to industrial alarm processing 
tasks, relatively little appears to have been published on the specific aspects of human 
performance which affect control room alarm processing tasks.  O’Hara et al cite work by 
Rankin et al (1983) and Crouch et al (1998) as the basis for including in the list of factors 
which reduce operator error the following: alarm prioritisation, alarm inhibiting, first-out 
alarms, reflash, message legibility, message intelligibility and keying alarms to response 
procedures.  Regarding the relative effectiveness of the available techniques, O’Hara et al 
note that work to date has been limited to that on filtering and prioritisation.  Tests on the 
effect of filtering have proved equivocal with no clear conclusions.  Test on prioritisation 
showed clearer benefits. 
 

-----------o---------- 
 

Nuclear industry-specific research e.g.  Reiersen, Marshall and Baker, (1987), has focused on 
comparisons of certain types of alarm information display.  More work has been done on the 
generic issue of reading screen-based text versus printed text.  The overall conclusion is that 
reading screen-based text is slower (20-30%), potentially more error prone and places a 
greater physical demand on the reader. 
 

-----------o---------- 
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Experiments by Danchak (1988) suggested that, in a controlled situation consistent with a 
control room task, projected message reading and comprehension rate could be a low as 15 
alarms per minute.  An estimate by Singleton (1987) placed the rate as low as 5 per minute 
and one by Marshall (1990) placed it between 5-10 per minute.   
 

-----------o---------- 
 

Sanquist and Fujita (1989) found that alarm reduction led to an increase in operator 
workload.  These findings are not consistent with the generally received wisdom in the topic 
area. 
 

-----------o---------- 
 

Fujita (1989) found that a dynamic filtering system for Japanese commercial power reactors 
resulted in 40% faster fault detection times. 
 

-----------o---------- 
 

O’Hara et al (1991) argue that design objectives for alarm systems are seldom expressed in 
terms of operator’s information needs and operator performance.  They note that approaches 
which seek a percentage reduction in displayed alarms do not necessarily produce a 
commensurate improvement in operator performance.  They argue strongly for the 
development of suitable alarm system operator performance metric by which improvements 
can be judged.  They cite findings by Kraght (1984) that operators may prefer conventional 
alarm presentation systems to advanced solutions. 
 

-----------o---------- 
 

Baber, Stanton and Stockley (1992) also note that techniques which merely reduce the 
number of alarms presented to the operator do not necessarily lead to improved operator 
performance. 
 

-----------o---------- 
 

A study by Hollywell & Marshall (1992) was sponsored by National Power plc.  to support 
design decisions for new control room designs for nuclear and fossil-fired power stations.  A 
mobile simulation of typical UK nuclear power plant alarm lists was exposed to a number of 
operators.  Message rate was varied and message comprehension and error rate were used as 
measures.  Performance degradation included increases in the number of missed messages.  
Results indicated that the maximum rate at which UK operators could read the messages was 
in the order of 30 per minute.  The operators preferred a rate of half of this maximum figure.  
Hollywell (1990) concludes that in the real task situation, a reading rate of 5 messages per 
minute is appropriate. 
 

-----------o---------- 
 

Kerstholt (1995) investigated the effect of the a priori probability of an alarm being false.  
Experiments using a mental decision-making task showed that as the probability of an alarm 
being false increased, subject waited longer before starting a troubleshooting process and that 
they invested less mental effort into the task.  Under increasing time pressures, subjects did 
not choose their intervention strategies to optimise the outcome.  Instead, they requested 
confirmatory information. 
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6.4 Prioritisation and organisation 
approaches 
 
Kinney ( 1974) describes a simplistic approach to reducing alarm overload in fossil-fired 
plants by using group alarms.  The author recommends dividing the plant into 65 groups and 
presenting only one group alarm from each group to the operator.  The author claims that 
such a grouping reduces alarm message quantity by 80-90% and that consequently a 15-line 
alarm screen can represent 1500 separate alarms.  This screen would be supplemented by a 
second screen giving more detailed messages.  This approach has been criticised by almost 
every other author who has written on this subject. 
 

-----------o---------- 
 

Seisdedos (1982) describes an approach to reducing the number of alarms by establishing 
priorities and excluding from the display messages which no not require immediate operator 
attention.  Three priority levels are used.  Priority 1 alarms are those requiring operator 
action.  These must be determined on a case-by-case basis.  Priority 2 alarms are alarms 
which do not require immediate attention, but which may degrade into more severe situations 
if left unattended.  Priority 3 alarms are those which inform the operator of off-normal 
situations. 
 

-----------o---------- 
 

Ben-Yaacov (1984) presents, without justification, a detailed set of design features and 
recommendations for a “generic advanced alarm display facility” for nuclear control rooms.  
The work follows from the investigations of the Kemeny and Rogovin Commissions post-
Three Mile Island and the recommendations in NUREG-0700, A procedure for control room 
review.  The author requires two CRT displays to present “ the latest” primary and secondary 
alarms respectively.  The primary display is a ‘one-page’ presentation, and the secondary one 
provides operator-selectable displays.  Alarms are classified in three priority levels.  Colour 
is used to signify priority in displays.  High Priority alarms require immediate operator action 
to preserve safety and availability.  Normal Priority alarms can tolerate a short delay for 
operator action.  Low Priority alarms includes corrective maintenance actions which can be 
scheduled.  Low priority alarms should be log only, and not displayed on the CRTs.  It is 
desirable to be able to automatically transfer an alarm to a higher category when conditions 
deteriorate.  (No advice is given on how to achieve this).  In the design of an alarm system, 
the author advocates that in assigning a particular alarm point, the following should be 
considered; plant conditions, urgency, operator actions and other alarm signals.  Major plant 
system suppliers should provide a recommended list of alarms and their priority levels.  This 
should include loop and sensor characteristics.  Utility engineers and their consultants should 
then review and modify these lists.  Plant senior operating staff should review the results of 
this process and recommend further modifications.  The utility engineers should then review 
and modify this list and so establish a final list. 
 

-----------o---------- 
 

Sorkin et al (1988) discuss the merits of using an automating process to determine the 
likelihood of a given event and thus improving the quality of the alerting information 
displayed to the operator.  They claim that alarm effectiveness must be related to an 
improvement in performance on the alarmed task.  The effect of a single alarm on other 
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alarmed tasks must also be considered.  Information about the likelihood of a given alarm is 
derived from ‘intelligence’ within the automation, using a number of data sources and stored 
facts about the process.  The displays showed alarms as ‘possible danger’, ‘probable danger’ 
and ‘likely danger’.  Experimental result showed that operator performance increased with 
the use of the automated aid.  The experimental context was however, somewhat removed 
from that of the nuclear plant. 
 

-----------o---------- 
 

Mott (1989) gives a brief overview of alarm handling systems in France.  Three generations 
of PWR plants are considered: 900 MW, 1300 MW and 1400 MW.  The original 900 MW 
control room design has been modified to include prioritisation of alarms, which are 
presented only on annunciator tiles.  The 1300 MW design include alarm presentation on 
annunciators and CRTs.  Significant alarm suppression is included, together with first-up 
indications.  This approach is claimed to result in no more than 20 CRT alarms and 5 
annunciators being raised in any operating condition.  For the 1400 MW plant computerised 
interface being developed, a similar alarm reduction philosophy is to be used.  A prototype 
alarm expert system has been applied to a plant area and tested successfully on a plant 
simulator. 
 

-----------o---------- 
 

Zarechnak et al (1992) report the results of experiments with various arrangements of alarm 
annunciator and types of suppressed message display in a nuclear control room context.  The 
work follows on from that done to produce EPRI NP-4361.  The tests showed that grouping 
alarms by system and function measurably improved operator performance and was favoured 
by operators.  In addition, operators preferred lit annunciator arrays to CRT alarm messages, 
although a combination of CRT and annunciators can be justified.  Statistically significant 
differences were found.  By using the CRT to display only those alarms which do not 
normally occur after a reactor and turbine trip (exception monitoring) improved detection of 
non-consequence alarms may be improved. 
 

-----------o---------- 
 

Harmon & Starr (1992) describe the alarm facilities intended for the ABB Combustion 
Engineering Nuplex-80 advanced control room concept, intended for use in future reactor 
designs.  The concept uses a number of redundant and diverse CRT alarm displays, grouped 
by panels and presented on function and system display pages.  The alarm system recognises 
plant operational mode and equipment status dependency and incorporates prioritisation and 
signal validation to improve alarm validity and to reduce numbers of alarms.  Critical 
function and success path alarms complement the normal operational alarm provisions. 
 
Alarms are organised into three priorities.  Priority 1 alarms warn of entry into ‘significant 
operator action’ conditions.  These include CFS violation, critical power production 
violations, major damage to equipment, success path availability violations, success path 
performance violations and personnel hazards.  Priority 2 alarms are pre-cursors to Priority 1 
conditions.  Priority 3 alarms include non-critical equipment conditions.  The chosen method 
of prioritisation ensures consistency and objectivity and utilises operator experience and 
training.  Alarms are mode-dependent.  Modes include heat-up/cool-down, cold shut-
down/refuelling and post-trip.  Equipment status is also used to ensure alarm validity.  Signal 
validation algorithms and multiple sensor inputs are used to ensure remove spurious alarms.  
Alarms are presented as symbols on data displays.  Symbols and flash codes are used to 
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identify alarm priorities and the codes allow several priorities of alarm to be indicated 
without masking of information.  Alarm list are also available to the operator. 
 

-----------o---------- 
 

Tiapchenko (1993) proposes a compact control desk/panel for a nuclear power plant and 
other complex industrial processes, based on experience in the Russian aerospace industry, 
particularly the development work for the Vostok, Soyuz and Mir spacecraft.  The author 
proposes (without justification or quantification) a ‘square-law’ relationship between control 
system complexity and the amount of information required for operator decision-making.  
The Dark-board concept is justified.  The proposed approach uses highly structured 
hierarchical multi-function displays and control interfaces.  A series of discrete alarm 
indicators at the top of the panel signal major global process malfunctions.  Below this, a 
separate array of annunciators display individual faults in main equipment and process 
parameters.  A CRT alarm event annunciator display presents up to 20 messages in parallel.  
The highly structured design of the panel relies on the operator recognising light and colour 
patterns to detect faults and worsening situations.  The approach relies on a small number of 
key alarm indications to point the operator to information displays from which he can 
determine the detailed condition of the process. 
 

6.5 Logic-based & rule-based approaches 
 
The earliest application of alarm analysis to a UK nuclear plant was at Oldbury, described by 
Kay & Heywood (1966) and Patterson (1968).  Welbourne (1968) provides a full description 
of alarm analysis system at Wylfa, which followed closely on Oldbury.  The author notes that 
simple grouping of alarms does little to avoid avalanches, but from this the widespread 
practice of separating the display of key alarms, such as those associated with safety 
functions, has evolved.  He then discusses the relative merits of systems which weight 
individual alarms, prior to display, together with those which operate a pattern-matching 
principle.  He concludes that alarm conditioning must be applied to individual signals in 
response to plant states and conditions.  The Wylfa approach uses a series of pre-defined 
relationship between alarms.  Those designated ‘prime cause’ are made to eclipse others 
deemed to be consequential..  The system display action phrases to guide the operator’s 
approach to subsequent actions. 
 

-----------o---------- 
 

Some ten years later, the cost/benefits of the then current CEGB approach was reviewed by 
Herbert et al (1978).  This work provided a formative set of conclusions which significantly 
changed the direction of the CEGB work.  By this time alarm analysis schemes had been 
installed in Oldbury, Wylfa, Hinkley Point B, Dungeness B, Heysham 1 and Hartlepool.  It 
must be remembered that these systems were applied to Magnox and AGR plants, the 
responses of which differ from PWR/BWR plants.  Also, the plant designs were, to an extent, 
still evolving.  Experience had also been gained with alarm analysis applications on fossil-
fired power stations at Fawley, Pembroke and Drax.   
 
 
The general conclusions regarding alarm analysis were: 
 
• = All the systems took information from plant alarm contacts alone.  Coverage of the plant 

in terms of alarm information was uneven.  This was due to manufacturer’s distributed 
design decision-making.  This reduced the effectiveness of the alarm analysis; 
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• = A priori defined alarm trees did not correspond well with the actual propagation of alarms 
in practice; 

• = The amount of reduction in alarms achieved by the alarm analysis was minimal; 
• = The amount of additional information to the operator was minimal; 
• = The effort required to develop the systems was considered to be considerable at 10 man-

years for Oldbury and 70* man years for all Hinkley Point computer software.  The 
authors stress the need for improved high-level languages to define analysis logic cost-
effectively; 

• = Faults fall into two categories, a) short chains which progress rapidly precluding operator 
intervention, and b) slower, long chains which require operator intervention before the 
alarm analysis scheme has presented a conclusion; 

• = Synthetic alarms offer few benefits; 
• = Great care is needed with automatic veto schemes to prevent essential information being 

hidden; 
• = Group alarms without re-flash are unsatisfactory.; 
• = Presenting action messages produced adverse operator reactions. 
 
These conclusions led the adoption of much simpler approaches to alarm presentation in later 
CEGB stations.  Heysham 1 and Hartlepool used trees to suppress non-essential alarms. 
 

-----------o---------- 
 

Cerný (1979) describes a relatively simple approach to dynamic classification which was 
developed for use in a PWR station.  Because of a lack of opportunity to verify the resulting 
system in a PWR application, it has been introduced in a 220 MW coal-fired station.  The 
system suppresses alarms on the basis of hierarchical priorities.  Only the highest priority 
alarm messages are propagated.  Suppressed alarms may be accessed by the operator on 
demand and additional information on any alarm point can be called to a display by the 
operator.  Alarms are classified into three sets, display-always, display-conditionally and log-
only.  The alarms which are displayed-conditionally are assembled into functional groups.  
Within a group there are four significance levels assigned.  The propagation rules are: 
 
A. If a conditionally valid alarm is detected: 
 
• = The associated message is printed on the log; 
• = The alarm message is displayed on the CRT unless another alarm from the same 

functional group having the same or a higher priority is already displayed; 
• = Any alarm message of lower priority than the new alarm are withdrawn from the display. 
 
B.  If an alarm returns to normal: 
 
• = The event is logged; 
• = The alarm message is withdrawn from the alarm display; 
• = An other messages of the same or lower priority is displayed. 
 
The alarm display CRT thus displays only those alarms which are momentarily of the highest 
significance in each group.  The station computer information system has approximately 
1500 input variables (600 analogue, 900 binary), from which some 930 alarms are produced.  
The whole set of variables has been classified into 28 functional groups.  The alarms have 
been divided into 138 classification groups and the number of additional information groups 
is 81.  In approximately half of the cases, alarm priorities could easily be assigned by 
considering a hierarchy of information derived from each plant variable measuring point.  
Binary signals are usually of higher significance than the related alarm form the analogue 
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measurement.  The priority of the remaining points has been determined from information in 
the operating manuals.  Notwithstanding any benefits from reduced numbers of alarms, the 
plant has benefited from the whole exercise in terms of improved staff understanding of plant 
characteristics and plant operations. 
 

-----------o---------- 
 

Kukko et al (1983) describe the early work carried out at Lovisia power plant in Finland by 
IVO.  They observe that out of some 4,000 alarms and 1,600 status messages in the computer, 
most messages which are presented to the operators during transients are expected and are the 
result of the normal consequences of earlier ones.  Data from two plant disturbances (Primary 
Coolant Pump Trip and Main Transformer trip followed by a turbine trip) was analysed to 
determine cause-consequence relationships between individual alarms and status messages.  
Logic was then developed to suppress alarms which provided no useful information to the 
operator.  Normally this involved displaying only the initial alarm and suppressing the 
consequential ones.  However, many alarms required a more sophisticated approach.  Factors 
which were taken into account included: information content of the alarm, alarm importance, 
required response time and general applicability of the cause-consequence relationship.  For 
large transients, two degrees of alarm reduction logic were developed.  The resulting logic 
was validated on a full-scope training simulator.  Tests indicated that over half the total 
number of alarms could be suppressed by suitable logic and the resulting post-trip alarms 
contained on one CRT screen page.  It was found that operators use certain alarms as 
confirmation of automatic actions and these could not be safely suppressed.  In addition to 
alarm message lists, alarm information is reflected in process monitoring displays. 
 

-----------o---------- 
 

Dicken & Marsland (1987) address work which resolved a particular problem at CEGB 
nuclear stations to do with repeating alarms caused by ‘chattering’ plant alarm contacts.  
Several possible techniques are described including counters, timers and analogue deadband.  
A further approach is to control multiple entries in the display lists.  The counter and timer 
methods are claimed to reduce the number of chattering alarms by up to 50%.  The display 
control method, whereby when a new alarm is detected the list of displayed alarms is 
searched to see if it is already displayed, is claimed to provide a greater reduction of up to 
70%.  In discussing the palliative measures, no justification is given for not tackling the 
problem at source by sensor or setpoint modification. 
 

-----------o---------- 
 

An unpublished review in 1989 by Herbert (1989a) for the CEGB studied current Japanese 
approaches to alarm handling in advanced man-machine interfaces.  A comprehensive 
literature review was carried out.  Designs by Mitsubishi, Hitachi and Toshiba were studied.  
In the Mitsubishi approach, alarms are classified as action required, caution advised and 
status change.  Dynamic suppression based on plant mode and a functional hierarchy is used 
to suppress consequential information on loss of a function.  Additional alarms were added to 
indicate cause in some cases.  First-up alarms are also used. 
 

-----------o---------- 
 

Fujita and Nedderman (1991) describe a dynamic prioritisation scheme, intended for an 
advanced control room, which uses simple logic.  The system was developed by the 
Mitsubishi Atomic Power Industries (MAPI) Human Factors group in conjunction with 
Japanese power utilities and was scheduled for use at the Kansai Electric Power Co. Ohi 
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plant in 1991/1992.  The MAPI approach avoids the ‘root cause’ method, as used in early UK 
reactors.  The reasons for not using this approach are given as: 
 
• = doubts that predetermined accident scenarios can reliably anticipate every situation; 
• = fears about presenting operators with too large a ‘conceptual jump’, in that complex, 

highly automated alarm systems may increase the operator’s workload, rather than 
providing assistance. 

 
Three simple rules are used to determine alarm priorities, and then control the colour of the 
displayed alarm.  Alarms are firstly classified into three types:   
 
• = Essential alarms which allow the operator to diagnose a problem, and to take corrective 

action.  These are top priority and are displayed in Red; 
• = Caution information tells the operator that some automatic feature has been actuated: the 

operator may need to check or monitor the adequacy and progress of the automatic 
actions.  These alarms are displayed in Yellow; 

• = Status information.  These do not require immediate operator attention and are shown in 
Green. 

 
Total suppression of the latter group was considered but it was found that operators did not 
like to have this category of information withheld.   
 
The category in which a particular alarm occurrence is placed is controlled dynamically 
according to plant conditions.  The category may also change even during the course of an 
accident.  The following rules are applied: 

 
• = The Mode rule:  If any system is not in service, all associated system alarms are 

downgraded to Green. 
=  
• = The Importance rule:  More severe alarms downgrade less severe alarms which relate to 

the same measurement point. 
=  
• = The Cause-consequence rule:  If an alarm occurs as a consequence of some other change, 

which has already been displayed, then the second alarm is downgraded to Green. 
 

The paper quotes information from a simulated SGTR fault to indicate the effectiveness of 
the approach.  In an initial 6-minute period, post-trip, the system displayed only 15 alarms 
requiring action instead of the 100 messages which would have been expected without the 
system in use.   
 
The system was tested over a two-day period on a full-scope simulator by nine teams of three 
persons each.  Ten scenarios were used, each one of which included a secondary malfunction.  
The scenarios included Load reduction plus stuck PSV, LOCA plus SI failure.  Operator 
performance was measured by response times and alarm information usage by operators.  
System effectiveness was measured by the ratio of the number of Red alarms to total alarms.  
A typical reduction rate if 82% is claimed.   
 
The authors discuss how the system could be applied with success to back-fits.  By using tri-
colour illumination, the system can be used with conventional annunciators.  They also note 
the strong preference which operators show towards spatially fixed alarm annunciator 
systems and their intent to develop CRT-based equivalent displays. 
 

-----------o---------- 
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Lupton, Lapoint and Guo (1992) report on a survey of international trends and experiences 
with enhanced alarm systems.  Over 150 references were identified of which 70 were 
reviewed.  The authors found a trend towards the use of knowledge-based approaches.  The 
paper divides methods and techniques into two bodies, Knowledge representation structures 
and Generic rules for alarm analysis, filtering and prioritisation.  Representation techniques 
included Causal Structures, Plant Functional Analysis Trees, Alarm Relationship Trees and 
Quantitative/Qualitative Models.  Processing rules were Validation/Inhibition rules, 
Conceptual Alarm Generation Rules, Diagnostic Reasoning Rules and Prioritisation Rules.  
Within these categories, various rules were identified. 
 
 
Rule type 
Validation/Inhibition Conceptual Alarm 

Generate 
Diagnostic Reasoning Prioritisation 

Operating mode Functional alarm generate Qualitative reasoning 
models 

Static 

Dynamic threshold Category grouping Early fault detection Dynamic 
Operating status Event-driven filtering Identify Root cause  
Alarm jumpering Pattern recognition   
Alarm signature Status monitoring   
Direct precursor Sequence monitoring   
Level precursor Transient guidance   
Chatter removal    
Remove Redundant alarm    
Irrational alarm filtering    
 

Table 8  Types of alarm processing rules 

The survey of implemented systems encompassed data from Canada, Denmark, France, 
Germany ,Norway, UK and USA.  It showed three phases of developments, 1968-1978, 1979-
1983, 1984-1990.  The first phase is characterised by simple filtering methods using static 
prioritisation or causal structure analysis.  The second phase moved to Disturbance Analysis 
type systems and the use of logical and physical relationships between alarms.    In the third 
period, AI/ES techniques were introduced. 
 

-----------o---------- 
 

Beltranda and Rouyer (1993) provide an overview of the French N4 computerised man-
machine interface, including the facilities for alarm handling.  EdF followed the approach 
defined in Standard IEC-964.  Following the pioneering work done by EdF in the early 
1980’s to improve the man-machine interface, the N4 design seeks to reduce the amount of 
data presented to the operator, particularly through alarm processing.  Processing results in 
the display of causes rather than consequences, and the presentation of alarms by urgency.  
Suppression logic determines plant mode, information redundancy, cause-consequences, and 
signal validity.  In addition to alarm messages, the interface presents interactive ‘alarm 
sheets’.  These are screens which present condition, cause and required actions and which 
support interactive alarm handling dialogues to assist the operator to manage alarm 
conditions.  Some 4500 alarm sheets are available.  The system is undergoing exhaustive 
testing on a full-scope simulator which replicates the Chooz B plant design. 
 

-----------o---------- 
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Richelle et al (1993) provides an overview of three newly developed operator support 
systems developed by Westinghouse which include an Advanced Alarm Management System 
(AWARE).  One of the design goals for AWARE is to have no alarm in the control room 
following a reactor trip, as long as the plant systems are behaving as designed.  AWARE is 
designed to be part of a new plant and to be capable of back-fitting onto an existing plant in a 
single outage.  It can utilise alarm annunciator tiles or enhanced CRT displays.   
 
Alarm information is first organised by plant functions.  Functions are regarded as an 
expression of physical laws which determine how the process behaves.  Within each 
function, goals and messages can be identified.  Within the goals and processes, alarm 
categories are defined.  Trigger logic algorithms are defined and used to control alarm list 
prioritisation and message display.  Alarm information displays are organised to reflect the 
various functions.  Goal information is placed at the top, with process state information 
below.  Alarms are presented on computer-driven individual message displays.  The overview 
panel generally achieves a 7 to 1 reduction in alarms, but this figure can be varied.  Less 
important alarms are presented on a multi-line support panel display. 
 

-----------o---------- 
 

Jiménez and Gilabert (1993) and Anon (1994) describe an Alarm Logic System project 
installed at Almaraz.  They state evidence of a correlation between the number of alarms 
occurring and  operator error.  They claim an even stronger relationship between operator 
error and the rate at which alarms occur.  Tecnatom S.A. evaluated alarm suppression 
techniques for their ability to reduce the number of alarms.  They then designed a filtering-
prioritising system, which applies priority codes, cut-out conditions and variable limits for 
each alarm.  The resulting alarms are presented in functional or system groups.  The systems 
uses the concept of a functional hierarchy to apply conditioning to certain alarms.  Priorities 
are determined by which alarms the operator must act on first, and the time available for 
action.   
 
To establish static priorities alarms were first put into functional groups by plant system 
(reactor, electric, radiation, secondary, etc.).  Then the operator response time was 
considered.  The results were classified as High, Medium or Low priority.  High priority 
alarms require immediate operator response.  Medium priority alarms require a response 
within a few minutes and Low priority alarms indicate that a maintenance action or 
consultation (inspection) is required.  In addition, Critical alarms are annunciated on a 
dedicated line on the CRT display.  The number of High priority alarms was limited to ensure 
their saliency and the display can display all of them without the need for paging.  Simple 
suppression rules were developed. 
 
• = The Mode Rule:  If any system or component is not in service at a given time, all 

associated alarms are filtered; 
=  
• = The Cause-consequence Rule:  If an alarm occurs as a consequence of some other change 

which has already been indicated by its own alarm, then the second alarm will be filtered; 
=  
• = The Importance Rule:  Suppress a pre-cursor alarm if a higher significance signal exists; 
=  
• = Global Suppression:  Further global suppression is available to filter groups of alarms as 

a function of plant mode; 
=  
• = Redundant Signals:  Alarms which are considered redundant to other alarms which have 

already occurred are suppressed, e.g.  redundant instrument channels. 
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Additional features which have been included are: 
 
• = Expected Alarms:  Alarms which are expected, but which do not occur generate alarms; 
=  
• = Component Failures:  New alarms were added to detect failed components; 
=  
• = Suppressed Alarm Lists:  The operator can access the list of suppressed alarms and the 

full chronological  list at any time; 
=  
• = Temporary Alarms:  The operator can create temporary alarms on chosen points, with 

desired alarm limits; 
=  
• = Multiple-input alarms:  Because such alarms have proved to be a major problem on 

various plants, this arrangement is excluded; 
=  
• = Bypassed Alarms:  Alarms that are out of service or otherwise disabled are prevented 

from distracting the operator.  A list of Bypassed alarms can be obtained. 
 

Where possible, alarms are based on validated process signals, rather than individual sensor 
indications.  Proposed logic was verified at the paper design stage, before software was 
implemented.  Checking was carried out to prove the effectiveness of the system in large 
transients, but a simulator was not used.   
 
Evaluation showed the system to be very effective in reducing the number of alarms that 
demanded operator attention post-reactor trip and post-safety injection and the rate at which 
the alarms appeared.  The most useful technique was that which suppressed alarms that are a 
direct consequence of a reactor trip or safety injection, but which give no useful information.  
On average, the methods used resulted in a 60% reduction in the number of alarms claiming 
operator attention. 
 

-----------o---------- 
 

Kim and O’Hara (1993) review key issues to do with conventional one sensor-to-one alarm 
systems and provide a schema for classifying alarm processing techniques in a variety of 
industries, including nuclear, gas and aerospace.  They conclude that not all the known 
problems can be solved by upgrades to existing alarm systems.  So called advanced alarm 
systems (computer-based with alarm processing functions) are necessary.  The authors 
reviewed published research and operating experience using a framework consisting of: 
 
• = goals and functional requirements; 
• = alarm processing techniques; 
• = alarm display issues; 
• = alarm (user interface) control issues. 
 
Guidance on alarm processing techniques was found lacking.  Their framework is organised 
in three sections, Methods, Special features and Prioritisation.  The scheme is (in order): 
 
• = Plant Mode dependency; 
• = Status-alarm signal separation; 
• = Multi-setpoint inter-relationships, e.g.  Hi presentation versus Hi-Hi.; 
• = Event-oriented; 
• = Causality-based; 
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• = State dependency; 
• = Hierarchical relationships; 
• = (Additional) Alarm Generation (Synthesis); 
• = Logic-based; 
• = Signal validation; 
• = Machine-Assisted Diagnosis;  
• = Static prioritisation; 
• = Dynamic prioritisation. 
 
(Although the list of issues is reasonable complete, the basis for the way in which the scheme 
is organised is neither made clear in the paper nor apparent to this reviewer.) 
 

-----------o---------- 
 

O’Hara et al (1994) list available processing techniques under two major headings: alarm 
signal processing and alarm condition processing.  Alarm signal processing includes 
techniques which analyse normal signal drift and signal validation.  Alarm condition 
processing includes the following: 
 
• = Nuisance alarm processing - removing alarms which are not relevant to the current plant 

operating mode; 
• = Redundant alarm processing - analysis to identify and remove alarms which, although 

valid, provide redundant information and no new information.  However, such methods 
affect the information used by the operator to confirm a given situation; 

• = Significance processing - analysis to identify alarms which are valid, but which are of 
lower importance in comparison with other alarms; 

• = Alarm generation - the creation of new, more informative alarms from a combination of 
existing alarms, or to warn the operator when ‘unexpected’ alarms occur or conversely 
‘expected’ alarms do not occur. 

 
The paper identifies three alarm availability techniques which control how the alarms which 
result form the foregoing alarm processing are made available to the operator: 
 
• = Filtering - preventing from display alarms which have been determined to be less 

important, irrelevant or otherwise unnecessary; 
• = Suppression - preventing from normal display alarms which have been determined to be 

less important, irrelevant or otherwise unnecessary, but allowing the operator to access 
these on demand or by allowing their normal display on changed plant conditions; 

• = Prioritisation - all alarms are presented subject to an agreed prioritisation scheme. 
 
There are clear trade-offs in these approaches.  Experimental work at the Halden Project 
confounded processing technique with display type and no clear conclusions are available.  
Various US studies by EPRI and others similarly found mixed effects.  O’Hara et al argue 
that Operator information processing demands are not necessarily a function of the absolute 
number of alarms, but rather depend on their rate, their recognisability as familiar patterns, 
their predictability, and the complexity of the operator’s ongoing task. 
 

-----------o---------- 
 

Davey, Feher and Guo (1995) report on the development of a strategy to improve alarm 
facilities for CANDU reactors.  The key elements of the improved strategy include: 
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• = Plant Mode determination; 
• = Prioritisation by Consequence & Response; 
• = Relevance Conditioning; 
• = Expected-but-not-occurred message generation; 
• = Rate and Margin message generation; 
• = Dynamic Thresholding; 
• = Similar message Coalescing; 
• = Signal Validation; 
• = Chatter filters. 

6.6 OECD Halden reactor project 
 
The majority of the research into alarms carried out by the Halden Project has been published 
for the benefit of project members in the form of Halden Work Reports (HWR) or Halden 
Project Reports (HPR).  Salient early publications in the open literature include Visuri (1984) 
and Owre et al (1982).  Many other groups have adapted and developed the formative work 
carried out by the Halden project.  The Halden Institute has also applied its knowledge and 
experience to the design of commercial industrial facilities including oil production 
platforms, process plants, etc. 
 

-----------o---------- 
 

Visuri (1982, 1982, 1984) acknowledges conditional inhibition schemes and cause-
consequence approaches which have been attempted but argues that no sound theoretical 
framework exists on which to base alarm system improvements.  The papers attempts to 
provide such a framework.  The significant conclusion is that an alarm system MUST employ 
multivariate alarming principle, in which parameter signals are combined to provide sensible 
information to the operator (HALO). 
 

-----------o---------- 
 

Bye et al (1992) give an update on the earlier HALO work as part of the development of a 
suite of advanced operator aids.  With HALO, significant reductions in the number of post-
event alarms which are presented to the operator.  However, operator performance 
differences due to this reduction are difficult to measure.  Evaluations of the addition of 
function-oriented alarms, such as in Critical Safety Function displays, Safety Parameter 
Monitoring Systems and Surveillance and Advisory Systems show clear improvements in 
operator performance with respect to corrective actions, both in the laboratory and in on-site 
test cases. 
 
The Halden Project are now pursuing an integrated alarms system approach as part of the 
development of a fully-computerised operator interface.  Computer systems treat alarm data 
at three levels: alarm generation, alarm structuring and alarm display.  In alarm generation, 
high-level information, based on machine drawn conclusions, such as ‘core heat removal 
challenged’, are combined with normal process measured parameter limit alarm information.  
In the structuring phase, filtering is carried out, but the computer also assembles data into a 
variety of forms, allowing the operator to access the data in the most suitable way for the 
task(s) in hand.  A variety of filters are used, including: 
 
• = Low-pass filtering to remove repetitive alarms using time delays and deadbands; 
• = Simple logical relationships are used to filter pre-cursor alarms; 
• = Grouping of alarms eases the filtering; 
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• = Filtering by operational mode removes irrelevant alarms; 
• = Selective first-out filters remove groups of alarms in certain events; 
• = Structured hierarchies orders groups of alarms in priority order to assist filtering; 
• = Causal trees are used to suppress consequential alarms. 
 
The operator can access alarm information at all of the stages of the filtering.  The project is 
investigating ways of providing machine support to assist operator to confirm hypotheses 
which they might put forward whilst using the new alarm system.  Two levels of alarm 
display are proposed.  A permanently displayed top-level overview presents a limited number 
of key alarms, together with associated key variables and a mimic of the process.  A key 
alarm can be any kind of alarm, component alarm, group/system alarm, combined alarm, 
function alarm, safety alarm, etc.  The definition of ‘key’ relates to the importance of the 
alarm to process monitoring under the prevailing conditions.  Key alarm messages may be 
ordered by priority, type or function as required.  Alarm detail is embedded in a number of 
process displays and dedicated function displays. 
 

6.7 Design and review guides 
 
EPRI-NP-3448, “A procedure for reviewing  and improving power 
plant alarm systems”. April 1984. [Fink (1984)] 
 
The document provides a procedure by which the adequacy of existing alarm systems can be 
reviewed and through which necessary improvements can be defined.  The process consists 
of five steps: 
 
1. A systematic definition of the conditions which should be alarmed, through a) a review of 

mechanical, fluid, electrical, and control systems, and b) a review of current plant alarm 
provisions; 

2. A systematic evaluation of the physical attributes of the alarm system, including the 
readability of annunciators, flash rates, luminance, aural tones, etc.; 

3. A systematic evaluation of the (spatial) arrangement of annunciators and the visual and 
aural information transfer in off-normal situations; 

4. A review of alarm setpoints to achieve a proper balance between providing sufficient time 
for operator action and limiting the frequency of nuisance alarms; 

5. A review of alarm response procedures. 
 
The document proposes a strict definition of what should constitute an alarm using three 
necessary criteria: 
 

(condition requires direct operator action 
OR 

condition requires back up of automatic action 
OR 

modified operator monitoring, surveillance or investigation required) 
AND 

normal operator surveillance cannot be relied on to detect condition 
AND 

probability of condition occurring ≠ zero 
 

Step 1b) is further split into a number of suggested approaches: 
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• = eliminate alarm; 
• = add alarm; 
• = combine alarms; 
• = split existing combinations; 
• = change alarm logic; 
• = correct annunciator legend/message; 
• = justify remaining alarms; 
• = seek user feedback; 
• = modify alarm response procedures. 
 
The process provides for operating staff input and utility management input.  A key principle 
is to have the same team carry out the review and develop the consequential improvements.   
 
Rules for grouping/combining alarms are given.  The following may be considered for 
combining: 
 
• = Alarms for the same condition on redundant components or trains, where each component 

has individual status indicated nearby; 
• = Alarms for several conditions on one component or on several redundant components, 

which require the operator to obtain further information from his MMI or by dispatching 
an operator to investigate locally. 

 
Alarms should not be grouped if: 
 
• = each constituent requires a different action and indication of which constituent is not 

provided locally; 
• = immediate response is required, so precluding the operator consulting further qualifying 

information; 
• = a re-flash facility is not provided; 
• = operator understanding is compromised; 
• = constituent conditions are dissimilar in nature, or are of differing importance, such that 

different styles or degrees of response are required.   
 
Prioritisation schemes may be used, but the number of priority levels must be minimised.  
Prioritisation scheme must be limited to those alarms which have clearly definable priorities 
under all plant conditions.  The report considers alarm suppression to be the application of 
logic to reduce the saliency of the form of annunciation, rather than the complete prevention 
of a message. 
 

-----------o---------- 
 
EPRI NP-4361, “Power plant alarm systems: A survey and 
recommended approach for evaluating improvements”, December 
1985 
 
Earlier research (EPRI-NP-3448) had shown that hardwired alarm systems in many NPPs 
were not designed to accepted HF practice with the result that such systems were not 
effective in handling multiple alarms in major plant transients.  This study looked at 4 US 
PWR’s, 3 US BWR’s, and 3 generations of Canadian CANDU reactors.  All plants had 
mixed systems.  Hardwired systems had 500-1,500 annunciators.  Computer-based systems 
had up to 3,000 alarms.  Early CANDU’s had only 100 annunciators (down from an original 



 

 131  

 

600), but later CANDU’s had more annunciators due to plant complexity but also due to 
operator preferences. 
 
The earlier work had addresses the issue of selection of alarm conditions and the need for a 
clear definition of what constitutes an alarm.  This report expands NP-3448 by allowing for 
use of computer-based alarm systems and advanced operator aids and by taking account of 
the various roles played by alarms in off-normal situations.  It defines ‘dimensions’ by which 
alarm systems improvements may be judged and proposes test methods to evaluate 
improvements.  The dimension were based on those set down by the Halden institute for the 
HALO system.  The work included a literature search and an industry survey to identify 
modifications which were commercially available or under development.  Researchers talked 
to utility personnel, I&C and NSSS vendors Architect-Engineers, alarm system researchers 
and R&D organisations. 
 
To enable the study to proceed, the researchers developed a model of how users use alarm 
information.  This report is set against the then incoming operator aids.  and the development 
of Function-oriented EOPs which changed the way in which US operators responded to off-
normal conditions.  It assumes and recommends a mixed hardwired/computer-based system. 
 
The authors note that although the complexity of the MMI and the numbers of alarms have 
grown, the use of many advanced aids has not been taken up and other emphases have 
appeared.  The report conclusions recommend certain modifications to existing hardwired 
alarm systems and also recommended the addition of computer-based systems to achieve 
alarm reduction.  A further conclusion is that prioritisation schemes alone do not solve the 
problem.  There still may be too many alarms and operators may relay too heavily on high-
level signal, not accessing the detail. 
 
The project adopted a definition based on the earlier EPRI report NP-3448, which defined 
‘alarm’ as:- 
 
• = An abnormal process condition requiring action by the operator; 
• = The sequence state when an abnormal process condition occurs; 
• = A device that calls attention to the existence of an abnormal process condition. 
 
Recommended approaches: 
 
Selection of appropriate alarm conditions The report considers the selection of 
appropriate alarm conditions to be one of the most important dimensions.  It notes apparent 
lack of formality and systematic approach in assigning alarms to computer.  It suggests the 
use of the procedure defined in EPRI NP-3448 to do this. 
 
• = eliminate unnecessary alarms; 
• = thorough review of alarms - add or eliminate as required; 
• = provide alarm logic for individual alarms to obtain a dark board (assumed axiomatically in 

the report to be good); 
• = compose high-level alarms for specific purposes, e.g.  CSF, SEP, etc.; 
• = review and improve set points; 
• = time delay, time-wise filtering or logic to prevent cycling of alarms in fluctuating 

conditions; 
• = provide operator-defined set points. 
 
Suppression  The report recommends use of alarm logic to construct alarms, to 
combine alarms, and to condition alarms.  It also recommends use of alarm suppression as a 
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more global technique to control groups of alarms based on major plant signals or events - 
typically on plant mode.  Even with good logic, there will be conditions unforeseen by the 
designer.  The types of logic suggested are:   
 
• = logic to suppress groups of follow-on alarms; 
• = logic to suppress selected alarms on plant mode or event; 
• = logic to suppress alarms on priority level in defined conditions; 
• = highlight alarms not in usual sequence following an upset; 
• = flag alarm annunciators which are normally on; 
• = provide a “cursor out” feature. 
 
Prioritisation  The report recommends prioritisation, typically using colour codes.  
In addition it suggests: 
 
• = vertical priority in light boxes; 
• = voice output for selected uses; 
• = indicate severity of conditions in overview display; 
• = apply administrative procedures to prevent CRT alarms being forgotten. 
 
Prioritisation should be applied only after other enhancements (logic suppression, etc.) have 
been done.  Clear design objectives are needed.  Results must be validated. 
 
Analysis/disturbance detection Techniques suggested are: 
 
• = automated pattern recognition; 
• = disturbance analysis systems DAS, DASS, STAR; 
• = model based reasoning to filter/suppress alarms; 
• = use AI/ES to match patterns to disturbances; 
• = voice output. 
 
Grouping The report recommends display by system or other grouping technique.  
Separation of C/B displays into, say, four areas, safety systems, reactor plant, secondary 
plant, electric plant.  Or code system by colour.  In addition: 
 
• = group and organise within groups, label, demarcate, code, associate with related 

information; 
• = use colour, symbols, formatting; 
• = display by system and function as well as chronologically; 
• = use display hierarchy of overview, system, detail; 
• = use annunciators for high-level in hierarchy with CRT for detail. 
 
Spatial dispersion On spatial dispersion the report recommends: 
 
• = organisation of annunciators near to associated information; 
• = locate annunciators with associated displays; 
• = complete embedding of alarms within I&C arrays; 
• = use several CRTs for alarm display. 
 
Format 
 
• = use symbols in addition to text; 
• = use mimic displays. 
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Response guidance 
 
• = provide written ARPs for all annunciators; 
• = provide computer-based ARPs; 
• = use live computer ARP displays; 
• = voice input. 
 
Related process information 
 
• = locate alarms near associated displays 
• = use hierarchical display on computer 
• = cues to alarms on mimic displays; 
• = voice input/output. 
 
States displayed The epitome is seen as the use of a mixed system.  Annunciator 
display of abnormal and normal for all key high level alarms.  Alarm states, present value and 
direction shown for lower level alarms 
 
Time/sequence information 
 
• = use FO annunciators; 
• = chronological lists; 
• = printed log for operator; 
• = call-up of SOE log; 
• = printed SOE log. 
 
States alerted 
 
• = ringback cleared alarms with same tone as incoming; 
• = ringback using distinct tone; 
• = ringback using distinct momentary tone or chime; 
• = distinct flash rate/lower intensity for cleared alarms; 
• = add new message for cleared alarms on CRT; 
• = modify original message on CRT 
 
Zoning 
 
• = audible annunciators split into zones; 
• = provide ‘map’ to cue operator to audible tones; 
• = combine tones with CRT overview display of zones; 
• = use several tones; 
• = voice o/p as reminder; 
• = provide several acknowledgement zones. 
 
Nuisances 
 
• = global silence key; 
• = momentary ringback; 
• = audible defeats; 
• = flash single character; 
• = suppress flashing of alarms not needing immediate acknowledgement. 
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Voice input/output  Sees a limited role for voice output for a few key alarms and 
as a reminder for defeated alarms. 
 
Alarm system functional guidelines 
 
The report presents a set of functional guidelines to be used in alarm system design/re-design.  
The alarm system should prompt the operator to take action on the occurrence of a specific 
off-normal condition that requires him to take action.  More specifically: 
 
Situations involving few alarms  On the occurrence of one or only a handful 
of alarm conditions (fewer than the maximum number that an operator can assimilate in the 
short term), the alarm system should bring these conditions to the operator’s attention quickly 
so that he can act on them. 
 
Situations involving many alarms  In a plant upset, or any situation in which 
many conditions become ‘off-normal’ and the operator cannot assimilate all of them in the 
short term, the alarm system and associated administrative practices should: 
 
• = Ensure, to the extent possible, that alarm conditions known t require more prompt action 

or to be of immediate importance are brought to the operator’s attention sooner than those 
for which corrective action can wait (e.g.  prioritise selected alarms by using colour or 
position in an array, where those alarms are known to require more immediate response); 

=  
• = Ensure that all off-normal conditions requiring operator action are eventually brought to 

the operator’s attention - none that require eventual action are lost or completely masked 
(e.g.  for a system in which alarms may roll off a CRT screen and onto back pages, 
provide print out capability and require administratively that all alarms be printed and 
read at a specified interval); 

=  
• = Present alarms in a manner that enhances the operator’s ability to assimilate, retain and 

understand the alarm information as he eventually makes his way through all the messages 
(e.g.  organise the alarms such that he can go through them by system or other grouping, 
and show relationships amongst alarms so that they are more than just a list of unrelated 
messages). 

 
Quality of alarm information The system should provide the operator with an indication of 
the quality of the alarm information being presented to facilitate his determining whether the 
alarm system is functioning and whether alarm conditions presented are valid (e.g.  provision 
for periodic testing of a hard-wired system by the operator, or for a CRT-based system, 
display of a cue indicating an out of range or bad data value). 
 
Guiding the operator to a correct response The alarm system should guide the operator 
to the appropriate response for each alarm when he is responding to that alarm individually.  
Each alarm should have a response procedure defined, including possible causes, reasons for 
prescribed actions, etc.  The system should point the way to additional information, i.e.  I&C, 
process diagrams, etc. 
 
Assist in determining plant state  The system should assist in determining 
current state of systems plant items and the process as a whole.  Alarm presentation should 
allow user to associate information and place it in context.  Alarms should allow operator to 
determine the sequence of events that led to the present condition. 
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Other requirements  The system should: 
 
• = Prompt to enter correct EOP; 
• = Present information consistent with EOP needs; 
• = Signal any need to change EOP; 
• = Confirm that an alarm condition is remedied; 
• = Provide an historical record for later inspection; 
• = Avoid irrelevant information; 
• = Minimise operator workload/distraction; 
• = Facilitate implementation of the Site Emergency Plan; 
• = Provide for operator-defined alarms. 
 

-----------o---------- 
 

NUREG/CR-6105, “Human factors engineering guidance for the 
review of advanced alarm systems”, USNRC, 1994 
 
This document defines an ‘advanced’ alarm system as one in which the input signals are 
subjected to processing before display, in contrast to conventional annunciator systems which 
are one-input-one-output systems.  The use of the term ‘advanced’ is surely a reflection on 
the practices of the US nuclear power industry which has adhered to conventional 
annunciator system for some years.  So called ‘advanced’ alarm systems have been in use in 
UK and Europe for over 30 years. 
 
The purpose of the report is to provide guidance to US NRC staff who review advanced 
alarm systems.  Guidance is given on functional criteria, alarm definition, alarm processing 
and reduction, alarm prioritisation, alarm display, alarm system control and other associated 
issues.  A useful set of definitions for common terms is given.  Alarm processing techniques 
are listed as: 
 
 
 
• = Nuisance alarm processing 
=  
= status/alarm signal separation 
= mode suppression 
= time dependency 
= consequence suppression 
=  
• = Redundant alarm processing 
=  
= multi-point relationship 
= causal relationship 
=  
• = Significance processing 
=  
• = Alarm generation 
 
hierarchical relationship 
event relationship 
unexpected/expected event monitoring 
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Alarm prioritisation techniques are listed as filtering, suppression and priority coding.  
Detailed guidance is provided for reviewers on some 26 topics, each supported by one or 
more source references. 
 

-----------o---------- 
 

EPRI “Advanced light water reactor specification” ALWR/URD 
 
The US nuclear industry specification for the hoped-for next generation of Light Water 
Reactors takes account of much of the US and other world-wide nuclear-related alarms 
studies and contains several features designed to reduce the problem of excessive alarm 
information.  The document requires that the ALWR alarm system be designed to: 
 
• = alert the operators to off-normal conditions which require them to take action; 
• = guide operators to the extent possible, to the appropriate response; 
• = assist the operators in determining and maintaining an awareness of the state of the plant 

and its systems or functions; 
• = minimise distraction and unnecessary workload placed on the operators by the alarm 

system; 
• = the designer shall apply the guidance given in EPRI reports NP-3448 and NP-3659 in the 

design of the alarm system; 
• = task analysis shall specifically include the identification of where and how alarm 

information, together with other information, will be used to perform a function of task, or 
where tasks may be initiated or modified in response to an alarm; 

• = the alarm system shall provide the capability for the operators to confirm that it is 
functioning properly.  Alarm system test tasks shall be consistent with and shall reinforce 
the normal use of the alarm; 

 
A consistent approach and philosophy shall be used in selecting plant conditions to be 
alarmed, based on interaction between the plant system designers and the M-MIS designer to 
ensure that individual system requirements are met, while at the same time ensuring that 
uniform criteria are applied and the resulting alarm systems are compatible with the 
operator’s needs and capabilities. 
 
Criteria for selecting alarms shall include: 
 
• = For each alarm there is a defined action the operator is to take in response.  An alarm 

response procedure shall be prepared by the designer given the required operator actions 
and other information needed to ensure an adequate response; 

• = A ‘dark board at power’ concept shall be employed so that no alarms appear when the 
plant is operating normally at full power, with all systems in normal configuration; 

• = Each alarm set point shall be chosen such that the operator will be alerted early enough 
that there is time to take the appropriate action, but the set point is not so close to the 
normal operating range as to produce unnecessary or nuisance alarms; 

• = Where practical, alarms should be provided such that the operator is alerted before  major 
system or component problem results in a condition which causes a loss of availability 
(e.g. plant trip), equipment damage, violation of Technical Specification, or other serious 
consequences.  The M-MIS designer shall ensure that these precursor or anticipatory 
alarms do not become nuisance alarms; 

• = Where possible, alarms on process deviations shall be based on validated process signals 
rather than on individual sensor indications; 
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• = The capability shall be provided for temporary, operator-defined alarms and operator-
defined set points on specific conditions. 

 
In addition to the above, the system shall minimise the potential for nuisance alarms.  To do 
this it shall incorporate: 
 
• = Capability to apply time filtering and/or time delay to the alarm inputs to allow filtering of 

noise or eliminate unneeded momentary alarms; 
• = Capability to apply logic to alarm inputs, combining input alarm condition with other 

alarms, signals, calculated conditions, plant mode indications, etc., with flexible logic that 
allows alarms to be made more “intelligent”, or “conditioned” to prevent unnecessary 
alarm occurrences. 

 
Each individual alarm shall be evaluated to examine its potential for nuisance alarming.  The 
evaluation shall consider: 
 
• = all modes of operation; 
• = shut-down and plant maintenance activities; 
• = momentary effects due to plant start-up; 
• = system dynamic transients or upsets; 
• = sources of noise such as contact bounce, electromagnetic effects, etc.; 
• = unusual, but plausible, plant line-ups; 
• = other conditions which might lead to the alarm. 
 
The designer must ensure that the specific methods chosen for each alarm will not prevent 
the occurrence of the alarm when it is needed.  For any alarm which is produced from an 
OR’d combination of inputs, the alarm logic shall provide the ability to reactivate the 
flashing visual indication and audible when subsequent conditions occur after the first has 
occurred and been acknowledged.  This feature shall be applied on a case-by-case basis.  For 
any multiple-input alarm, the operator shall be able to determine which specific input 
condition activated the alarm.  The alarm system shall be designed to minimise the number of 
alarms that occur in plant upsets and emergencies, consistent with providing the operators 
with the information they need to formulate correct responses.  The number of alarms and the 
rate at which they occur shall be reduced as compared with present plants, through the use of 
filtering conditioning logic, and other processing to eliminate unnecessary alarms and make 
alarms that do occur as informative as possible.  Reduction in the number  and rate of alarm 
occurrences in upsets shall be achieved primarily through use of system- and component-
based logic applied to individual alarms to make them more intelligent and less likely to 
occur unnecessarily. 
 
Other more global or plant-wide alarm suppression schemes such as mode suppression or 
event suppression may be used.  The designer shall justify all alarms which are suppressed in 
this way, ensuring that the operator is not deprived of any information that they need in 
particular circumstances.  Where global suppression is used, the operator shall be able to 
access the suppressed information on request.  The designer shall consider the need for 
facilities to enable the operator to bypass or disable selected alarms which would be activated 
for long periods of time, e.g.  due to plant maintenance.  Such a feature would be under strict 
administrative control.  It shall be possible to obtain a list of all alarms which are bypassed or 
otherwise placed out of service. 
 
Alarms that require short-term response by the operators and the main process alarms used by 
the operators in diagnosing and responding to plant upsets and other events involving many 
alarms, or to maintain an overview of the plant status: 
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• = shall be presented in fixed locations within a display; 
• = shall use continuously available, parallel presentation, rather than serial presentation 

requiring the operator to select information; 
• = shall be co-located with associated controls and displays. 
 
Spatially dedicated displays of alarms shall organise the alarms in groups by plant system or 
function, which shall be clearly delineated and labelled.  Alarms shall be presented in a 
manner which prioritises them so that the operator’s response can be based on their relative 
importance or urgency and the time within which the operator must take action.  Alarm 
priorities shall be based on documented criteria The number of alarms assigned to the highest 
priority level shall be limited so that in credible upsets or accidents which result in multiple 
alarms, the operators are not presented with an excessive number of highest priority alarms.  
Where alarms are presented in the form of a list on a CRT or similar device, the M-MIS 
designer shall demonstrate that the number of highest priority alarms does not exceed the 
capacity of the display for credible accident scenarios.  That is, paging shall not be required 
to view all the highest priority alarms.  Audible tones used for incoming alarms are separate 
from tones used to signify “clearing” alarms, and that the latter are momentary or “self 
silencing”. 
 

-----------o---------- 
 

6.8 Disturbance analysis systems 
 
Disturbance Analysis Systems were originally developed in the USA in order to improve 
plant availability by assisting the operator to diagnose in a timely manner, plant disturbances 
which could lead to shut-downs.  Post-TMI it was seen that such systems could also assist the 
operator to achieve safe shut down.  DASs have always been conceived as an add-on operator 
aid, which might assist the operator to interpret alarm information from other systems.   
 
EPRI report NP-1379 describes the work done by EPRI to develop a DAS.  The approach 
taken was to model a number of events a priori using look-up tables and cause-consequence 
trees.  The prototype EPRI system was extensively tested on a simulator using experienced 
licensed nuclear operators.  The approach adopted followed on from those used in the alarm 
systems developed by GE in the USA and by CEGB in UK.  Results were generally 
disappointing.  The resource needed to develop the trees were high.  A number of other 
developers pursued this approach.  Further systems were developed in Germany (STAR, 
DASS) and in USA.  The performance of STAR was limited because it looked only at binary 
signals and it therefore could not take account of process dynamics.  A later system 
developed by GRS combined SPDS, integrated disturbance analysis and post-trip analysis in 
one tool.  The degree to which these systems have been taken into operation use is very low.  
At best, they provide an additional operator aid, and do nothing to address the basic problem 
of alarm information overload.  However, many of the techniques used in DASs are of value 
to the alarm system developer. 
 

6.9 Artificial intelligence/expert systems 
 
Delic (1986) describes an experimental expert system to assisting a process control operator 
to focus on causal information in periods of alarm overload.  The system only deals with 
events which have been previously experienced by the plant operators, and for which some 
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shallow, rule-based knowledge is available.  For novel events the operator is said to be 
‘unreplaceable’.  The normal plant alarm list is fed into the expert system, which subjects the 
information on the list to an inferencing process to produce a list of possible causes for the 
current alarms.   
 

-----------o---------- 
 

Shaw (1987) provides a useful overview of nine AI approaches to alarm handling which had 
been attempted to that date.  These were implemented in France, Italy, USA, and UK. 
 

-----------o---------- 
 

A series of papers published  by Idaho National Engineering Laboratory, Idaho Falls, USA, 
over the period 1986 to 1994 describe a continuum of work carried out by Corsberg and 
others to develop object-oriented and expert system approaches to alarm filtering.  The work 
has culminated in the development of a patented prototype expert system which is available 
on a commercial basis, and which has been successfully installed on a conventional thermal 
power plant and on a chemical process.  The papers describe the development of an Alarm 
Filtering System (AFS) to act as an aid in major plant transients by supplementing existing 
control room alarm provisions.  AFS is seen as a partial solution to the problem.  Corsberg 
(1987) crystallises the basic alarms problem as “to determine the importance of an alarm 
relative to the current state of the process”.  Corsberg (1988) outlines the evolution of alarm 
processing as functional grouping, first-out logic, static (fixed, pre-assigned) prioritisation, 
and finally dynamic prioritisation. 
 

-----------o---------- 
 

Kamel and Antinoja (1988) discuss the limitations of relay-based logic systems and the 
deleterious effect the can have on system reliability and the limitations of cause-consequence 
tree approaches.  One way of determining the importance of an alarm is to determine its 
importance relative to the set of all active alarms.  The AFS uses functional relationships 
between alarms rather than cause-consequence trees such as those used in the DMA, DASS 
and STAR systems.  The use of cause-consequence trees is argued to require large effort (10 
man-years per plant) and that the trees are difficult to change if the plant configuration is 
changed.  Both these factors lead to prohibitive system development and maintenance costs.  
The AFS utilises many of the filtering concepts from the Halden Reactor programme as 
described by Owre & Tamayama (1982) and Visuri (1984).  The AFS: 
 
• = generates a description of a situation implied by combinations or sequences of alarms; 
• = suppresses information that confirms or is a direct consequence of a previously described 

situation; 
• = emphasises alarms that do not fit previous conclusions or alarms that are expected but are 

not received. 
 
The first tests were done on the Advanced Test Reactor Plant Protective System which 
handles 165 binary inputs and outputs to 100 alarms annunciators.  In practice, operating staff 
required that the AFS only de-emphasised alarms, rather than suppressing them completely.  
The original system used four levels of alarm relationship: 
 
• = Level Precursor; 
• = Direct Precursor; 
• = Required Action; 
• = Blocking Condition.. 
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Level Precursors occur when there are two alarm settings on the same parameter, e.g.  a Hi 
tank level and a Hi-Hi tank level.  Direct Precursors are based on the causal relationships 
between two or more alarms and are used to de-emphasise the consequential messages.  
Required Action messages result form monitoring expected actions and determining whether 
an operator action is required if an expected action does not take place.  Blocking Conditions 
prevent or delay the propagation of an alarm depending on the state of the process, e.g.  delay 
of low pressure alarms on pump start up, etc.  Post 1988, Corsberg adds a fifth relationship, 
namely, First-out.  The system was implemented in LISP using Xerox LOOPS.  This enabled 
the system size to be increased by 250% and fully tested in 2 working days.  Some 30 generic 
rules are organised into three hierarchical rule-sets.  Plant-specific knowledge is encoded in 
object form.  Later implementations used Interlisp-D.  Over time, it became increasingly 
difficult to support the LISP environment and the system has been ported to a C environment 
and created into a tool called The Alarm Management Environment (TAME), sold by Front-
line Solutions. 
 

-----------o---------- 
 

Corsberg & Johnson (1987) describe a control room upgrade for the ATR of which 
integration of the AFS is a part.  The operational regime of the ATR is discussed and the 
effects of standing alarms caused by plant which is regularly shut down.  They also state that 
operators undergo stress during on-rush of alarms that follow a major transient.  Corsberg 
(1988), citing Krigman and Banks & Boone, states that “each time an alarm system generates 
a meaningless alarm, it has a negative effect on operators.  In the ATR upgrade, the 400 
annunciator tiles were mapped into the AFS computer displays using a simple form of 
‘windows’, which enable some of the spatial location information present in the original 
annunciators to be preserved.  The displays also showed a sequential listing of alarm 
messages and also technical details of any one selected alarm.  In the ATR trial two level of 
alarm priority were implemented, using colour coding (Red and Yellow).  Alarm messages 
were grouped according to their priority and the operator could scroll the list. 
 
A further test system was installed in a Fluorine Dissolution and Fuel Storage Facility 
(FAST).  This facility dissolves nuclear fuel elements on a batch basis and produces a liquid 
from which uranium can be recovered by a solvent extraction process.  Many parameters 
must be monitored during operations and the optimum values for some of these depend upon 
the stage of the process.  The process interface includes computer-based alarm displays, 
annunciators and printed alarms.  Whereas the ATR experiences a few large burst of alarms 
infrequently, FAST experiences smaller groups of alarms more often.  Most of the messages 
sent to the alarm screen are informational, rather than alarm, and many alarms have 
conditional validity. 
 
In ATR the AFS was used as an operator-attention focusing tool.  In FAST it acted more as a 
general alarm system improver.  The FAST AFS ‘tuned’ alarms so that only relevant 
information was propagated.  In addition, AFS provided additional information by policing 
the manually initiated operation of valves, etc.  and generating exception alarms.  Tuning 
produced a reduction of 90% in message traffic.  Tests showed that of the 300 alarm 
messages which would normally be produced over an eight-hour period, only 15 appeared 
using AFS. 
 
Resource requirements for both applications are quoted as 6 man-months, which includes 
determining relationships, porting prototype code to target machines and testing.  A 
systematic approach was used, i.e.: 
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• = Clearly define the list of alarms to be processed (not a simple task); 
• = Study relevant engineering, operating and training documentation; 
• = Interview operations, technical support and engineering personnel; 
• = Examine each alarm to determine relationships and reiterate; 
• = Document results and subject to all-party review; 
• = Code; 
• = Test using plant simulator. 
 
For the ATR upgrade, over 850 relationships were identified for 310 alarms.  For FAST, AFS 
processed 750 relationships for 650 input signals.  The cost benefits an feasibility of software 
logic e.g.  time delays, compared to hardwired devices, post-commissioning is stressed by 
Corsberg (1988). 
 

-----------o---------- 
 

Kamel and Antinoja (1987) describe a project in which the AFS concept was applied by 
Bechtel to a set of conventional fossil-fired power plant alarms using a PC and Goldworks.  
The need for and benefits of structuring the physical layout of annunciator arrays to reflect 
alarm significance is discussed.  A tabular approach was used to record relationships between 
alarms.  The alarm significance information produced from the trial AFS coding were 
compared with the conventional annunciator layouts to determine consistency.  An 
interesting result of the work was that several ‘new’ plant states were identified by the 
analysis, which result from ‘hidden’ conditions which are not monitored directly by the plant 
hardware.  These new states may require to be reflected in the normal process monitoring 
system. 
 

-----------o---------- 
 

Jenkinson (1988) describes a successful development and trial of an alarm processing expert 
system APEX, applied to a fossil-fired plant.  A limited problem domain was selected for the 
study, namely that of unsafe combustion conditions.  Although the exercise successfully 
demonstrated the technique, the hardware and software platform was infantile and the 
resulting solution was ultimately re-coded in conventional computer language for operational 
use. 
 

-----------o---------- 
 

Harrewijn and Heyderman (1989) report evaluation and test of an expert system, Delfi 2, 
developed by Technical University of Delft using data from a medium voltage electricity 
network.  Positive conclusions are reached about the effectiveness of the system. 
 

-----------o---------- 
 

Joon and Soon (1991) describe a prototype Alarm Processing System (APS) using expert 
system techniques using object-oriented programming and model-based reasoning.  These 
techniques are argued to provide ‘closure’ and ‘completeness’.  Closure is achieved by 
applying simple, uniform inference mechanisms to a large number of alarms instead of 
writing hundreds of rules.  Completeness is achieved by examining all equipment type 
models and the relationships between them.  Object-oriented programming provides 
flexibility during development and subsequent modification and maintenance.  Alarms are 
classified by the authors into two types, “generalised” and “special”.  Generalised alarms are 
further classified into “global” and “local” alarms.  Generalised alarms are those which can 
standardised according to equipment type, e.g.  pump, valve, heater, heat exchanger, etc.  
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Specialised alarms are those which cannot be standardised.  These are processed one-to-one 
using cause-consequence check rules.  Local alarms are those alarms, the effects of which are 
confined to the equipment itself.  General alarms affect functions and other pieces of 
equipment.  For each type of alarm, appropriate processing rules are applied.  The APS is 
organised into five functions; local alarm processing, global alarm processing, special alarm 
processing, plant state identification and alarm priority calculation.  Plant state is used to 
determine overall alarm priorities.  Plant states are considered by APS in eight groups, based 
on a heat balance fault tree which considers changes in; core thermal power, core heat 
removal capacity, heat transfer from primary to secondary system, secondary heat removal 
capacity.  To determine plant mode, a set of rules consider initial parameter values and 
subsequent trends.  The system was tested using data from a pressuriser low pressure reactor 
trip and was found to suppress unnecessary and potentially misleading alarms. 
 

-----------o---------- 
 

Paula (1992) gives a brief description of an expert system, called Intelligent Alarms 
Processor (IAP), developed by Empros Systems International, USA, and applied to electrical 
power system alarms by Northern States Power Co. (NSP).  NSP has 229 remote terminal 
units monitoring power plants and sub-stations.  With a conventional alarm system, a large 
disturbance can produce 350 alarms occupying 10 CRT pages.  Operator diagnosis and action 
times can be 10-12 minutes.  With IAP alarm information would have been presented in 
priority order and would have resulted in only 15 alarms.  No details are given as to how the 
expert system achieves this reduction. 
 

-----------o---------- 
 

Chehire and Onaindia (1992) consider the use of temporal reasoning techniques in the field 
of process control using expert system technologies in an academic paper.  To filter alarms, 
the approach predict all alarms which can occur as a result of each new, incoming alarm.  If 
incoming alarms match predicted alarms, they are not presented to the operator.  Instead, the 
operator is required to check previously presented alarms.  The approach appears to have 
been tested with a restricted set of data and to be limited to the handling of alarms generated 
by continuous process variables, rather than those resulting directly from changes in plant 
state.   
 

-----------o---------- 
 

Capner (1995) describes the application of expert system techniques to the diagnosis of faults 
in alternators.  The application which was developed presented the results of the expert 
system conclusions on a CRT which included a display of conventional alternator alarms.  
The output from the expert system thus assisted the operator which interpretation of alarm 
data. 
 

-----------o---------- 
 

Falinower and Mari (1995) describe SASCO, an expert system designed to capture 
disappearing ‘savoir faire’ in EdF fossil fuel plants.  In France, these plants are rarely called 
on to generate, but they form an important strategic component of the supply system, and 
must be ready to generate at short notice.  SASCO includes an amount of automatic alarm 
processing.  The basic system assist the operator to plan and to achieve goals.  When a 
dangerous change in process variables is detected, the system automatically changes its goals 
and proposes preventative actions.  SASCO uses the expert system generator tool, Genesia 2, 
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which was developed by EdF, uses predicate logic.  The knowledge base is a Markovian 
description of all possible actions to be performed by the operators. 
 

6.10 False alarm detection and processing 
 
Simpson and Sheppard (1992) discuss how designers can analyse and predict the propensity 
of an item of electronic equipment to generate false alarms.  The authors suggest that, by 
using appropriate design, analysis and specification techniques, designers should be able to 
limit the extent to which false alarms are generated.  This approach would seem to have been 
eclipsed by the recent work on smart sensors, etc. 
 

-----------o---------- 
 

Bliss (1993) considers the issue of false alarms and the ‘cry wolf’ effect on human 
performance using an experimental approach.  The effect is seen when an operator ignores or 
delays his response to an alarm annunciation on the basis of past experience which has shown 
the signal to be unreliable as an indicator of a real problem or a real indication of need for 
action.  The results showed that most subjects (circa 90%) did not respond equally to all 
alarms, but match their response to the expected probability of a true alarm.  Alarm criticality 
and primary task were found to significantly influence response rates and the speed and 
accuracy of response. 
 
 

6.11 Speech 
 
The use of speech as an alarm system output medium occurs in various published papers and 
documents.  EPRI NP-4361 (1985) concludes that voice output has achieved a degree of 
maturity and has been successfully used in the consumer, automotive and aviation fields.  
The authors recognise the limited scope for voice output in nuclear control room applications 
to announce a limited number of high-level, important alarms that require prompt attention, 
for zoning information in a large interface, for reminders of defeated or silence information 
and as an output from specialised operator aids. 
 
Baber, Stanton and Stockley (1992) experimented with the use of voice output in a pseudo-
control room related task.  They found that the performance of subjects hearing and recording 
machine speech was worse than those hearing human speech.  However, subjects were able 
to assess the urgency of both types of message at a similar performance level.  The authors 
confirm a number of previously published guidelines for  the use of speech output: 
 
• = Speech should be used where the recipient does not need to interpret or understand the 

complete message. 
• = Speech can be used to trigger particular actions. 
• = Speech should not be used where the information in the message needs to be retained. 
• = Speech should not be used for tasks which require spatial actions. 
• = Guidelines on the use of speech must be application and technology specific. 
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Appendix 1 A plant upset 
 
This appendix describes a major plant upset that was witnessed during one site visit.  It is 
reported as one example of how an alarm system is used in practice.  It appeared consistent 
with explanations that were given on other sites of how operators used their alarm systems 
during plant upsets. 
 
The chemical site included two plant which shall be designated A and B.  Each plant was 
controlled by a single operator in the central control room.  Plant A provided a product to 
Plant B.  The incident started when a scaffolder on A accidentally slipped and closed a valve.  
This resulted in the trip of A and its output being reduced to one third.  This had a major 
knock-on effect on B, some parts of which tripped.  Both operators were significantly loaded 
by the trips, but it appeared that the B operator was under stress for a longer period than the 
A operator. 
 
The behaviour of the operators appeared similar on both plant.   The A operator was alerted 
by the initial flood of alarms.  By looking at the initial part of the alarm list and at the DCS 
fascia LEDs he diagnosed the disturbance as being in a particular plant system.  He therefore 
brought up this faceplate and observed the loss of flow.  From then on he concentrated on 
stabilising the plant.  He did this by flicking between a number of plant area overview 
graphics and between the graphic showing the state of the shutdown systems.   
 
It appeared on both plants that the operator was using just one VDU and flicking quite 
quickly between graphics.  They did not appear to use their second VDU very much, and one 
of the graphics that the B operator brought up quite a few times was on permanent display on 
the next screen - but he seemed to find it preferable to bring it up on the screen in front of 
him rather than glance across to the other one.  He was totally concentrated on the VDU in 
front of him45.   
 
During the period after the disturbance alarms were sounding very frequently and were being 
silenced by the operator pressing the silence button.  This seemed to be a distraction from the 
task in hand.  On neither plant did the operator look at the alarm list for quite a period - not 
until about 20 minutes into the incident on A and even longer on B. 
 
The B operator only looked at the alarm list at a time when the major disturbance was over, 
and things were generally much quieter.  When the B alarm list was first examined it 
contained 80 entries.  These comprised all the standing alarms (unacknowledged and 
acknowledged) plus all unacknowledged alarms that had reset.  At this point the B operator 
paged through the list to see if there were any alarms in unexpected areas.  He acknowledged 
a few of the alarms, but not very many. 
 

                                                      
45Note: This focused behaviour is quite different from the behaviour the researchers have observed in power 
station control rooms with control desks with many discrete analogue controls and displays and several VDUs.  
Here the operator tends to look round the desk and only change VDU graphics infrequently.  The alarm list is 
generally left on permanent display on one VDU. 
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This long delay before first looking at the alarm list tends to imply that the alarm list was 
really not of much use in the incident.  It appears to be flooding the operator with too much 
information, and distracting him from corrective action.  This also shows how the operator 
could miss an unexpected alarm if it was in a peripheral area of the plant which he was not 
checking regularly on the relevant area overview graphic.  This supports the reports from 
other sites of operators missing the unexpected alarm - which in some cases have had serious 
consequences.  
 
Of course the B operator was not totally ignoring the alarms.  He was seeing alarm statuses 
displayed on the graphics he brought up e.g. as valves which were shown to be in alarm etc.  
However, he was not seeing the alarms on the plant areas he did not scan or alarms which 
were displayed only on lower level detailed plant graphics.  Note that when operating in this 
manner the alarm hooter served no purpose except to distract the operator.  It did not appear 
to influence which graphics he called up.   However that the operator on the A plant said that 
the alarm system was useful once the main disturbance had settled down.  It drew his 
attention to where problems were still coming up. 
 
The trip on the A plant occurred at 14.15.  Approximate estimates of the numbers of alarms 
logged in the subsequent minutes are shown in the table below. The blanks in the table 
indicate that the researcher did not count the number of alarms printed in the log for that 
minute.  Nevertheless, a cursory examination of the log for the whole period showed that 
overall there were significantly less alarms on the A plant than on B - and certainly the hooter 
on it was going off less frequently.  However, there were still 65 alarms on A in the six 
minute period immediately after the upset.  The disturbance reached B later, but then there 
were 232 alarms in an 8 minute period followed by about 300 alarms in the next 9 minutes. 
 
At 16.01 there were still 32 alarms standing on the B plant.  At this time the operator was 
also being annoyed by the regular repetition of a single repeating alarm.  He was not provided 
with any facility for suppressing this.  Fortunately this did not flood the alarm list, but simply 
appeared as a single message that changed as the alarm status changed.  
 
One point made by the supervisor was that there tended to be more alarms on the B plant than 
on A because the design was newer.  There were more discrepancy alarms that came up, as 
was confirmed by examination of the log.  It was suggested that a number of the additional 
alarms had been introduced on B as a result of HAZOP reviews. 
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Time  Plant A Plant B 
14.13  3 
14.14  1 
14.15 13 1 
14.16 15 0 
14.17 4 1 
14.18 3 6 
14.19 10 48 
14.20 3 12 
14.21 17 21 
14.22  11 
14.23  73 
14.24  38 
14.25  23 
14.26   � 
14.27   � 
14.28   � 
14.29   � 
14.30  approx. 300 
14.31    
14.32    
14.33    
14.34    

 
Table 9  Numbers of alarms on Plants A and B following upset 
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Appendix 2 Examples of alarm 
improvement exercises 
 
This appendix describes alarm improvement exercises that were being carried out at some of 
the sites visited.  These exercises were of different levels of sophistication, but all illustrate 
that significant benefits were achieved for relatively low expenditures of effort. 
 

Example 1:  Small chemical plant 
 
One of the smaller chemical plant that was visited was controlled from a control room 
manned by two operators.  Two years after commissioning it was identified that the average 
alarm rate for the plant was 60-120 per hour. 
 
There was concern that this rate was too high, and in order to reduce it, one shift leader was 
set a personal objective of managing a review of the alarms and instigating work to reduce 
the average alarm rate by 90% within one year.  The shift leader involved other staff, such as 
operators, in achieving the target.  
 
At the time of the researcher’s visit about 20% of the alarms had been reviewed.  This had 
shown that the 90% reduction target was definitely achievable.  It was estimated that the 
project would take about 5-10% of the shift leader’s time over the year and cost about £5-
10K in DCS reconfiguration work.  It had been found that 75% of nuisance alarms could be 
eliminated with 10% of the effort required to eliminate all nuisance alarms. 
 
The way the shift leader approached the project was to circulate each shift to ask them to 
identify their common grouses on the alarm system.  In general the operators were keen to see 
the system improved. 
 
The most common complaint was about repeating alarms.  The alarm accept pads were worn 
out from constant alarm acceptance.  Repeating alarms were being tackled by widening 
deadbands and by use of de-bounce timers. 
 
The work also included: 
 
• = Putting deadband on every alarm derived from an analogue measurement; 
• = Changing alarm priorities from critical to advisory (originally all were critical); 
• = Eliminating some low value alarms; 
• = Defining “action after alarms” procedures for all alarms. 
 
The sort of nuisance alarms that existed was a low pressure alarm which occurred every time 
a water valve opened.  In reviewing such alarms the philosophy taken was that, whenever an 
alarm goes off, there should be a need for the operator to do something or check something.  
Existing alarms which were identified as events not requiring operator response were being 
eliminated.   
 
 
 
The alarm system changes were controlled under the plant’s formal modification procedure. 
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The Plant Manager was strongly of the opinion that the effort to improve the alarm system 
was well worthwhile. 
 

Example 2:  Chemical plant 
 
At a medium sized chemical plant, a recent exercise to purge nuisance alarms was reported.  
It had significantly reduced the problems.  This study was directed at just one plant area with 
a total of about 400 alarms.   
 
As a first stage, a program had to be written which would search through all the DCS 
software to see which programs generated alarms.  This was necessary because there was no 
single unified database within the DCS of software-generated alarms.  This program gave a 
printout of all the alarms.   
 
The second stage was a detailed review of the requirements for each alarm and the values of 
its alarm settings.  In this process about 30% of the alarms were eliminated. 
 
The total study took about 10-12 man weeks of effort.  Again this illustrates that significant 
improvement is possible at some sites for a relatively low expenditure of effort. 
 

Example 3:  Large chemical plant 
 
This site was going through a process of reviewing all their alarms and trips.  This process 
had started with a review of all trips.  An analysis form was being used.  It required the 
reason for the trip/alarm, the consequences of failure to operate, etc. to be stated.  Using this 
process it was possible to identify trips which could be removed - or which needed to be 
made more robust.  Also in this process all the alarms associated with the trips had been 
analysed.  Checks were made that there was a clearly defined action for the operator to carry 
out and there was time to carry it out.  This led to the removal of some alarms, the change of 
alarm settings, etc.  At the time of the visit all the trips and associated alarms had been 
reviewed and the site was starting on a process of reviewing all other alarms. 
 
This review process was generating a detailed database of the reasons for every alarm and 
trip.  It was expected that this database would prove extremely useful in future when 
considering system modifications as it provided a record of why the alarm or trip was there.  
For new projects the intention was to get all alarms and trips documented in this way from 
the outset. 
 
The site were also carrying out exercises to reduce the number of alarms.  One exercise was 
carried out some months prior to the visit when they did not have any electronic logs of the 
alarms.  In this exercise they spent 1 man week going through the paper logs of all the alarms 
that had occurred over a 2 week period.  A further 2 man weeks was spent analysing the 
causes for 50 repeating alarms, and trying to find ways of eliminating them.  At the time of 
the visit the site had a new DCS system and were able to dump an electronic log of alarms to 
PC and analyse it using standard PC database software.  This considerably speeded up the 
analysis of repeating alarms. 
 
In future the site intended to extend the use of mathematical risk-based methods to study the 
requirements for trips and alarms.  It was expected to lead to the installation of more 
automatic shutdown systems.  As a general principle the site considered it desirable to either 
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have manual operations or fully automatic operations, and to eliminate semi-automatic 
operations. 
 

Example 4:  Oil refinery 1 
 
A comprehensive review of the alarm system was in progress at one of the oil refineries that 
was visited.  This has included the following activities: 
 
Measurement 
 
Measurements were being made of: 
  
• = the total frequency (alarms per hour) of the “top ten” alarms; 
• = the total number of occurrences of the single most frequent alarm over a 30 day period; 
• = the number of alarms with a frequency of greater than 500 occurrences per month; 
• = the number of standing alarms on the alarm summary page on the DCS. 
 
This data was being collected on a monthly basis, and was being used to monitor the 
improvements that have been achieved.  For example, on the first of the plant that was being 
worked on, over a 9 month period, the following improvements had been achieved in the 
above four measurements: 
 
• = frequency of top ten alarms reduced from 16/hr to below 2/hr 
• = occurrences of most frequent alarms reduced from 2200 to below 300 
• = alarms occurring more than 500 times per month reduced from 12 to 0.1; 
• = standing alarms reduced from 70 to 9 
 
Though not measured at the time of the visit, consideration was being given to measuring the 
duration of standing alarms in order to identify those alarms which got left standing for a 
long time without being sorted out. 
 
It was noted that variability of the alarm rate measured over a short period was quite high.  At 
times there could be hundreds of alarms in a 20-30 minute period, at other times it could be 
very quiet. 
 
Alarm Blitz Days 
 
The above measurements identified the nuisance alarms that were either being annunciated 
too frequently or were too often found to be standing.  The next stage had been to arrange 
“blitz days” to try to work out ways of making them more meaningful and less of a nuisance.  
This involved a team of key people meeting together to agree the necessary changes, e.g. 
change limits, insert deadbands, identify a necessary equipment change, etc.  The alarm 
message was also reviewed.  Once the changes were identified, given a priority for 
implementation, and an individual allocated to carry them out, the normal modification 
procedures were followed in order to implement the change. 
 
 
 
 
Reprioritisation 
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Originally all alarms were of the same priority (i.e. high).  A reprioritisation exercise was 
being carried out to reclassify alarms into three priorities i.e. emergency, high or low.  This 
classification was primarily based on how quickly the operator should look at the alarm in 
order to prevent a trip.  All alarms should relate to situations that do require an operator 
response, and any alarms not requiring this were identified either for deletion or for 
reclassification as events (i.e. to be logged but not shown to the operator).  At the time of the 
visit the review had covered 2034 alarms on two plants. 
 
The reprioritisation was consisting of four phases: 
 

Scouting:  A phase in which each shift was allocated a number of the alarms to 
review. Typically one or two operators on each shift worked together on their 
assigned alarms.  They were to be categorised as Emergency, High, Low, Delete or 
Not understood.  Of the 2034 alarms reviewed, at this phase 14% were provisionally 
classified as emergency, 30% high, 46% low, 3% to be deleted and 8% unknown.  
This review took about 3 weeks.  
 
Review Emergency Alarms:  In this phase, the provisionally classified emergency 
alarms were reviewed by all shifts.  This led to 63 of the 285 alarms provisionally 
classified as emergency being reduced to provisionally high priority. 
 
Review High Priority Alarms:  In this phase the alarms provisionally classified as 
high priority were reviewed by all shifts.  About 40 were reclassified as emergency, 
and another 40 reduced to low. 
 
Review Low Priority Alarms:  This has involved the review of 1370 alarms 
provisionally classified as low or undecided.  The low priority alarms were not going 
to be displayed on the alarm summary list, but would be displayed on other graphics 
that could be brought up. 
 

The last phase was turning out to be a difficult phase, as, on a second review, operators were 
tending to want quite a lot of alarms moved up from low to emergency or high.  The situation 
at the time of the visit was 700 alarms which were commonly accepted as low priority, 700 as 
high/emergency, and 700 where there was a wide range of views.  The sort of problem arising 
in this phase was where one operator classified an alarm as to be deleted, and another 
operator classified it as emergency. This may be because the second operator has actually had 
experience of the alarm occurring in practice. 
 
It was noted that the low priority alarms that occur at the start of a trip could be relevant in 
identifying the cause of trip, so there was some loss in functionality in taking these off the 
summary page.  However, if the operator did wish to examine these he could do so on the 
alarm and event log. 
 
Despite the difficulties in the latter stages, the exercise was seen as very useful and 
successful.  A key point from the procedure was to identify those alarms which an operator 
must deal with first in an emergency.  They have to deal with all alarms eventually, but low 
priority alarms should be those that can be safely ignored until the initial disturbance is over. 
 
Coupled with the reprioritisation work, a review of operating procedures was taking place.  
The operator was now required to look through the standing alarms on the alarm summary 
page at the shift changeover, and look through the standing low priority alarms on a defined 
frequency.  There was also an exercise in progress to review the operating instructions 
relating to emergency alarms and what they implied in terms of operator skills and training. 
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Example 5:  Oil refinery 2 
 
One of the oil refineries visited had been involved in a significant exercise to improve the 
performance of the alarm system for over two years.  This had come about partly as a result 
of the Milford Haven incident referred to in Volume 1, partly because of involvement in a 
study involving a number of the company’s plant in several countries.  A site survey carried 
out for this study had identified a number of concerns, and this had encouraged the site 
management to initiate an alarm system improvement programme.  There had been a clear 
and continuing recognition of the importance of alarm systems by senior management at the 
site. 
 
Management of the process 
 
Work on alarm system improvement had started at the end of 1994.  It took some time to 
develop a strategy during 1995, and then the improvement work gathered momentum during 
1995 and 1996.  Considerable work was still in progress at the time of the visit and a target 
has been set to document all Priority 1 and 2 alarms on Alarm Summary Forms by the end of 
1997 (see below). 
 
There was central direction of the improvement process from the Operations Management 
level.  This had been channelled through a Site Alarm Group which had defined what the 
alarm philosophy should be, put together an alarm management system and cascaded this 
down to the Plant Area Work Groups.  These Work Groups comprised: 
 

• = the Operations Supervisor; 
• = a Shift Leader; 
• = a DCS Systems Engineer; 
• = an Instrument Engineer; 
• = a Performance Engineer; 
• = a representative of each other Plant Area Work Group. 

 
The Performance Engineer was key as he/she understood the operating constraints and knew 
which operating limits should not be exceeded.  The site Safety Department was involved 
where necessary - though in fact the exercise had not been needed significant involvement 
from them.  In addition the company was networking world-wide on alarm improvement 
activities. 
 
The Plant Area Work Group met monthly for each area to review frequently occurring 
alarms, standing alarms and disabled alarms. The objective was to make alarms more 
meaningful and more specific. Ideally they wanted just one alarm from one event.  Once the 
review process became well established it was found that these meeting only took perhaps an 
hour.  They took place in the control room so that problems could be demonstrated.  Actions 
of the meeting were recorded.  Typically the Performance Engineer would review any limit 
changes that were proposed.  Mini HAZOPs46 had been carried out on proposed changes 
when this had been thought necessary. 
 

                                                      
46 Comment was made that in the past HAZOPs did result in extra alarms being added.  However, because of the 
alarm improvement process, there was a much better understanding on the site of the philosophy of what things 
should be alarmed and this had reduced the proliferation of alarms. 
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A key of the alarm improvement process had been to fully involve all staff and in particular 
the operations staff.  Effort had been made to explain the objectives of the exercise to all staff 
and to encourage them to become committed to its success. 
 
It was noted that the success of the alarm improvement work had largely been due to this 
change in attitude on the site.  In the past, work on alarms had been done on an ad hoc basis 
as and when problems arose.  There had been no organised and concerted effort to improve 
alarms and no company guidance to do this. 
 
In fact the improvement process had not proved very expensive in terms of resources.  Most 
effort had gone in setting the policy, establishing the working groups, etc.  A lot of the work 
had been fitted in between other general operations activities.  Operators were able to put 
effort in on shift to identify nuisance alarms and review how to improve them.  This was 
possible even though the operators were quite busy. 
 
At the time of the visit the view was that they had reached a point where most of the simple 
changes had been made and they had to invest to continue the improvement.  For example, 
hard-wired alarms which were wrongly set as Priority 1 had to be re-engineered as status 
inputs into the DCS, etc.  Also there was a need to consider developing logic to suppress 
certain alarms in particular operating conditions. 
 
The site were using some advanced tools on a “trial” basis and were considering 
implementation of others.  However, the priority had to be to ensure that alarms had a reason 
for being there, had a defined operator response and were properly documented.  Only when 
that basis was established were advanced tools likely to be beneficial.  The priority was good 
engineering and good housekeeping. 
 
Measurements 
 
At the start of the improvement process in Jan 1995, the following measurements were made 
of numbers of standing alarms and average alarm rates in two different plant areas: 
 

 Standing alarms Alarms per hour 
 Priority 1 Priority 2 Priority 1 Priority 2 

Plant Area 1 8 20 1 47 
Plant Area 2 9 23 0 113 

 
Table 10  Measurements of alarms on Oil Refinery 2 

It was noted that 40 of the 47 alarms came from a single point, as did 111 of the 113 alarms. 
 
Alarms were analysed by dumping them to a PC and then using a word processing sort.  The 
analysis provided data on the most frequent alarms in the last month.  It highlighted the 
nuisance alarms which were then reviewed by the Work Groups. 
 
At the time of the visit the numbers of standing alarms and alarm rates had been very greatly 
reduced from the above figures.   Typically there were only one or two standing alarms and 
alarm rates were in single figures per hour. 
 
Alarm Summary Forms 
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At the time of this visit the site were in the process of documenting all alarms on alarm 
summary forms.  This form included the following information: 
 
• = alarm title; 
• = tag number;  
• = alarm type (i.e. hardware or software); 
• = priority; 
• = alarm  limit setting; 
• = direction (i.e. rising, falling or deviation); 
• = alarm basis (i.e. a brief statement of the intent of the alarm); 
• = possible causes; 
• = appropriate operator responses; 
• = details of setting changes; 
• = reasons for setting changes; 
• = signatures of people requesting the change, reviewing it, authorising it and implementing 

it. 
 
Thus in this documentation process each alarm had to be examined to see if it was required 
and properly implemented.  An operator response had to be defined.  Changes had to be 
justified and approved. 
 

Example 6:  Power station 
 
One of the power stations that was visited had been commissioned 2 years earlier.  
Considerable work had been done on the optimisation of the alarm system since then and was 
still very active at the time of the visit. 
 
Management of the process 
 
Alarm system performance had a high profile on this plant.  The management did consider it 
worth spending money and effort to reduce the alarm load on operators because of both the 
safety and the commercial implications.  The Production Manager was a particularly 
committed champion of the work.  Each week he was given a graph of number of alarm 
annunciations and he expected to see a downwards trend.  It was not the number of alarms in 
the system that mattered, it was the number of annunciations.   
 
A key element of the improvement process had been to involve all concerned parties.  This 
included Operations staff, DCS specialists, engineers from the company Engineering Centre 
and the Systems Engineers.  The latter were engineers on site with overall technical 
responsibility for particular systems.  For example the Feed Pump System Engineer is 
responsible for electrical, mechanical and instrumentation of the feed pumps.  There are 110 
such systems and the System Engineers were key players in the improvement process. 
 
To start with in the improvement process there had been a lot of counting of alarms, putting 
them into a database, finding the top 10 or top 20 per hour, per week etc.  Initially this had 
been done every day, but at the time of the visit it was only being done once per week.  The 
every day count was good at identifying the alarms which occurred repeatedly over a short 
period47. 
 
                                                      
47 The data logging did not include shelved alarms.  These were regularly reviewed as part of the normal 
operations procedures. 
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Modification procedure 
 
The site operated a very formal modification procedure.  This was applied to all changes to 
the alarm system - even minor ones such as deadband changes.  For example, if an alarm was 
frequently exceeding its limit, there would be a careful review of whether it was more 
appropriate to raise the alarm limit or lower the control set point.  The modification 
procedure could mean that it took some time to implement changes, but did ensure that the 
safety implications of changes were not overlooked. 
 
The first stage in improving alarms had been for engineers on site to carry out an in-depth 
review of the alarms on each major item of plant.  This review document was formally 
structured with the following sections: 
 
• = System title; 
• = System description (e.g. as shown on a particular graphic); 
• = Boundaries.  This section listed the titles and tag numbers of all the alarms for the system 

and gave the count of the number of times they had occurred in a measurement period; 
• = Alarm necessity.  This reviewed whether all the above alarms were necessary, and if not, 

why not; 
• = Priority and recipient classification.  This reviewed whether the alarms were of the correct 

priority, whether they should be alarms or just status indicators on plant graphics.  It also 
reviewed whether the alarms went to the correct recipient (i.e. the operator, the supervisor 
or others); 

• = Grouping logic.  This reviewed whether any of the alarms should be grouped, and whether 
any existing grouped alarms were appropriate; 

• = Other logic.  This reviewed whether any other logic was needed, e.g. averaging, the 
selection of the highest or lowest of a group, etc.; 

• = Time delay.  This reviewed whether a de-bounce timer (see Appendix 10) should be added 
to any of the alarms; 

• = Alarm limits and deadbands.  This reviewed whether these were appropriately set. 
• = System status logic.  This reviewed whether the priority of any of the alarms should be 

automatically downgraded according to the operating state of this system; 
• = Plant mode logic.  This reviewed whether the priority of any alarms should be 

downgraded according to the overall plant operating mode, e.g. shut down, starting-up, at 
load, etc.; 

• = Major event logic.  This reviewed whether any alarms should be suppressed in major 
events, e.g. plant trips; 

• = VDU graphic changes.  This reviewed whether the alarms were properly displayed on 
plant mimics or other graphics; 

• = Recommendations for plant modifications.  This reviewed whether any plant re-
engineering was necessary, e.g. relocating an instrument; 

• = References.  This gave references to other relevant documentation (e.g. action after alarm 
procedures); 

• = Unresolved issues. 
 
This review was submitted to the Design Department in the company’s Engineering Centre 
which made proposals for how the system should be modified.  These were then reviewed by 
the site engineers.  If acceptable, the Design Department produced a software specification 
and raised a formal Modification Approval Form.  This identified every change required 
including which operating procedures and drawings had to be updated.  Once approved, the 
modification was tested off-line before being loaded into the DCS and tested on-line. 
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Whilst this overall improvement process was controlled quite formally, it was recognised that 
the initial setting of strategy and the later consideration of options for dealing with particular 
problem alarms did require open and informal discussion in which ideas were allowed to 
flow freely.  For this reason the meetings of the alarm improvement working groups were 
generally held in a coffee lounge. 
 
Bulletin Board 
 
As part of the alarm improvement exercise, a bulletin board on alarms was introduced on the 
company e-mail system.  It was considered to be very successful and, in the 9 month period 
between its instigation and the visit, it had had about 150 entries from Operations staff, 
Designers, System Engineers, etc. 
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Appendix 3 Review of alarm 
causes 
 
This appendix provides information of the results of three brief reviews carried out with 
operators on the reasons for particular alarms.  It is suggested that the reviews provide a 
rapid way of obtaining an insight into the potential for alarm reduction. 
 
One method of quickly assessing the performance of an alarm system is to carry out a survey 
of standing alarms and the reasons for them. Such an assessment of standing alarms was 
carried during the site visits to a power station and to a small chemical plant.  A similar 
assessment was carried out at a new chemical plant where the alarms that had occurred in a 
specific period were reviewed.   
 
Each assessment took less than half an hour, and was performed by going through the alarms 
with the desk operator.  The limited time available meant that a full explanation was not 
obtained for every alarm.  Also, due to the unfamiliarity with the plant, some of the 
explanations recorded may be slightly incorrect.  Nevertheless, it is considered that the 
assessment provided a reasonable overall view of the number of spurious alarms, and also 
how vigorously maintenance work was being carried out to remedy alarms due to plant faults.   
 
The results of these assessments are given below. 
 

Power station 
 
When the researcher visited the control desk of this power station there were 5 standing 
urgent alarms and 23 standing non-urgent alarms on the alarm fascias.  The operator gave the 
following explanations for the 5 urgent standing alarms and 16 of the non-urgent standing 
alarms: 
 
1. Four urgent alarms that were expected to be standing in the current operating state and 

provided a reminder to the operator.  (urgent, status indication) 
  
2. One urgent thrust wear alarm.  This signal tended to fluctuate, and observation of other 

indications on the desk showed that it was still a long way from the trip level.  It was 
thought to probably be due to some instrument fault.  (urgent, undiagnosed) 

  
3. One vibration level high alarm.  This was an unusual alarm that had only come up in the 

previous 2 days, and did indicate potential problems on the bearings that could result in 
plant damage.  The alarm was in the process of being actively investigated by engineering 
specialists.  (active) 

  
4. One chemical alarm that was expected in the current operating state.  (status indication) 
  
5. One high superheater temperature alarm.  This came up several times when the researcher 

was at the desk.  However, examination of the temperature trends on the VDU showed 
that the temperature was very close to its normal set point.  This alarm could either be due 
to a problem with the thermocouple generating the alarm or with the thermocouple used 
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for control.  In the operator’s view it was the fault was with the alarm thermocouple.  
(undiagnosed) 

  
6. Two coal flow failure alarms.  These were thought to be due to the sensors that were used 

to measure coal flow through the feeder having worn out.  These faults had been reported 
and were awaiting repair.  Other measurement indicated that coal flow was satisfactory.  If 
it was not, the coal/air temperature rising alarm would come up and the very urgent light 
would flash.  The operator would then take corrective action.  The faults on these alarms 
could only be repaired with the mill out of service, and this was not expected for some 
time - during which period the coal flow failure alarm was expected to remain standing.  
(awaiting repair) 

  
7. Two alarms due to equipment faults.  A fault report was thought to have been raised on 

these alarms.  (awaiting repair) 
  
8. Two fuse fault alarms awaiting repair.  (awaiting repair) 
  
9. One windbox bypass alarm.  This had been reported as a fault.  (awaiting repair) 
  
10. One smoke density alarm.  This came up several times when the researcher was at the 

desk and it occurred whenever precipitator rapping was in progress.  It only occurred with 
certain of the more dusty coals.  If the alarm came up when rapping was not in progress it 
would be indicative of problems that would need attention.  Thus some logical processing 
to suppress the alarm when rapping was in progress might be beneficial.  (status 
indication) 

  
11. Five flap not closed alarms.  Each of these flaps should be open when the respective plant 

item is running and closed when it is stopped.  If they are not in their correct state in either 
operating mode, then they would have to be investigated by the assistant operator.  In this 
case the plant was running and the alarms were in their expected state so no action was 
required.  Ideally the status signals from these flaps should be logically combined with 
plant item running signals to generate meaningful alarms.  (status indication) 

 
Thus of the 21 alarms in the above list: 
 
• = One indicates an operational problem under active investigation (3) 
• = Five appear to be indicative of plant status rather than problems needing attention (1 and 

4) 
• = Two are undiagnosed faults (2 and 5) 
• = Seven are defects awaiting repair (6-9) 
• = Six are status indications where suppression logic may possibly be of value(10 and 11). 
 
This indicates that there appears to be some real scope for reducing the number of alarms 
using the techniques described elsewhere in this report.  
 

Small chemical plant 
 
One of the smaller chemical plant that was visited had a hard-wired alarm annunciator that 
showed 80 alarms.  When visited, five alarms were standing on the annunciator.  The 
researcher talked through the reason for these with the operator, as follows: 
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1. Effluent tank level high.  This was the standing level in a tank that was waiting to be 
emptied. 

  
2. Reactor feed pressure low.  This alarm would normally indicate that a feed pump was not 

running, but actually there had been a fault on the pressure switch for the last two months.  
The operator was not concerned about it as he had two pumps in service and could get 
enough flow with just one pump. 

  
3. Override switch on.  This was a defunct alarm that had not worked for a very long time.  It 

could be disconnected, but the permanent ‘on’ alarm was not considered a nuisance. 
  
4. Burner air flow low.  This low air flow alarm was due to a faulty instrument.  The 

operator would be concerned if the air flow was actually low, but the instrument was 
known to be unreliable.  There were other instruments for showing that the reaction was 
going satisfactorily, and in addition a visual check could be made. 

  
5. Pump stopped.  This was a status indication from a pump that had been shut down. 
 
Of these five alarms it is seen that: 
 
• = Three are defects awaiting repair (2, 3 and 4); 
• = Two are status indications. 
 
Again this suggests that there may be scope for reducing the number of alarms that occur.  
Whilst the alarm rate is low at this plant, reduction might be desirable because the operator 
often works outside the control room, and spurious alarms are a real nuisance. 
 

New chemical plant 
 
The following comments were made by an operator at a chemical plant when talking through 
some of the alarms that he had filled in on the “How many alarms are useful?” questionnaire 
(see Appendix 6).  The comments in brackets after the alarm title are the rankings he gave the 
alarm in the questionnaire: 
 
1. Data link fail  (ticked as “Nuisance” on questionnaire) 
 This alarm came from a data link between the DCS and some PLC’s.  It had been 

occurring repeatedly over the previous two months, but the engineers had neither been 
able to trace the cause of it nor to inhibit it.  Investigation work was urgent to be done in 
the next plant outage. 

  
2. Tank outlet temperature high    (Nuisance) 
 This alarm came from a probe that was known to be faulty.  A replacement probe had 

been on order for 6 months.  The alarm was intermittent at a random frequency. 
  
3. Temperature deviation   (Little Use) 
 This was an alarm on the deviation between a measurement and its set point.  The alarm 

always came up at the start of the sequence and required no response (though it did inform 
the operator that the particular sequence was starting).  The alarm would be operationally 
significant if it occurred in the middle of the sequence.  It was recognised that the spurious 
annunciation of this alarm could be cured by including timing logic in the software, but it 
was not considered enough of a nuisance for the operators to raise a modification request. 
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4. Actuator answerback  (Action and Nuisance) 
 This was an “answerback” alarm which showed that the actuator had tried to start, but 

failed.  When it first occurred about a week previously, it was very significant as it 
indicated that the actuator seal had failed.  The actuator was now locked off, and the alarm 
was just a nuisance.  The alarm came up twice per batch.  A major shutdown was needed 
to repair the actuator and this would probably not be for a couple of months or so. 

  
5. Low feed flow   (Action) 
 This was a useful alarm.  When it had come up the operator had stopped a pump. 
  
6. High temperature   (Nuisance) 
 This alarm originated from the interlock system.  It was coming from a temperature which 

was controlled in the DCS to a set point below the high temperature limit.  There were 
calibration differences between the DCS and the interlock system measurements, and the 
interlock system was detecting the temperature to be in alarm.  This alarm occurred every 
6-7 hours.  It could be cured by a minor re-calibration of the instrument used by the 
interlock system, but this was not considered urgent.  The operator would have to ask the 
instrument engineer to do the work, but it would not need to go through the modification 
procedure. 

  
7. Valve answerback   (Nuisance) 
 This alarm occurred whenever the particular valve was opened, and was due to the valve 

being slow to open by a few seconds.  Other similar valves had discrepancy timers set at 
80 sec .  The timer on this one has been increased to 90 sec, but the valve seemed to take a 
little longer than that.  Operationally it would not matter if the valve took even longer to 
open even as long as 5 min, but there was resistance from the safety department to 
increasing the time beyond 90 sec.  The alarm occurs 2-3 times per hour, but it was not 
perceived as a real nuisance.  It was noted that the alarm had some value as it did indicate 
to operators on this plant when operators on a connected plant were operating the valve 
(though this information will be lost once maintenance work is done to free up the valve). 

  
8. Acid flow end  (Check and Nuisance) 

This alarm occurred every batch and indicated the end of a particular phase in the 
automatic sequence.  It would be critical if the alarm did not come up, so the operator had 
to check that it did, but it was a nuisance to have to remember to do this.  This is an alarm 
which might usefully be redesigned to sense the failure of the sequence phase to complete 
within the correct period. 

 
It is seen that of the eight alarms: 
 
• = One was operationally useful and resulted in action from the operator. (5); 
• = One was awaiting investigation (1); 
• = Four had been diagnosed and were awaiting maintenance (2, 4, 6 and 7); 
• = Two provided some information but in a inconvenient form and would benefit from 

redesign (3 and 8); 
 
Overall this small sample suggests that significant reduction in the number of alarms is 
possible at this site without loss of operational information. 
 
One interesting aspect in this data and the data from the power station example is the number 
of alarms that are due to faults which are awaiting maintenance.  It  raises the question of 
how these should be dealt with.  Perhaps the operator could benefit from a facility for re-
prioritising these into a category of “awaiting maintenance” which would not be normally 
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annunciated as alarms, but would be shown on graphics and could be observed on demand 
(like shelved alarms - see Appendix 10). 
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Appendix 4 Improving 
operating procedures 
 
This appendix describes work going on at one of the plants that was visited to improve the 
operating procedures and other support tools provided to the operators. 
 
One plant visited had identified a need to improve their operating procedures.  Using 
consultants they developed an improvement programme which was being applied across all 
the various plant at the site and involved looking at all operating and maintenance tasks.  It 
had the following stages: 
  
1. Draw up an inventory of the tasks that people carry out.   
  
2. Carry out Task Analysis.  This involved identifying, by discussion among the operators 

and others, the best practice way of carrying out the task and then writing down a step-by-
step analysis of the task. 

  
3. Based on the information generated at step 2, carry out a hazard assessment to identify the 

potential consequences of doing the task incorrectly.  Particular attention was paid to 
situations where a single mistake could result in a hazard being realised.  The reference 
task and hazard assessment was then reviewed by technical specialist to ensure that no 
hazards have been missed and that the “best practice” did not introduce other problems 
which operators might not be aware of. 

  
4. When 2 & 3 were agreed, a training specification for the task was identified which 

included specific knowledge/understanding as well as competency required to be able to 
carry out the task. 

  
5. With 2 & 3 agreed, develop the necessary job aids.  These might be  specific checklists or 

documents, or, for tasks carried out on the DCS, task related formats.  A key part of this 
process was that it involved a culture change among the operations staff.  The company 
was wanting them to identify the tools that they need to carry out the job properly. 

 
This process was being applied both to the outside operations and to control room operations.   
 
A typical job aid that had been developed was the sheet for an outside operation that had two 
different variants.  Sometimes operators did not carry out the plant operations appropriate to 
the correct variant.  The job aid showed in red and in blue the particular plant items that had 
to be operated for each variant.  This was not intended as a full descriptive procedure of what 
actions needed to be carried out.  It was an aide memoire for operators who basically knew 
what was required and could quickly use it to check that they had done all the steps. 
 
For the control room operations they were starting with the response to abnormal plant 
conditions, and in particular with those indicated by high or emergency alarms.  The best 
practice Reference Task Analysis was being built by talking to different operators who had 
actually seen the alarms and had to respond to correct the situation.  In fact they had found 
that, for the one plant dealt with at the time of the visit, the emergency alarms could all be 
covered by 37 Reference Tasks which either had a common start point or a common operator 
response. 
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Task-based VDU graphics had also been developed as job aids when responding to specific 
alarms.  This graphic included trends so that the operator could identify if the alarms was 
genuine, mini-faceplates for the relevant control loops and text indicating the key steps to be 
carried out in response to the alarm. 
 
Another graphic that was being developed was a critical operating envelope graphic.  This 
would show the key plant parameters on a single graphic.  When one of these was in alarm, 
this would be highlighted and a single operator action would bring up the corrective action 
necessary to bring the plant back within the normal operating envelope.  This graphic would 
come up automatically on a particular VDU screen whenever an alarm occurred on a key 
operating variable.  There were associated logs to show when the variables went into and out 
of alarm which will provide a record for subsequent analysis. 
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Appendix 5 Analysis of 
operator questionnaires 
 
This appendix describes the questionnaire survey of operators that was carried out and 
provides an analysis of the results that it gave.  It is suggested that a questionnaire like this 
provides a useful tool for assessing alarm system performance.  If this one is used at other 
sites, then comparisons can be drawn with the “industry average” results given here. 
 
As part of the project a questionnaire survey was carried out of desk operators.  This was not 
achieved at all sites visited, but 13 sites were able to participate.  Each site was requested to 
ask around ten operators to fill in the questionnaire.  In practice this turned out to be a 
demanding requirement which many sites were not able to achieve.  In total 96 questionnaires 
were filled in and returned. 
 
After initial drafting, the questionnaire was sent to most of the sites to be visited. After a 
couple of visits, results from these initial questionnaires were received and were analysed.  
This led to some enhancement of the questionnaire, and the revised questionnaire was sent 
out to all sites remaining to be visited.   
 
As a result of this there are two different sets of completed questionnaires.  The approach 
taken in the tables below has been to include data on the answers to the questions given in the 
second questionnaire.  Where the same questions were asked in the first questionnaire, these 
have been included.  Where the question was changed, the results of the first questionnaire 
have in general been neglected (though comments will be included in the following notes 
where appropriate).  The number of operators responding to each question (“Num ops”) is 
given in the tables below. 
 
The questions in the second questionnaire were rather more detailed than in the first 
questionnaire (taking 4 pages rather than 3).  Also the second questionnaire included the 
“How many alarms are useful?” form at the end of it.  This form and the analysis of the 
results from it are presented in Appendix 6.  This form had to be filled in at the control desk 
and generally took some time (several hours in some cases).  Consequently it was a rather 
larger task to complete the second questionnaire than to complete the first, and this may have 
influenced why the second questionnaire did not appear to get the response that the first 
questionnaire did.  In hindsight it may have been preferable to have separated the “How many 
alarms are useful?” form from the main questionnaire and asked the surveys to be carried out 
independently.   
 
Despite these limitations, the operator survey is overall considered to have been extremely 
successful.  It has provided a large body of data on operator opinions.  It also has resulted in 
the development of a questionnaire that can be used at other sites to measure operators’ 
opinions of their alarm system and to compare this against the “industry average” results 
reported here.  Of course the existing questionnaire could be improved further, but it is 
thought to be an effective measurement instrument even in its current form. 
 
The second version of the questionnaire is attached below in this Appendix.  It has been 
“filled in” with overall results of the survey.  Sometimes these are counts of the number of 
tick in the boxes, and sometimes these are averages of the numbers filled in by the operators.  
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Averages are shown in bold.  For example, the answer of  6 years 7 months filled in to 
Question 2 (on the number of years worked with the present alarms system) is the average 
figure from the 96 operators who answered this question.  On the other hand, the number 
35½ in the “Very good” box of Question 3 is the number of ticks put in that box by the 
operators (the half indicated that one operator put a tick in two boxes). 
 
More detail of the results is given in the spreadsheet printouts given below.  These give the 
breakdown of responses by company (and plant - where appropriate).  Note that some 
numbers in the spreadsheets are shown against a grey background.  This indicates that one or 
more operators gave an imprecise answer to the question and some estimate has been used.  
For example, if an operator indicated an average alarm rate of 100-200 per hour, this would 
be estimated as 150.  Similarly, where an operator said that the number of alarms in the first 
minute after a trip was “high” or “hundreds”, this was estimated as 100. 
 
A discussion of the answers to each question now follows. 
 
Question 1:  What is your job, and on what plant/unit? 

There were often several different plant with different types of alarm systems at the 
same site.  This question was necessary to enable the questionnaires from the 
different plant to be separated. 

 
Question 2:  How long have you worked with the present alarm systems? 

There was quite a range of answers to this question, ranging from an average of 8 
months for operators on plant 3A to 12 years on Plant 5.  However, a number of the 
shorter periods were associated with a refurbishment of the alarm system or were 
recorded on new plant.  Often the operators at these sites had considerable operating 
experience with the earlier alarm system or on another plant.  Ideally the question 
might be split into one about experience as a desk operator, and another about 
experience with the existing alarm system. 
 
The average answer across all 96 operators at all sites to the question as posed was 
over 6 years.  This implies that the operators in general were very experienced at 
their job. 
  

Question 3:  How well do the alarm systems support you in normal steady operation? 
The operators in general considered that the alarms systems were OK or very good in 
the support they provided in steady operation.   
 
A notable point is that Plant 3B achieved the best response to this question, and 3A 
the worst.  These were two closely similar plant, but a new alarm system had recently 
been installed on Plant 3A, and this, at the time of the survey, was still experiencing 
commissioning problems. 
 

Question 4:  How well do the alarm systems support you during plant faults or trips? 
The response to this question was in general very much less positive than the 
response to Question 3.  The alarm systems were rated as poor by 20% of operators 
and very poor by 8%.  It is suggested that this response was due to the high alarm 
loading that was common on plant after a major upset. 
 
The response to this question reinforces the authors’ view that alarm system 
performance following plant faults is unsatisfactory at a number of the sites.  Plant 
faults and trips in general present a period of particular challenge to the safety of 
plant as many changes in operational status of plant items are expected to occur, and, 
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if they do not, hazards can arise.  It is especially important that the alarms systems 
should perform well in such situations. 
 
One result against the general trend is at Plant 1 where the operators rate the alarm 
system as better in supporting operation during faults that in steady state.  The 
responses to Question 12 indicate that the alarm load is high at this site after a plant 
trip, so this response seems surprising.  Perhaps the reason is that this is a site where 
there is currently an active program of work to improve the alarm performance at 
steady state, and consequently operators are more focused on the limitations in 
steady state performance than on those post-trip.  

 
Question 5:  What about the number of alarms in the system? 

In general the operators felt that the number of alarms was “many but necessary” or 
“too many”.  A small number of respondents indicated that the number of alarms was 
“few but adequate”.  There was no response on any plant that there were “too few” 
alarms. 
 
This result confirms the authors’ impression on the site visits that it is rare for 
operators to complain that alarms are missing on variables that should be alarmed.  
Even on one site which had an alarm system which was over 20 years old and where 
a comment was made that there would be more alarms on a more modern plant, this 
was not seen as a major concern as the all the really key variables were alarmed.  
Sites should of course be continually vigilant to ensure that alarms are not missing, 
but the conclusion from the above is that over-installation of  alarms is a much 
greater problem. 

 
Question 6:  How many alarms do you get in normal steady operation? 

The range of answers to this question was very high ranging from under 4 per hour at 
Plant 4 to over 90 per hour at Plant 11.  The average across all sites was 34 alarms 
per hour. 
 
It might be expected that, if there was a very high alarm rate in normal steady 
operation, then the operators would consider that the alarm system was giving poor 
support, i.e. there would be a correlation between the response to Questions 3 and to 
this Question 6.  In fact a statistical analysis did not indicate there to be any real 
correlation. This indicates that there are factors other than alarm rate which affect the 
operators’ opinion of the support that the system gives them. 
 
Note that the results to this and other numerical questions must be treated with some 
caution.  Operators will only be making approximate guesses at the alarm rate.  In 
any more detailed examination of alarm system performance at any particular site it 
would be preferable to collect real data on alarm rates. 

 
Question 7:  How often do you find that an alarm that comes up is a repeat of an alarm 
you have already seen in the last 5 minutes? 

In the first version of the questionnaire the question asked was “How many 
‘repeating’ alarms do you get in a shift?”, with boxes to tick labelled 1-10, 10-100, 
100+.  The response to that questions indicated that there generally many repeating 
alarms.  In order to identify more precisely the extent of the problem, the question 
was rephrased as above.   
 
The spreadsheet results show that about two-thirds of respondents indicated that over 
40% of alarms were repeats of alarms they had seen in the previous 5 minutes.  
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Another way of looking at the results is to combine them by weighting them 
according to the average of the box range (i.e. a tick in a 40-70% box gets a 
weighting of 55%).  This suggests that on average about 51% of alarms are repeats of 
alarms that occurred in the previous 5 minutes. 
 
This confirms the view that repeating alarms are a major cause of nuisance to 
operators and suggests that alarm rates might perhaps be halved if it was acceptable 
to eliminate the repeat annunciations from the operator displays. 
 
Note again that if a site were fitted with a suitable data logging package, it would be 
very easy to measure real data on the percentage of repeating alarms rather than rely 
on operator impressions. 
 
Note that the extent of the problem with repeating alarms does vary from site to site.  
For example, Plant 3B has a weighted score of 25% repeating alarms compared with 
79% for Plant 2.  Plant 3B is a site where considerable effort has been made to deal 
with repeating alarms by careful setting of deadbands, use of de-bounce timers, etc.  
The data suggests that this has been beneficial. 

 
Question 8:  Do you suffer from the following ‘nuisance’ alarms?  Alarms which are 
wrongly prioritised?  Alarms from plant which is shut down?  Two or more alarms 
occurring at the same time that mean the same?  Alarms occurring in a trip which are 
only relevant in steady state? 

This question was intended to identify which were the most common forms of 
nuisance alarms (apart from repeating alarms).  The results suggest that, of the four 
types listed, alarms from shut down plant are the most common, and two alarms 
meaning the same are least common.  This would suggest that development of logic 
to suppress alarms from out of service plants is likely to be quite beneficial. 

 
Question 9:  What proportion of alarms are really useful to you in operating the plant? 

Most (82%) of the operators consider that most alarms are useful to operating the 
plant. This appears to conflict with the above comments regarding nuisance and 
repeat alarms.  However, it can possibly be interpreted as meaning that most alarms 
are useful if they occur for real - i.e. are not repeating, are not from shut down plant, 
etc. 

 
Question 10:  Do you fully understand each alarm message and know what to do about 
it? 

Operators should understand all alarm messages and be clear what to do about them.  
It is a concerning result that only 37% of operators indicate this.  It suggests that all 
sites with the exception of Plant 4A (which only has hard-wired alarms) do have 
some alarm messages which are unclear and need review. 
 

Question 11:  Consider a normal operating situation and 10 typical alarms.  How many 
of the 10 alarms:- .... 

This question is trying to obtain similar information to that obtained in response to 
the “How many alarms are useful?” form given at the end of the questionnaire and 
discussed in Appendix 6.  The results are in a slightly different format as four 
categories are used rather than five.  However, given that these results are based on 
operators’ impressions, whereas the forms that were filled in were records of their 
actual response to specific alarms, the comparison is close.  It suggests that 
somewhere between 23% and 50% of alarms might be capable of being eliminated. 
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Question 12:  How many alarms would you get during a large plant fault or trip? 
In general there are a large number of alarms after a major plant upset, on average 89 
in the first minute, 73 in the next ten minutes, and 77 in the next hour.  Even these 
figures may be under-estimates  as quite a lot of the answers were comments such as 
“hundreds”, “too many to count”, etc. and these have been estimated as 100.  It 
would seem, therefore, that it is common for alarms to be displayed after a big upset 
at a rate which is too large for the operator to assimilate. 
 
There is one exception to the general rule, namely Plant 4 where there are only 11 
alarms in the first minute, 4 in the subsequent 10 minutes, and 3 in the next hour.  
This alarm load would seem quite manageable.  Note that this plant is a small batch 
chemical plant, and it is unusual for there to be major disturbances which have a 
widespread effect on the whole plant.  Disturbances tend to be confined to a limited 
plant area. 
 

Question 13:  Do you keep an alarm list display on permanent display during a large 
plant fault or trip? 

About 45% of the operators did not keep an alarm list on permanent display in a 
plant upset.  On some of the smaller plant (e.g. Plant 5) this was because an alarm list 
display did not exist.  On other plant it is speculated that this was because there was a 
limitation on the number of screens available to the operator, and he would not want 
to tie one of them up permanently on an alarm list.   
 
In the authors’ opinion it is desirable if the list can be kept on permanent display as it 
increases the chances of an unexpected alarm being noticed by the operator. 

 
Question 14:  How often do you look through the alarm list display during a large plant 
fault or trip? 

About 80% of operators who had an alarm list display looked through it once every 
couple of minutes or more frequently.  Taking note of the answer to the previous 
question, this suggests that some 7 of the 30 operators who answered this question 
are frequently re-selecting this alarm list display.  The provision of an additional 
screen would reduce the operator’s selection workload during this stressful period. 
 

Question 15:  How often in a large plant fault or trip do the alarms come too fast for 
you to take them in? 

Over half of the operators find that, during most plant upsets, the alarms come too 
fast for them to take them in.  This supports the observation made about the answers 
to Question 12. 
 
Note that even on Plant 7 some of the operators find to be the case.  This plant was 
one at which, according to the answers to Question 12, the alarm rate was relatively 
low.  This confirms the view that the stress of a plant upset can significantly degrade 
the operator’s capability to handle alarms. 

 
 
 
Question 16:  How often in a large plant fault or trip are you forced to accept alarms 
without having time to read and understand them? 

Over half the operators feel forced to accept alarms during a plant upset without 
reading and understanding them.  6% of operators always do it, 21% often do it, and 
25% sometimes do it.  Some plants are rather worse than others, but on no plant did 
all operators say that they never did it. This is a significant and concerning result.  It 
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demonstrates that there is a real likelihood of the operator missing an important 
unexpected alarm during a plant upset.  As found at Milford Haven (see Volume 1 
Section 2.2), this can be a significant contributor to a major incident. 
 

Question 17:  Does the alarm system help you to pick out key safety related events 
during a large plant fault or trip? 

About 24% of operators considered the alarm system to be a lot of help in picking 
out key safety-related events during an upset, and 56% thought it to be of some help.  
About 20% thought it to be of little help or a nuisance.  The primary objective of the 
operator during an upset must be to check the safety of the plant.  These results imply 
that there may be benefit from re-designing alarm systems to provide better support 
in these circumstances. 
 

Question 18:  What do you think of the procedures for getting changes made to alarm 
settings etc.? 

In general operators felt the change control procedures to be strict but safe.  The 
procedures at Plant 3A are scored as less restrictive than average.  This site is 
discussed further in Section 2.17.  The procedures at Plant 13 and Plant 1 are more 
restrictive than average, and this may imply that it takes longer to optimise the alarm 
systems at these sites. 
 

Question 19:  Compared with the other things they do to improve your control systems, 
do your site engineers put enough effort into improving the alarm systems? 

About 60% of operators feel that too little effort is put into improving the alarm 
system, and the remaining 40% feel that about the right amount of effort is put in.  
This tends to suggest that alarms may be a rather neglected area - though the 
operators may not necessarily appreciate all the other demands on engineers’ time. 
 

Question 20:  What features of the alarm systems do you like best? 
A number of points were raised by operators here which were directly relevant to 
their particular site, and which helped the researchers to get an appreciation of the 
important issues.  It is not appropriate to discuss these points here. 

 
Question 21:  What features of the alarm systems do you like least? 

As for Question 20. 
 
Question 22:  If you could change any part of the alarm systems what features would 
you add to help you run the plant?  What features would you remove because they 
don’t help or you don’t like them? 

As for Question 20. 
 
Question 23:  Can you add any other comments which might help us improve alarm 
systems? 

As for Question 20. 
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Analysis of Operator Questionnaires (page 1 of 4) 
 

 Question 2 Question 3  Question 4    
 How long have you How well do the alarm systems How well do the alarm systems 
 worked with the present support you in steady state support you in during faults or trips? 

 alarm system?  Operations?       
           
           
 Num   Num v   v Num v   v 

Plant ops Total yrs Av yrs ops good OK poor poor ops good OK poor poor 
1 8 16 2.00 8 3 5   8 6 1 1  
2 5 11.45 2.29 5 2 3   5 2 3   
3a 3 2 0.67 3  1 2  4  1 1 2 
3b 3 25 8.33 3 3    3 3    
4 8 52.5 6.56 8  7 1  8 2 4 2  
5 9 104 11.56 9 5 4   9 2 4 3  
6 4 20.25 5.06 4  3 1  3   3  
7 3 6 2.00 3 1.5 1  0.5 3 1 2   
8 17 215 12.65 17 5 12   16 4 10 1 1 
9 8 46 5.75 8 4 4   7 3 2 2  

10 9 54.5 6.06 8 6 2   8 5 2 1  
11 8 31.7 3.96 8 1 3 4  8  2 2 4 
12 5 45 9.00 5 3 2   5 2 2 1  
13 6 20 3.33 6 2 4   6  4 2  

              
Totals 96 649.40 6.76 95 35.5 51 8 0.5 93 30 37 19 7 

%     37.4 53.7 8.4 0.5  32.3 39.8 20.4 7.5 
              
              
 Question 5  Question 6 Question 7   
 What about the number of alarms in  How many alarms How often do you find that an alarm 
 the system?   Do you get in that comes up is a repeat of an alarm 
    normal steady you have already seen in the last 
    operation? 5 minutes?   
          
 Num too   too Num Total Num    

Plant ops many many few few ops  /hr av ops 70-100% 40-70% 20-40% <20%
1 8 8    8 613 76.63 8  5 2 1 
2 5 4 1   5 91 18.20 5 4 1   
3a 4 2 2   3 175 58.33 3  3   
3b 3  3   3 55 18.33 3  1  2 
4 8 1 7   8 30.5 3.81 8 1 2 2 3 
5 8 3 5   9 161 17.89 9 6 1 1 1 
6 4 2 2   4 83 20.75 4 1 2  1 
7 3 2 1   1 10 10.00      
8 15 4 8 3  5 114 22.80      
9 8  8   4 58 14.50      

10 7 1 5 1  2 86 43.00      
11 8 5 3   4 363 90.75 8 2 5 1  
12 5 4 1   5 52 10.40 5 1 1 1 2 
13 6 5 1   6 403 67.17 6  4 1 1 

              
Totals 92 41 47 4 0 67 2294.5 34.25 59 15 25 8 11 

%  44.6 51.1 4.3 0.0     25.4 42.4 13.6 18.6 
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Analysis of Operator Questionnaires (page 2 of 4) 
 

 Question 8 Do you suffer from the following 'nuisance' alarms? 
 Alarms which are Alarms from plant that Two or more alarms Alarms occurring in a trip 
 wrongly prioritised is shut down occurring at the same time which are only relevant in 

         that mean the same steady operation 
                 
                 
 Num    Num    Num    Num    

Plant ops often some never ops often some never ops often some never ops often some never
1 8 1 7  8 4 4  7 1 5 1 8 1 5 2 
2 5 1 4  5 1 3 1 5 1 1 3 5 1 2 2 

3a 3  3  3 3   3 3   3 2 1  
3b 3  2 1 3 1 1 1 3   3 3 1  2 
4 8 1 6 1 8 2 3 3 8  4 4 8 2 4 2 
5 9  4 5 9 3 4 2 9  4 5 9 4 1 4 
6 4 3 1  4 1 3  4  3 1 3 1 1 1 
7                 
8                 
9                 

10                 
11 6 4 2  8 4 4  8 3 5  8 5 3  
12 5 1 4  5 2 3  5  3 2 5 1 2 2 
13 6 1 4 1 6 3 3  6 2 4  6 4 2  

                 
Totals 57 12 37 8 59 24 28 7 58 10 29 19 58 22 21 15 

%  21.1 64.9 14.0  40.7 47.5 11.9  17.2 50.0 32.8  37.9 36.2 25.9 
                 
                 
 Question 9   Question 10 Question 11   

 What proportion of alarms are Do you fully understand Consider a normal operating   
 really useful to you in   each alarm message and situation and 10 typical alarms.   
 operating the plant?  know what to do about it? How many of the 10 alarms:-   
               
               
 Num     Num   Num +'ve select    

Plant ops all most few v few ops always mostly some ops act format useful forget   
1 8  6 1 1 8 2 6  85 17 20.5 14 33   
2 5  4 1  5 3 2  58 13.5 12.5 10.5 21   

3a 3  3   3  3  27 4.5 11.5 8 2.5   
3b 3  3   3  3  28 6 11 7 4   
4 8 2 6   8 8   107 39 17.5 35 15   
5 9 1 6 2  9 1 8  90 30 11 35 14   
6 4  3 1  4 1 3  58 14 13 16 14.5   
7 2  2   3  3         
8 16  15 1  17 5.5 10.5 1        
9 8 1 6 1  8 5 3         

10 8  8   9 6 2 1        
11 7  5 2  8 1 7  114 31.5 30.5 24.5 27.5   
12 5 1 4   5 3 2  69 19 25 18 7   
13 5  4 1  6  6  68 8 17 20 23   

                 
Totals 91 5 75 10 1 96 35.5 58.5 2 702 183 170 188.0 162   

%  5.5 82.4 11.0 1.1  37.0 60.9 2.1  26.0 24.2 26.8 23.0   
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Analysis of Operator Questionnaires (page 3 of 4) 
 

 Question 12   Question 13 Question 14  
 How many alarms would you get during a Do you keep an alarm How often do you look through the alarm 
 large plant fault or trip?  list on permanent  list display during a large plant fault or 

      display during a large trip?    
      plant fault or trip?     
            
 Num  Num  Num Num  Num    

Plant ops 1st min ops next 10m ops next hr ops Yes No ops many/m 1-2/m 1/10 min <1/10m
1 6 448 5 345 5 390 7 2 5 8 2 4 1 1 
2 4 155 3 55 3 23 5 1 4 5 2 2  1 

3a 3 600 3 300 3 300 3 3  4 2 2   
3b 3 262 3 100 3 93 3 3  3 2 1   
4 7 55 5 18 5 13 8 6 2 6 1 2 1 2 
5 9 430 9 180 9 137 9  9      
6 3 140 3 175 3 315 3 2 1 4 2 2   
7               
8               
9               

10               
11 6 800 5 600 3 260 7 3 4 6 3  1 2 
12 4 275 4 214 4 511 5 5  5 3  1 1 
13 6 1360 6 1390 6 1365 6 6  6  6   

               
Totals 51 4525 46 3377 44 3407 56 31 25 47 17 19 4 7 

%  88.7  73.4  77.4  55.4 44.6  36.2 40.4 8.5 14.9 
  average  average  average         
               
 Question 15  Question 16  Question 17  
 How often during a large plant How often during a large plant fault  Does the alarm system help you 
 fault or trip do the alarms come  or trip are you forced to accept to pick out key safety related 
 too fast for you to take them in? alarms without having time to read events during a large plant fault 
     and understand them?  or trip?   
           
 Num    Num    Num    

Plant ops most some rare ops always often some never ops well some little no 
1 8 3 1 4 8 1 3 3 1 8 3 4 1  
2 5 2 2 1 5  1 2 2 5 1 4   

3a 3 3   4  3 1  4  2 1 1 
3b 3 2 1  3 1 1 1  3 1 2   
4 7 2 3 2 8   2 6 8 2 4 2  
5 9 4 1 4 9  2 2 5 9 3 5 1  
6 4 3 1  4 1 2 1  4  1 2 1 
7     3   3       
8     17  1 1.5 14.5      
9     8   2 6      

10     9   1 8      
11 7 7   6 2 3 1  7 1 3 2 1 
12 5 3 2  5  2 1 2 5 2 3   
13 6 5  1 6 1 2 2 1 6 1 5   

               
Totals 57 34 11 12 95 6 20 23.5 45.5 59 14 33 9 3 

%  59.6 19.3 21.1  6.3 21.1 24.7 47.9  23.7 55.9 15.3 5.1 
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Analysis of Operator Questionnaires (page 4 of 4) 
 

 Question 18  Question 19  
 What do you think of the procedures Compared with other things they do 
 for getting changes made to alarm to improve your control systems, 

 settings etc.?   do your site engineers put enough 
     effort into improving the alarm system? 
         
 Num    Num too about too 

Plant ops restrict safe easy sloppy ops much right little 
1 8 4 4   8  4 4 
2 5 1 4   5  2 3 

3a 5   3 2 4  1 3 
3b 3 1 1 1  3  2 1 
4 7  6 1  8  4 4 
5 9 2 1 4 2 9  3 6 
6 4 3 1   4   4 
7          
8          
9          

10          
11 8 4 3 1  8  2 6 
12 5 2 3   5  3 2 
13 6 4 2   6  1 5 

          
Totals 60 21 25 10 4 60 0 22 38 

%  35.0 41.7 16.7 6.7  0.0 36.7 63.3 
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Survey of Alarm Systems for the HSE 
 

Questionnaire for Plant Operators 
 
This questionnaire forms part of a research study which your company has agreed to 
help with.  The work is being carried out by our company, Bransby Automation Ltd, 
on behalf of the UK Health & Safety Executive.  It is aimed at improving the design 
and management of process alarm systems.  The questions are designed to obtain 
your personal views, not those of your colleagues or those which management might 
want to hear.  We would like you to be completely honest and open.  We guarantee 
that all information we receive will remain anonymous and all individual responses 
will be kept confidential. 
 
Please feel free to add comments or to expand your answers if you wish to.   
 
Please return the completed questionnaire to  ................................ 
 
  Thank you 
 
  Dr Matthew Bransby 
  Director, Bransby Automation Ltd 
 
1. What is your job, and on what plant/unit? 
 
 
 
2. How long have you worked with the present alarm systems? 
 
               Average   6                         years 
 

 
                              7                        months 

3. How well do the alarm systems support you in normal steady operations? 
Very good OK poor very poor 

 
35½ 

 

 
51 

 
8 

 
½ 

4. How well do the alarm systems support you during plant faults or trips? 
Very good OK poor very poor 

 
30 
 

 
37 

 
19 

 
7 

5. What about the number of alarms in the system? 
too many alarms many but necessary few but adequate too few alarms 

 
41 
 

 
47 

 
4 

 
0 
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Normal Steady Operation 
 
6. How many alarms do you get in normal steady operation? 
 
                               Average    34                                per  hour    
 
7. How often do you find that an alarm that comes up is a repeat of an alarm you have 
already seen in the last 5 minutes? 

70-100% of alarms 40-70% of alarms 20-40% of alarms under 20% of alarms 
 

15 
 

 
25 

 
8 

 
11 

8. Do you suffer from the following ‘nuisance’ alarms? 
 Often sometimes rarely 

Alarms which are wrongly prioritised 
 

12 37 8 

Alarms from plant that is shut down 
 

24 28 7 

Two or more alarms occurring at the 
same time that mean the same 

10 29 19 

Alarms occurring in a trip which are only 
relevant in steady operation 

22 21 15 

9. What proportion of alarms are really useful to you in operating the plant? 
all essential most useful few useful very few useful 

 
3 
 

 
75 

 
10 

 
1 

10. Do you fully understand each alarm message and know what to do about it? 
Always mostly sometimes 

 
35½ 

 

 
58½ 

 
2 

11. Consider a normal operating situation and 10 typical alarms.  How many of the 10 
alarms:- 
require you to take positive action, e.g. operate a valve, speak 
to an assistant, etc. 
 

 
183 

cause you to bring up a format and monitor something closely  170 
are noted as useful information 
 

188 

are read and quickly forgotten 
 

162 
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Plant faults and trips 
 
12. How many alarms would you get during a large plant fault or trip? 

in the first minute in the next 10 minutes in the next hour 
 

Average 89 
 

 
Average 73 

 
 Average 77 

13. Do you keep an alarm list display on permanent display during a large plant fault or 
trip? 

 
Yes 

 

 
31 

 
No 

 
25 

14. How often do you look through the alarm list display during a large plant fault or 
trip? 

Several times a 
minute 

once every couple of 
minutes 

once every 10 
minutes 

less than once every 
10 minutes 

 
17 
 

 
19 

 
4 

 
7                     9 N/A 

15. How often in a large plant fault or trip do the alarms come too fast for you to take 
them in? 

mostly sometimes rarely 
 

34 
 

 
11 

 
12 

16. How often in a large plant fault or trip are you forced to accept alarms without having 
time to read and understanding them? 

Always quite often sometimes never 
 

6 
 

 
20 

 
23½ 

 
45½ 

17. Does the alarm system help you to pick out key safety related events during a large 
plant fault or trip? 

very well some help little help a nuisance 
 

14 
 

 
33 

 
9 

 
3 
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General 
 
18. What do you think of the procedures for getting changes made to alarm settings 
etc.? 

over-restrictive and 
cumbersome 

strict but safe easy to use - but you 
have to be careful 

what you do 

sloppy and 
uncontrolled 

 
21 
 

 
25 

 
10 

 
4 

19. Compared with the other things they do to improve your control systems, do your 
site engineers put enough effort into improving the alarm systems? 

Too much about right too little 
 
 
 

 
22 

 
38 

20. What features of the alarm systems do you like best? 
 
 
 
 
 
21. What features of the alarm systems do you like least? 
 
 
 
 
 
22. If you could change any part of the alarm systems 
• = what features would you add to help you run the plant?  
 
 
 
 
• = what features would you remove because they don’t help or you don’t like them? 
 
 
 
 
23. Can you add any other comments which might help us improve alarm systems? 
 
 
 
 

Please continue overleaf
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Appendix 6 How many alarms 
are useful? 
 
This appendix describes a method for measuring value to the operator of  alarms which are 
displayed to him.  This is done using a questionnaire.  The results from applying the 
questionnaire at some of the sites visited are described.  These suggest that perhaps half of 
the alarms could be eliminated or displayed in a different way with little detriment to the 
operator.  
 
One way of measuring the usefulness of alarms is to ask operators to express a view on the 
value of each of them.  This was done as the final part of the questionnaire to operators.  A 
copy of this part of the questionnaire is given at the end of this Appendix.  It is seen that the 
operators were asked to write in the alarms that occurred over a period, and tick one of five 
columns which were labelled “Action”, “Check”, “Noted”, “Little use” and “Nuisance” 
respectively. 
 
The results from these questionnaires is given in Table A6.1 below.  In this table all the 
forms from the operators on a particular plant are combined.  For example, five operators at 
Company 1 filled in the forms and entered a total of 46 alarms.  The first row in Table A6.1 
indicates how these were distributed in the different categories (i.e. 6 in the “Action” column, 
4 in “Check”, etc.). 
 
For Company 3, there were two different plants at the site which were covered by the 
questionnaire.  These have been designated as 3A and 3B.  Similarly there were two plant for 
Company 4. 
 
When filling in the form the operators were asked to fill in the time when they started the 
exercise and the time when they finished.  From this an average time interval between alarms 
was calculated.  This is given in the second column.  It is noted that these alarm rates seem to 
be low compared with rates given elsewhere in the operator questionnaires, suggesting that 
the forms were completed at quiet periods of operation.  Also quite a few operators neglected 
to fill in start and finish times, so the average figures are a little suspect. 
 
The form asked operators to only enter repeating alarms once.  This instruction was not 
always followed, and indeed 9 out of the10 entries made by one operator were for the same 
alarm.  This implies that the wording on the form was bad and should be made clearer if 
others want to carry out a similar exercise.  One option might be to include a column labelled 
“repeats” which is ticked each time the same alarm recurs.  This would provide an 
approximate estimate of the percentage of repeating alarms.  Note that the repeated entries 
are excluded from the tables and the analysis given below. The total number of alarms from 
all operators (excluding repeats was) 449. 
 
The final row in Table A6.1 gives the summated results for all companies, expressed as 
percentages.  Thus overall, across all sites, operators took action in response to 25% of 
alarms.  Overall 27% of the alarms (i.e. those in the “Little use” and “Nuisance” categories) 
can be considered to be spurious.  It is also debatable whether the alarms which were 
categorised as “Noted” should actually be displayed as alarms or whether they would be 
better displayed as status signals on plant graphic displays or on event lists.   
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The conclusion from this is that, at the 9 sites covered by this part of the survey, it would 
appear that there is a real possibility that the number of alarms could be reduced by perhaps 
one half with little loss of useful information to the operator.  This estimate may be on the 
low side in terms of alarm annunciations because repeating alarms are only entered once, and 
these are known to represent a significant part of the alarm traffic.  Indeed if the analysis is 
done including those repeating alarms that some operators did enter in the tables, the results 
give a higher proportion of  low value alarms. 
 
The data can be used to draw comparisons between companies and plants.  This can be done 
by comparing the percentage of alarms in the different categories.  This data is presented in 
Table A6.2.  Thus Company 1 has 13% of alarms in the “Action” category compared with 
22% for Company 2.  This suggests that the alarms tend to be more relevant at Company 2 
than at Company 1. 
 
To sharpen up the comparison further, an overall “nuisance score” was calculated for each 
company.  This was done by applying a weighting to the alarms in each category according to 
the “spuriousness” of the alarm.  These weightings are given in the second row of Table 
A6.2.  It is seen that an alarm categorised as “Action” gets a weighting of 0, and an alarm 
categorised as “Nuisance” gets a weighting of 10.  Thus if 100% of alarms for a site were in 
the “Nuisance” category, the score for that site would be 10.  The choice of the weightings 
was fairly arbitrary.  Other weightings were tried (e.g. 0, 1, 2, 3, 4) but did not greatly affect 
the relative ranking of companies. 
 
The last column in Table A6.2 gives the scores for the different companies.  It is seen that 
Company 13 does worst with a nuisance score of 5.06, whilst Plant 4A does best with a 
nuisance score of 1.72.  Company 13’s plant is a recently commissioned plant which is 
suffering from a high number of spurious alarms and where work is actively in progress to 
reduce the number of nuisance alarms.  Plant 4A is a well-established plant with a small hard-
wired alarm system.  Overall the ranking of companies does not seem out of line with the 
impression gained on the visits. 
 
One point of interest is the comparison between different plant at the same site.  Both plant at 
Company 4’s site are of similar vintage, but plant 4B has a computer-based alarm system, 
whilst plant 4A only has fascia alarm.  The scores from the plant are close, but plant 4B is 
worse.  This confirms a general observation that plant with computer-based alarm systems 
tend to generate more spurious alarms than plant with hard-wired systems (though there is 
sometimes a shortage of alarms on plant with fascia systems).   
 
Despite the above observations regarding site 4, it must be noted that, if there is good 
engineering, both DCS and fascia-based systems can perform well.  Plant 3B and plant 5 are 
similar types of plant.  Plant 3B has a DCS-based alarm system and scores 2.02, Plant 5 has a 
fascia-based alarm system and scores 2.15. 
 
The comparison between the two plant at Company 3 is even more striking.  Both these plant 
are very closely similar.  Plant 3B has a DCS-based alarm system where work has been done 
over a number of years to optimise the alarm system using a variety of techniques including 
some suppression logic.  Plant 3A has a recently replaced DCS system.  Also a control desk 
with many analogue controls and displays was removed and replaced by a predominantly 
“soft” control desk.  This requires a different method of operation and increases the profile of 
the alarm systems.  Consequently many new alarm facilities were introduced in the 
refurbishment of Plant 3A. There are recognised to be considerable outstanding problems on 
the alarm system and these are currently being attacked vigorously.  These problems are 
reflected in the much higher nuisance score on Plant 3A than on Plant 3B. 
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As a final comment on the results of this analysis, reference is made to Appendix 3 which 
reports a discussion with one operator on how he filled in the questionnaire.  This suggests 
that he was perhaps rather more positive about the value of the alarms when filling in the 
form than he was in discussion.  For example, alarms which sometimes required action, but 
were often spurious tended to get ticked as action.  If this one discussion is typical of how the 
other operators filled in the questionnaire, it would suggest that the usefulness of the alarms 
is in general lower than measured by the questionnaire.  
 

Company Alarm 
interval 

(minutes) 

Action Check Noted Little 
use 

Nuisance 

1 2.8 5 4 8 13 8 
2 8.6 11 10 12 9 9 

3A 45.9 8 6 18 2 18 
3B 48.1 4 5 5 0 1 
4A 0.5 13 0 11 0 1 
4B 12.2 14 4 8 3 6 
5 7.4 19 23 17 4 5 
6 15.4 5 14 10 2 1 
11 6.2 9 8 17 6 7 
12 37 22 13 10 4 3 
13 2.4 3 2 12 18 6 

       
Totals  113 89 128 61 58 

Percentages  25% 20% 28% 14% 13% 
 

Table 11  Results of usefulness questionnaires 
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Company Action Check Noted Little 
use 

Nuisance Weighted 
score 

weighting 0 1 3 6 10  
1 13% 11% 21% 34% 21% 4.88 
2 22% 20% 24% 18% 18% 3.80 

3A 15% 11% 35% 4% 35% 4.90 
3B 27% 33% 33% 0 7% 2.02 
4A 52% 0 44% 0 4% 1.72 
4B 40% 11% 23% 9% 17% 3.04 
5 28% 34% 25% 6% 7% 2.15 
6 16% 44% 31% 6% 3% 2.03 
11 19% 17% 36% 13% 15% 3.53 
12 42% 25% 19% 8% 12% 2.50 
13 7% 5% 29% 44% 15% 5.06 

       
Combined 25% 20% 28% 14% 13% 3.18 

 
Table 12  Weighted scores in usefulness questionnaires 
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How many alarms are useful? 
 
This form is being used to measure what proportion of alarms are useful to operators. 
 
As each alarm occurs we want you to write its title in the table below. This only needs to be a 
very brief abbreviation, e.g. "Boiler P HI".  Please ignore repeat alarms that you've already 
put in the table. 
 
We then want you to put a tick in one of the five columns depending on how useful you think 
the alarm is.  An example is shown in the table. 
 
Please do this for 10 consecutive alarms that occur during normal operation.  Choose a time 
when you are not too busy so it will not distract you from running the plant. 
 
The five column headings mean the following: 

 
"Action"  Tick this column if you took a positive action like operating a valve, 
changing a set point, phoning a plant attendant, etc. 
 
"Check"  Tick this column if you made some check of the plant status, e.g. checked 
a measurement already on display, called up a new format, etc. 
 
"Noted"  Tick this column if you did not take any action or make any plant check, 
but you were still glad that the alarm was displayed to you. 
 
"Little use"  Tick this column if the alarm was of no real use to you. 
 
"Nuisance"  Tick this column if the alarm was a complete waste of your time. 

 
 Start time  ........................   Date  ...................  Plant/unit  ........................ 
 
                 Alarm Title              Action Check Noted Little use Nuisance 
Boiler P. HI      
      
      
      
      
      
      
      
      
      
      
 
Finish time  .........................   
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Appendix 7 An alarm list 
display 
 
This appendix describes an alarm list display that had been recently developed at one of the 
companies visited.  It shows by example what features are useful in such displays.  
 
One of the companies visited had recently undertaken a major project to upgrade its process 
control systems by adding a new “top end” to its existing DCS systems.  This provided new 
control interfaces including a new graphic display of the alarm list.  This alarm list includes a 
large number of features, and hence provides a benchmark against which other list displays 
can be compared. 
 
It should be noted that the way in which the alarm list is handled in this particular example is 
not the only or necessarily the best way of displaying an alarm list.  There appear to be a 
range of different methods that seem to work well, and there is little available research to 
determine which way actually performs best.  Consequently the method discussed here 
should not be taken as a definitive model of what is required.  It is intended as an example of 
the sort of features that should be considered. 
 
A diagram illustrating the layout of the graphic is shown in Figure 12 at the end of this 
appendix.  The various items shown on it work as follows.  The actual graphic makes use of 
colour.  Also the layout of the graphic is slightly different from what is shown in the diagram.  
Nevertheless it is sufficient to illustrate the key aspects.  The graphic comprises three zones, 
a title area, the list of alarms, and an area of buttons.  
 
Title 
The title line shows the time and the fact that this is the All Alarms list, i.e. it has not been 
filtered in any way.  In total there are 83 alarms standing of which 1 is unaccepted.  These 
alarms take up 4 pages, and this page, the fourth, shows the most recent alarms.   
 
List 
The list shows the alarms in chronological order to the nearest second.  The page 
progressively fills downwards as more alarms come in, and the view on the print shows the 
bottom page of the list.  The time ordering of the list can get out of order when there are 
repeating alarms, as a single line annunciation method of display is used (see Appendix 10). 
 
The list shows the date at which each alarms occurred as well as the time.  In the site surveys 
it was found that some sites found it hard to identify long-standing alarms if the date was not 
displayed. 
 
The list shows the alarm tag number and its message.  The message can be up to 48 
characters long, but even with this, some abbreviations have to be used.  The alarm is fully 
identified by the text message without the operators having to learn the tag numbers48.   
 
Though not shown on this example, the message can be arranged to include within it the 
value of the alarm limit that has been transgressed.  This is picked up from the central real-
                                                      
48 Displaying tag numbers within the alarm message is a configurable option.  As an aside it is noted that, at one 
site where alarms were solely identified by tags, there was some complaint about the time taken to learn these and 
some comment by a supervisor who had used both tags and text, that text messages were better. 
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time database and inserted into the message.  This means that the message remains correct if 
the alarm limit is changed49. 
 
The list shows which alarms are unaccepted by putting a flashing *ALARM* in the left hand 
margin.  The rest of the line is shown steady rather than flashing to ensure legibility.  
 
The alarm priority and status is shown by the colour of the complete alarm line - though of 
course this is not apparent from the figure.  Caution alarms are shown in cyan, important in 
yellow and urgent in red-orange.  Alarms which have returned to normal state (i.e. cleared) 
are shown in white, and are annotated as “CLR” in the right hand margin.  The company had 
made some tests to confirm that these colours could be discriminated by operators who had 
poor colour vision.  Note that changing the colour of the complete alarm line made the 
different priority alarms very obvious - which was not the case on all systems seen in the site 
visits. 
 
The operator is able to move his mouse pointer onto an individual alarm on the list.  Clicking 
the mouse brings up a mini-window which allows him to shelve the alarm (see Appendix 10) 
or to bring up the plant detail graphic relevant to the specific alarm50.  This is arranged to 
come up on a different VDU screen.  Detailed information can also be called up from the 
mini-window, e.g. the values of all the alarm limit settings and of the analogue variable from 
which the alarm is derived.  The company were in the process of developing facilities so that 
operator instructions appropriate to the alarm could be displayed. 
 
Shelved list 
This button brings up a list of the alarms shelved by the operator.  This allows him to check 
through them (e.g. at shift handover) or to unshelve alarms when required. 
 
Silence 
This button silences the audible warning but does not acknowledge the alarm.  It can be 
duplicated by a hard-wired button on the control desk.  It silences all unsilenced alarms. 
 
Exit 
This button removes the graphic from display.  The button is rarely used since policy is to 
leave the graphic on permanent display.  The button could be configured out if desired.  On 
the actual graphic the button is in low contrast, and this is indicated by the hatching of the 
button on the diagram. 
 
Modes 
Currently, for this particular site, four different operating modes have been defined, namely, 
start-up first stage, start-up second stage, full output, and shutdown.  There is also a fifth 
default “non-mode”.  In the database, each alarm is marked according to whether or not it is 
suppressed in each operating mode.  Currently the selection of modes is done manually by 
the operator, and the “Modes” button is used to do this. When a suppression mode has been 

                                                      
49 At one of the sites visited the alarm list showed the value of the alarm limit and of the analogue variable.  This 
was continuously updated so that the operator was able to monitor the extent to which the variable in alarm was 
above the limit. 
 
That particular system also displayed the status of the individual alarms which drove a group alarm.  This was 
displayed as a 16-bit binary number within the group alarm message.  Thus the number 0101000000000000 would 
indicate that the 2nd and 4th alarms in the group were active.  This did not indicate what these alarms were, but a 
window could be brought up to display this information if needed.  For that system, group alarms were shown on 
the alarm list in a different colour from other alarms. 
50 At another site visited there were also facilities to release alarms (see Appendix 9). 
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selected, there is an obvious message displayed in the second box along the title line to keep 
the operator aware of it. 
 
As has been described in Volume 1 Section 5.3.6.5 and in Appendix 11, logic can be 
designed to do this suppression automatically.  Care has then to be taken to ensure that there 
is robust and reliable detection of the plant operating mode. 
 
Named filters 
The software includes a facility to allow named filters to be selected.  When a filtered list is 
selected, only those alarms linked in the database with the filter are shown on the displayed 
list.  For example, if there was a problem associated with air compressors, it might be 
appropriate to select a filter to show all plant alarms associated with compressed air supplies.  
This facility is similar to category filtering described below. 
 
Priority filters (All, Urg, Imp, Caut) 
The operator can click one or more little buttons to select which priority of alarm should be 
displayed on the alarm list.  As shown on the print, the list is displaying alarms of all 
priorities.  However, if he wished, the operator could view just urgent and important alarms 
or just caution alarms, etc.  The selection of the urgent filter might be useful in a plant upset 
when the operator is busy and only wants to see the most important alarms. 
 
Paging 
These buttons allow the operator to move up or down the list.  In the view printed, the bottom 
of the list is shown so the “Page Down” and “Bottom” buttons are greyed out as they would 
not cause any action.  However, the operator can move to the top of the list to see the oldest 
alarms or can page up one page at a time, and the “Top” and “Page Up” buttons allow these 
actions to be done51.   
 
Reset 
As shown there are 7 standing accepted alarms on the displayed part of the list and 75 on the 
non-displayed part.  If one of the displayed accepted alarms returns to its normal state, the 
alarm line will be changed to white and marked as “CLR” in the right margin.  If the “Reset” 
button is clicked with the mouse, any alarms on view that are “resettable” (i.e. cleared and 
acknowledged) have their status changed to “RESET”.  Reset alarms are removed when the 
display is redrawn (e.g. by paging). 
 
Accept 
Clicking on this button with the mouse causes all unaccepted alarms currently on display to 
the operator to become accepted.  The audible alarm is silenced, and the flashing 
“*ALARM*” text disappears from the left margin.  The text “ACC” appears in the right hand 
margin. 
 
A hard-wired accept button on the desk can duplicate this “Accept” button if required. 
 
Unaccepted buttons 

                                                      
51 Note that a comment was made during one site visit regarding a different system that, when the number of 
alarms was close to an integral number of pages, the list could be chattering back and forward over the page break, 
and this could make it difficult to view.  One way out of this would be to be able to move up or down half a page.  
Another approach used in other arrangements of the alarm list display is for the list to continuously scroll as new 
alarms come in.  The disadvantage of this is that alarms can scroll off the list without the operator seeing them.  
There appear to be a variety of method of  moving through the alarm list which have different advantages and 
disadvantages, and it is not clear whether there is one best method. 
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Currently the list is showing both the standing plus the unaccepted alarms.  If the unaccepted 
“All” button is pressed, then the list changes just to show the unaccepted alarms - in this case 
just the one alarm.  However, if this alarm is accepted it does remain on display and fresh 
unaccepted alarms fill the list down below it as and when they occur.  Thus in effect the 
“All” button temporarily changes the position of the page break on view.   
 
The “Oldest” and “Latest” buttons are used to reposition the view at the oldest or the latest 
unaccepted alarms.  These buttons might be used when there are a number of pages of 
alarms, say following a large plant upset.  The operator could choose whether to look at the 
alarms that came in at the start of the upset (the oldest alarms) or those that have just come in 
(the latest alarms). 
 
All the filters etc. will work on the Unaccepted Alarms list just like they do on the All 
Alarms list.   
 
All button 
This button allows selection of the All Alarms list when looking at any other list.  It is lit to 
show this list is selected and there are also alarms in this area. 
 
Category buttons 
These 20 buttons are each assigned to different plant areas (e.g. boiler, turbine, feed system, 
etc.).  The buttons are lit to show there are alarms in the particular area.  Clicking with the 
mouse on one of the buttons will cause the alarm list to be filtered to show only alarms from 
that plant area.  Note that typically the buttons would be labelled with the names of the plant 
areas rather than “Category 0”, “Category 1” as shown, but this had not been configured into 
the display at the time that the graphic was copied. 
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Figure 12 Example of alarm list graphic 
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Appendix 8 Maintenance 
alarms 
 
This appendix discusses problems found at one site relating to alarms from plant under 
maintenance - and also looks at possible solutions.  
 
At one site it was stated that about two-thirds of the alarms that occurred were due to 
maintenance work and routine testing.  Typically at that site there were 10-15 people working 
at nights on testing, and 60 on days.  As a consequence of this the alarms had a strong 
periodic pattern which followed the working cycle52.   
 
A typical example of what happens when an instrument - say a pressure transducer - is 
calibrated is as follows.  First the maintenance engineer will go to plant and isolate the 
instrument.  This will cause a “bad data” alarm.  Then he will reconnect the system to his test 
source.  This can cause typically 5-10 fleeting alarms - and sometimes more.  Then he will 
calibrate the instrument causing several alarms as the process variable is moved up and down.  
Finally he will phone up to tell the operator that he wants to test the alarm - and generate yet 
more alarms.  The site had found that the calibration of one instrument generated, on average, 
a total of 30 alarms over a 2 hour period. 
 
It was possible for the operator to shelve the alarms from the system under test, but often he 
was busy and did not do this, so he got the nuisance instead. 
 
It was suggested that what the site needed was some simple process for shelving alarms when 
a maintenance task was started, and unshelving them when it was finished.  One idea was the 
wooden blocks used by air traffic controllers to represent planes and which are passed from 
controller to controller as the plane moves from sector to sector.  Perhaps the parallel here 
might be for the job card to have coded on it a bar code identifying the alarms to be shelved 
during the job.  The card could be scanned out at the start of a job, and scanned in when the 
job was complete. 
 
If such a system was used, the DCS could provide the operator with an indication on the 
mimic graphics of what alarms are shelved and for what maintenance activities.  Also the 
shelving for any job could have an automatic time-out to ensure the alarms were not left 
shelved if the job was completed and the maintenance engineer had neglected to scan the job 
card back in. 
 
Such a system would require formal control of the maintenance management, but it might 
well be worth it.  Typically the operator  at the site was spending 10-15 minutes dealing with 
each maintenance job, and it would be very helpful if this could be reduced.   
 

                                                      
52 A similar cycle was described at another site that was visited, and again it corresponded with test and 
maintenance activity. 
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Appendix 9 The cost of alarm 
performance 
 
This appendix describes a potential method for estimating the cost of poor alarm system 
performance by use of a risk-based approach.  
 
It would be desirable to be able to estimate figures for what poor performance of an alarm 
system is “costing” in terms of financial losses and increased hazards.  If this was done it 
would provide a sound basis for making decisions about investments in alarm system 
improvements.  This appendix makes a suggestion on how this might be done.  
 
It is suggested that the cost of poor alarm system performance may be expressed as: 
 
 Loss  =  Cost of missing  x  Frequency of demand  x  Chance of missing 
 
here 

Loss  =  the cost of not having a good system for presenting a specific alarm. 
 
Cost of missing  =  the cost of the event that the specific alarm protects against.  In an 

well organised design this figure should be exposed in the trip/alarm 
justification process - either in financial terms or in risk to life terms. 

 
Frequency of demand  =  frequency of the event protected by the alarm.  Again this 

figure should be exposed in the trip/alarm justification process. 
 
Chance of missing  =  the chance of the operator missing the alarm.  This figure is 

hard to quantify accurately.  However, it will depend on the overall adequacy 
of the alarm system.  It will be correlated with things like average rate of 
alarms, % usefulness of alarms, effectiveness of alarm display on operator 
interface, etc. 

 
First the application of this equation to estimate financial losses will be illustrated.   
 
As a simple example, suppose a fault will cost £10M in plant damage, and without operator 
response to a specific alarm it will occur once in 1,000 years, and the chance of the operator 
missing the alarm is 1/100, then the loss is: 
 
 Loss  = £10M x 10-3 x 10-2 per year 
  = £100 per year 
 
This example can be extended to the look at financial losses associated with the fault covered 
by the fault tree identified in Volume 1 Section 2.3.  For the sake of argument it is assumed 
that this fault results in a financial loss of £5M.  It is reasonable to assume that the financial 
implications of major faults would be assessed in the plant design and would be known.  
 
If it is assumed that the operator fails to respond to the high level alarms, i.e. probability per 
demand = 1.0, then the fault tree can be recalculated to give the probability of the fault 



 

 189  

 

occurring as 500 x 10-6 per year.  If the probability of the operator missing the high level 
alarms is assumed to be 1/100 then the loss is: 
 
 Loss  = £5M x 500 x 10-6 x 10-2 per year 
  = £25 per year 
 
This is a small figure - as indeed it should be in a well designed plant.  It represents the 
annual saving that might be made by eliminating the chance of the operator missing these 
alarms.  However, these would not be the only alarms on the plant or the only faults that 
could occur, and the losses have to be integrated across all the alarms.  For example, if there 
were 1000 alarms each with a loss of £25 associated with them, the total benefit from 
improving the alarm system would be £25,000 per year.  This might be used to justify a 
capital expenditure of £75,000 say 
 
The same sort of analysis could be used to look at the benefits in terms of reduction of 
hazards from improving the alarm system. 
 
It is not claimed that the above represents a rigorous analysis, and is may need to be made 
more sophisticated.  However, it does provide a pointer to an approach than might usefully be 
taken for plant where there has already been in-depth risk analysis.  
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Appendix 10  Repeating and 
fleeting alarms 
 
This appendix discusses the source of repeating and fleeting alarms and describes a number 
of techniques for dealing with them. 
 
In the survey it was found that the single most common cause of nuisance was repeating 
alarms, i.e. the same alarm setting and resetting repeatedly over a long period.  This causes 
nuisance to the operator because he will (depending on the alarm system design) have to 
silence the alarm hooter and/or accept the alarm each time it occurs.  Also, in some DCS 
systems, repeating alarms can cause the alarm list display to get filled up with the same alarm 
message repeated over and over, and this will tend to obscure other messages.  This appendix 
deals with ways in which the nuisance of repeating alarms may be reduced or eliminated.  
Note that much of the discussion is also applicable to fleeting alarms, ie. alarms which set 
and shortly afterwards reset. 
 
Often repeating alarms are derived from digital alarm detectors such as limit switches.  As 
the process variable moves about near the alarm point, the alarm is repeatedly annunciated.  
The most striking example of this that has been seen in the survey was a high level alarm on 
the make-up water in the tanks at the bottom of a power station cooling tower.  A float switch 
was used and this worked well most of the time.  However, when it was windy there would 
be waves in the tank and these could cause the high level alarm to be repeatedly annunciated. 
 
Repeating alarms can also be generated on alarms derived from analogue variables.  For 
example, in the above example, if a level transducer was used to measure make-up water 
level, and this signal was put through a simple limit switch to generate the alarm, this alarm 
would repeat in just the same way as the float switch does. 
 
In most circumstances, repeated annunciations of the same alarm are of little significance to 
the operator.  When the alarm first occurs he will take the action he thinks appropriate.  This 
may be action that will result in the process variable being moved back from the alarm limit, 
and in this case, the alarm may repeat a few times then go away.  Alternatively, the operator 
may take a considered decision to note the situation, but take no corrective action.  In this 
case the operator will tend to assume that further annunciations of the alarm are simply 
indicating that the process variable is moving around near the alarm limit.  Note however, 
that if the process variable generating a repeating alarm moves further into alarm and the 
alarm becomes steady, then this may be of great operational importance.   
 
As an example of this, at one site that was visited there was an alarm on the level in a 
deareator vessel which supplied water to a feed pump.  The researcher was told that this 
alarm often repeated as the plant was often operated with the level close to the alarm limit, 
and the operators tended to ignore it.  However, occasionally the level went well below the 
alarm limit and then there was a risk of the pump being severely damaged.   
 
Another example of a repeating alarm was one which was observed to be coming up every 43 
minutes.  This alarm came from a pump used to control the level in a tank.  This on-off 
control system had a cycle time of 43 minutes, and whenever the pump came on, there was 
the alarm.  So long as the control continued to work correctly the operator did not need to 
know when the pump was on, so the alarm was of no operational significance.  He would be 
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interested in the level fell below the point where the pump normally started and the pump 
actually did not start.  However, it is unlikely that he would note the absence of the pump 
starting alarm.  
 
From the above examples it is clear that there are many causes of repeating (or fleeting) 
alarms.  In practice they can account for a high proportion of the total alarm activity.   
 
An example of this has been shown at a power station with a large (and relatively busy) alarm 
system.  Measurements made there (Broadhead, 1997) demonstrated that about 50% of the 
alarms occurring in a one month period would have been eliminated if they were required to 
stand for at least 30 seconds before being annunciated.  This characteristic may allow an 
opportunity for suppressing certain alarms.  However, the author of that paper considers that 
the root cause of fleeting or repeating alarms can often be traced back to faulty plant 
instrumentation or inadequate design of it.  Consequently, the most effective cure is often 
maintenance of or minor redesign of the plant instrumentation. 
 
Other evidence of the high incidence of repeating alarms is given in Zwaga & Hoonhout, 
1994.  In a survey measuring the alarm load in five process plant control rooms it was found 
that on average 40% of alarms were “oscillating alarms”. 
 
There are a number of ways of dealing with repeating alarms as described below.  For 
effective treatment of repeating alarms a combination of several of the methods will be 
needed. 
 
Engineering of signals 
 
Noise on analogue plant signals can cause nuisance in controllers, on pen recorders, on 
graphic displays and can also result in spurious repeating alarms.  It is therefore important to 
design process measurements to be as “clean” as possible.  In particular it means not locating 
instruments at points where the process flow is turbulent.  
 
One of the sites visited quoted the example of an orifice plate being placed in a pipe only a 
short distance after two bends and just before a third.  The flow signal generated by the 
differential pressure transducer across this plate were very noisy - and it generated many 
repeating alarms!  The engineer involved indicated that the general rule is to have 70 
diameters of straight pipe before an orifice plate and 10 diameters after it. 
 
This site also quoted cases of differential signals being generated by taking the difference 
between two absolute signals and the resultant signal being noisy and generating many 
alarms.  Also instruments of the wrong range had been fitted which went off-scale.   
 
The conclusion here is that good engineering of instrumentation is fundamental to a good 
alarm system.  It was suggested during one site visit that many C&I engineers lack expertise 
in this rather unfashionable area. 
 
Filtering 
 
Low pass filtering is very often useful for reducing noise from process signals.  This may be 
applied within digital algorithms within the DCS.  However, because of aliasing effects, it is 
essential that any noise above the digital input sampling frequency is removed by analogue 
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filtering before digital filtering is attempted.  Consequently there generally has to be at least 
some analogue low pass filtering before digital sampling takes place in the DCS IO53. 
 
Modern instrumentation can be very responsive and can often follow the high frequency 
noise on process signals54.  If this noise is to be filtered out then either an instrument has to 
be chosen with an in-built adjustable low pass filter, or this has to be provided in the DCS 
analogue input cards.   
 
One major chemical company recommends the following default values for filter time 
constants: 
 

signal type time constant 
flow 2 sec 
level 2 sec 

pressure 1 sec 
temperature 0 sec 

 
Table 13  Table of filter time constants 

It recommends that time constants should be individually tuned for signals used in 
controllers. 
 
In some cases the filtering needs to be specifically developed for the particular signal.  Many 
alarms are set on process parameters which have to be above their normal operating limits for 
some time before damage occurs.  For example, high current being passed through an electric 
motor will cause damage if it persists for some time and the motor components heat up.  A 
short transient over-current will not necessarily cause damage.   
 
If the process signal is noisy (as a motor current signal will be) then there can be spurious 
fleeting alarms if a simple fixed alarm limit is used.  Low pass filtering of the signal may not 
be sufficient to eliminate the spurious alarms, in which case some non-linear filter which 
more accurately models the damage process can be effective.  For example, for a motor, an 
alarm based on a low-pass filtered version of the deviation above the current limit can reduce 
the number of spurious annunciations and still provide warning of damage.  
 
Transient suppression 
 
Some processes are known to transiently pass through an alarm state.  For example, during 
start-up, the current drawn by an electric motor may transiently reach levels well above the 
steady state high current limit.  Filtering based on a plant running signal may be used to 
briefly suppress such expected transient alarms e.g. for 3 seconds following the starting of a 
pump. 
 
 
 
Deadband 
                                                      
53 Digital filtering in the DCS puts load on the DCS processor.  This can be a reason for doing all necessary noise 
removal with analogue filters. 
54 One site mentioned that it had experienced severe noise problems on a certain steam flow measurement.  It 
discovered that these problems did not exist on a similar plant built some years before.  On investigation it was 
found that the flow was just as turbulent on the old plant, but a dashpot in the mechanical instrument was filtering 
the signal very effectively. 
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In this approach the alarm is arranged to be set at one level but reset at a different level.  For 
example, suppose a high level alarm is set at 900 and has a deadband of 50 so that it resets at 
850.  Suppose also that the process variable is subject to normal process fluctuations or noise 
of  maximum amplitude ⌧20.  Now the alarm will get set when the underlying trend in the 
process signal moves up above 880 and will get reset only when the underlying trend in the 
signal moves back down below 870.  Thus the deadband has filtered out the process 
fluctuations.  Notice that the size of the deadband has to be greater than the process 
fluctuations for it to be effective. 
 
For alarms generated from analogue measurements the use of a deadband is often very 
effective in eliminating repeating alarms.  One major chemical company recommends the 
following default values for deadband settings: 
 

signal type deadband 
flow 5% 
level 5% 

pressure 2% 
temperature 1% 

 
Table 14  Table of default deadband settings 

However, to get best performance the size of the deadband will need to be tuned to match the 
characteristics of the process signal.  This should be part of the commissioning of the alarm 
system55.  Also deadbands may need to be optimised during the subsequent operation of the 
plant if particular alarms are found to be causing nuisance by repeating frequently56. 
 
Deadbands are generally not very effective on digital alarms derived from devices such as 
limit switches.  Such devices will generally include a mechanical deadband, but this is 
normally small and cannot be adjusted.  Consequently, when such devices are used as alarm 
detectors on noisy process variables, the inherent deadband is often not sufficient to stop 
repeating alarms being generated.  Consideration should then be given to using some other 
method of repeating alarm suppression or changing to an alarm derived from an analogue 
measurement. 
 
De-bounce timer 
 
Since many repeating alarms are one that are occurring frequently, one way of reducing the 
nuisance that they cause is to use a timer to eliminate reset/set signal pairs from the alarms 
displayed to the operator.  For example, suppose after a long quiet period an alarm sets, one 
second later it resets, and one second later it sets again and remains set.  The operator only 
really needs to see the alarm set when that initially happens and see it stay set.  
 
An example of an algorithm for doing this is as follows: 
 

                                                      
55 Maybe there is potential for a DCS manufacturer to develop software for automatically measuring the spectral 
characteristics of process signals to provide self-tuning of alarm deadbands.  This could reduce the effort required 
in the initial commissioning of the alarm system. 
56 One site noted that repeating alarms are often annunciated during plant shutdowns and start-ups as process 
variables move through alarm limits.  Optimisation of deadbands tends to concentrate on the nuisance alarms 
occurring during normal operation, and these less usual repeating alarms can get neglected - but then cause a high 
operator load in a time of particular stress. 
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• = When an alarm is first raised it is annunciated immediately.  When the alarm resets there 
is initially no change in the display to the operator and the change is “held” for a period of 
time.  If the alarm sets again before this period has elapsed, then no messages are sent to 
the operator.  If, however, the alarm does not set again in the hold period, it is decided that 
it has truly reset, and the appropriate change is made on the operator display.   

 
Note that the precise details of implementation of this algorithm depend on how the DCS 
system displays alarms to the operator. 
 
A key aspect in the success of this method is the choice of the hold time period.  For alarms 
on slow-acting systems (e.g. tank levels, temperatures) operators may be happy to use a timer 
as long as a minute.  However, for an alarm where the operator would expect a fast response 
to a corrective action that he takes - for example, a high current alarm on a motor that he can 
manually control - he may not accept a timer longer than a very few seconds.  This may limit 
the effectiveness of the method for eliminating repeating nuisance alarms.   
 
One major chemical company recommends the following default values for de-bounce 
timers: 
 

signal type hold time 
flow 15 sec 
level 60 sec 

pressure 15 sec 
temperature 60 sec 

other 5 sec 
 

Table 15  Table of default de-bounce timer parameters 

Counter 
 
This method is based on detecting repeating alarms by counting the number of times the 
particular alarm repeats.  This is done by having an up/down counter which is incremented 
(up to a maximum limit) every time the alarm becomes active.  If the alarm is repeating, the 
counter will eventually increment up above a “repeating limit”.  Up to this point all alarms 
are displayed to the operator in the normal way.  After the repeating limit is reached, the 
alarm is displayed to the operator as standing, and all subsequent setting or resetting of the 
alarm is hidden from the operator.  However, at the same time the counter is being 
decremented down towards zero at regular intervals (e.g. once per minute).  Once the counter 
goes below the repeating limit, the alarms are displayed to the operator in the normal way. 
 
A key aspect in this method is choosing the values of the counter maximum limit, repeating 
limit and decrement rate.   It seems that “repeating alarms” have a wide range of 
characteristics.  Some set and reset very quickly over short periods of time, other at slower 
rates and over longer periods.  Some repeat intermittently.  Consequently it is hard to choose 
universal values for the three parameters, and they require individual tuning. 
 
 
 
 
Shelving 
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Shelving is a facility where the operator is able to temporarily prevent an alarm from being 
displayed to him when it is causing him nuisance.  Other terms for this are disabling or 
inhibiting. 
 
In the site survey the researchers found a wide range of attitudes to shelving alarms as 
follows: 
 
• = It was never done; 
• = It was only done by the DCS systems engineer; 
• = It could be done by the shift supervisor, but had to be recorded on a log or change report; 
• = It could be done by the desk operators, but again had to be recorded in a log; 
• = The operators had freedom to shelve any alarm at any time, and did not need to make any 

record of this (though this was logged by the system). 
 
In general, shelving of alarms was more restricted on chemical plants than on power stations 
and oil refineries.  Operators could shelve alarms on two out of the three power stations 
visited and on two out of the four refineries57. 
 
In general there was quite strong resistance on some chemical plant to allowing operators to 
shelve alarms.  It was considered that this was a dangerous practice that could lead to 
important alarms being missed.  However, on most UK nuclear power stations, where there is 
an extreme concern about safety issues, shelving is seen as an important tool for keeping the 
alarm system workable. 
 
The argument on nuclear power plant is that, even with excellent system management, there 
would inevitably be some alarms that were faulty or under maintenance and causing nuisance 
to the operator.  Some of these would be repeating alarms.  The operator needed the facility 
to remove these from the alarm list so that it only contained meaningful alarms that were of 
operational importance.  Since any alarm could be in fault - including high priority alarms - 
shelving was allowed to be applied to any alarm58. 
 
There are three key features of the shelving systems that were seen: 
 
• = The operator had quick and easy access to the list of shelved alarms; 
• = The operator could very easily unshelve an alarm; 
• = The Operating Instructions required the operators at shift changeover to check the list of 

shelved alarms and the reasons for them being there.   
 
Because of these features the operator should be fully aware at any time of what alarms are 
shelved and why.  Like many other operational facilities an operator could misuse it, but he 
was expected to use his judgement to apply the facility safely and responsibly.  Shelving has 
been used in this way on power stations in the UK for many years and it is considered as safe 
and generally beneficial.  It is considered to increase the usability of the alarm system by 
allowing an operator to eliminate the distraction from alarms that he knows are of no 
operational relevance. 
 
A question arises as to whether some chemical plant are “missing a trick” by not allowing 
operators to shelve alarms.  The authors’ view based on the site surveys is that in many cases 
                                                      
57 At one refinery that was visited it was stated that shelving was used quite a lot and sometimes as many as 150 
alarms were shelved.  At one stage the function was key-locked and not available to the operator, but this was so 
unpopular with the operators that the key-lock was removed. 
58 Note that, on most nuclear plant, the critical alarms are displayed both on the DCS and on hard-wired fascias.  
Shelving is only applied to DCS alarms. 
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they are.  Often operators were observed to be getting nuisance from alarms that it appeared 
could be quite safely shelved.  However, the authors have three reservations: 
 
• = Operators on some chemical plant are generally less well qualified and well trained than 

operators on nuclear power stations (who are generally graduates with considerable 
simulator and other training).  Care has to be taken that operators on chemical plant are 
properly trained in the use of alarm shelving and do use it responsibly; 

=  
• = On some chemical plant, operators work partly on the control desk and partly on the plant.  

Sometimes there is more than one operator doing this and different people may accept 
alarms on the one control desk.  In these situations shelving is probably too powerful a 
tool that could easily be misused; 

=  
• = Any shelving facilities should include the three key features listed above. 
 
As noted above, some plant require the operator (or the supervisor) to fill in a form when 
alarms are shelved.  This might record: 
 
• = the alarm shelved; 
• = the person shelving the alarm; 
• = the reason for shelving; 
• = the time of shelving; 
• = the planned time of unshelving; 
• = additional information (e.g. the number of the job card raised to cure the fault). 
 
It was suggested at one site that it might be useful if this form were presented on the DCS 
VDU screen so that the operator filled it in when he made the shelving operation.  Then at the 
planned time of unshelving either: 
 
• = the operator might be prompted to unshelve the alarm, or 
• = the alarm might be automatically unshelved. 
 
Release 
 
At one of the sites visited the alarm system had a “release” facility.  The operator could apply 
a release to a standing alarm in a similar way to which he applied shelving.  This would 
remove it from the alarm list and put it temporarily on the shelf.  There would be no 
indication when the alarm returned to normal, but it would be taken off the shelf.  Hence, 
when the alarm set again it would appear on the alarm list in the normal way.  Thus the 
release is effectively a “one-shot shelving”.  This facility is useful when there is an alarm 
which the operator fully understands (say because it is from a plant under maintenance) and 
expects to stand for some time.  
 
Note that, at the particular site visited, shelved alarms and released alarms were indicated as 
being in that state when they were viewed on the plant mimic graphics59. 
 
Single line annunciation 
 

                                                      
59 This was done using fairly low contrast symbols.  Thus they did not stand out as obviously as active alarms.  
Note that this feature implies that the shelved and released alarms are processed within the alarm handling 
software and not blocked out at the input to it (as is done in some implementations of alarm shelving). 
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As mentioned above, repeating alarms can be a particular nuisance if they are displayed on 
alarm lists and allowed to fill up the display shown to the operator. 
 
Different manufacturers display alarm lists in different ways.  Some have the latest alarm at 
the top of the displayed page, and when a new alarm comes in, it pushes the older alarms 
down the page.  In other systems, alarms fill the page downwards, and when the page is full, 
the operator accepts it before going on to see the next page of alarms.  It is not clear that there 
is one best way of display alarm lists, since many different ways have been used in practice.  
The only general point that can be made is that, if alarm rates are low, there are many 
acceptable ways of displaying them to the operator on an alarm list; if alarm rates are high, 
then it becomes progressively harder to display them satisfactorily on a list, and eventually 
all methods become unacceptable. 
 
Despite all the variants in alarm list displays, there is one key principle that has emerged 
relating to the display of repeating alarms.  This was developed in the CEGB after an incident 
during which the operator found the alarm system unusable.  This was because the alarm list 
displays were swamped with two repeating alarms which caused alarms to be annunciated at 
an average rate of 137 alarms per minute for over 30 minutes.  A number of simulation 
experiments were carried out in which the alarm log was replayed using different algorithms 
for handling the repeating alarms (Dicken & Marsland, 1987).  This led to the development 
of the key principle given below.  The same principle has been identified by a number of 
DCS manufacturers. 
 
The key principle is that, if there is a page of an alarm list on display to the operator, then a 
repeating alarm should only be shown once in this page.   
 
If an alarm is already displayed on the page shown to the operator there are two options for 
dealing with a repeat occurrence of it: 
 
• = The existing alarm message is left where it is, but it is updated to show its current state 

and time; 
=  
• = The alarm message is moved to the position of the newest alarm, the old message is 

deleted, and the list is shuffled up/down as appropriate to eliminate the space. 
 
Each method has disadvantages.  In the first method the page on display loses its 
chronological order.  In the second method there is some “unnecessary” shuffling of the list 
that can make it harder to read.  Despite these disadvantages, either method is very preferable 
to allowing the displayed alarm page to be flooded by a single repeating alarm.  The example 
at the end of this appendix illustrates how the second option works in practice. 
 
It might be argued that this method of dealing with alarms is not needed if there is proper 
setting of deadbands and de-bounce timers, and there is a facility for the operators to shelve 
alarms.  This argument is not valid for the following reasons: 
 
• = There will be many hundreds of alarms on a large plant, and the deadbands and timers are 

unlikely to be ideally set on all of them.  It only needs one to be badly set for repeating 
alarms to occur.  To illustrate this, on the CEGB incident referred to above, the power 
station became isolated from the rest of the grid, and the frequency on the isolated part of 
the grid rose to about 52Hz.  In this very unusual situation the governor valves went into 
an oscillation - which had not been expected by the governor valve designers - and this 
resulted in a high frequency repeating alarm.  It is hard to envisage what design or 
commissioning procedure would have led to the deadband being set to avoid this; 
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=   
• = In high stress situations it is desirable for the alarm system to automatically do what it can 

to avoid the alarm list becoming unusable.  In the CEGB incident the operators had a 
facility to shelve repeating alarms but in the operational stress of the situation they did not 
use it. 

 
In the views of the authors, it should be considered an essential requirement that any system 
providing an alarm list display to the operator, should not be swamped by a single repeating 
alarm60. 
 
Auto-shelving 
 
A recent paper (Burnell & Dicken, 1997) describes use of an algorithm for automatically 
shelving alarms which are detected as repeating frequently.  The algorithm works as follows: 
 
• = If more than 9 occurrences of an alarm occur in 5 minutes or less, then the 10th alarm is 

marked on the VDU screen in blue as a “repeating” alarm.  When this is accepted by the 
operator, the alarm is automatically shelved for 20 min.  After 20 min it is put back on the 
alarm list “on trial”.  If it does not repeat more than 9 times in any 5 min period during the 
next 20 min, then it ceases to be “on trial” and becomes “normal”.  However, if repeating 
does recur when the alarm is on trial, then the alarm is automatically re-shelved for twice 
the original period (i.e. for 40 min).  This process of doubling up the shelve time can 
continue up to a limit of 640 min.  When the alarm has been automatically shelved, the 
operator can unshelve it manually if he wishes (though this does not reset the on-trial 
timer). 

 
Note that this method has the advantage over the single line annunciation method in that, 
once an alarm has been shelved, it ceases to sound the alarm hooter. 
 
This algorithm has been used on one operating plant for a number of years and is well-liked 
by the operators.  Although the shelving process is done automatically, the operators are 
aware of what is going on, still feel in control, and have the benefit of less disturbance.  It 
would appear to be a method that might be usefully provided in other systems. 
 
Logging of repeating alarms 
 
All the above methods relate to improvement of the display of repeating alarms to the 
operator.  Some consideration may need to be given to the logging of repeating alarms.  If all 
repeating alarms annunciations are printed or recorded to magnetic media, this may consume 
a considerable amount of paper/disc space.  For example, on some of the sites that were 
visited, the DCS only had capacity for a few thousand alarms in its history buffer.  If there 
was a plant upset which generated many repeating alarms, this buffer could quickly become 
full and the record of the alarms occurring during the incident could be lost. 
 
One site that was visited was storing alarms on a large CD ROM.  When the logging system 
was being commissioned, problems were found with the logging of repeating alarms.  These 
would tend to swamp the log, and an example showing 50 alarm set/reset occurrences in 11 

                                                      
60 Note that as well as providing an alarm list for showing the current alarm state, there is a need for operators to 
be able to scan back over a historical log of alarms and events.  On this log it will be necessary to be able to see 
every alarm set and reset event - including repeating alarms.  However, even on this log there is a case for the 
operator having a simple means of filtering out the repeating alarms to make the log easier to read. 
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sec was shown.  The software was changed so that an alarm was only put to the log in one of 
the following circumstances: 
 
• = either the alarm was cleared and accepted, and then became set; 
• = or the alarm was cleared and the operator accepted it; 
• = or the alarm was accepted and it became cleared. 
 
This was very effective in reducing the disc space taken up by repeating alarms.  At the 
particular site it allowed four years alarm history to be stored in 20 Mbytes of disc space.  It 
has the disadvantage that the log is no longer “complete”, and the implications of this do 
need consideration.  Nevertheless, the method is likely to be acceptable at many sites, and is 
certainly better than allowing incident records to be overwritten. 
 
Summary 
 
The methods described above can be very effective in reducing the nuisance from repeating 
alarms.  If they are properly set up, the deadband, de-bounce timer, counter and single line 
annunciation methods provide benefit with little downside.  There is benefit in using several 
of these methods in combination.  The shelving and auto-shelving methods can be very useful 
but require the operators to be aware of their implications and behave responsibly. 
 
None of the methods provides the operator with a good warning of the alarm that repeats for 
a period and then moves significantly into the alarm region.  More sophisticated alarming, 
e.g. use of high and high-high alarms may be required here.  Alternatively, some sort of 
adaptive filtering of the underlying trend in the process signal might prove effective. 
 
Example of single line annunciation 
 
The following gives an example of how repeating alarms are displayed on an alarm list using 
the single line annunciator method.  It shows an example list of alarm occurrences and then 
shows the resultant state of the alarm list display following each occurrence.  The list is 
organised on the latest at the top principle - though alarms do not move position when they 
clear.  This is only one of several ways of organising the list. 
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Example Events List 
 
00:00:10 Metal Temp 1 High  active 
00:00:20 Metal Temp 1 High  cleared 
00:00:25 Feed 1 Pressure Low active 
00:00:30 Metal Temp 1 High  active 
00:00:40 Feed 1 Pressure Low cleared 
00:00:50 Feed 1 Pressure Low active 
00:00:55 Feed 2 Pressure Low active 
00:01:05 Metal Temp 1 High  cleared 
00:01:15 Metal Temp 1 High  active 
00:01:25 Metal Temp 1 High  cleared 
00:01:35 Metal Temp 1 High  active 
00:01:45 Lube Oil pump 1  Tripped 
00:01:55 Feed 1 Pressure Low cleared 
00:02:05 Metal Temp 1 High  cleared 
00:02:25 Metal Temp 1 High  active 
 
 
 
Displayed alarm list 
 
The alarm list display in this example is configured to show: 
 

• = latest activation/clearance time; 
• = number of activations since last accepted; 
• = alarm text. 

 
Assuming there were no previous alarms on the list and the operator does not accept any of 
the Alarms, then the alarm list on display would go through the following states for the 15 
alarm occurrences: 
 
When first alarm occurs it will show..... 
 
00:00:10 01 Metal Temp 1 High  active 
 
then 10 sec later it will change to…. 
 
00:00:20 01 Metal Temp 1 High  cleared 
 
then a further 5 sec later it will change to…. 
 
00:00:25 01 Feed 1 Pressure Low active 
00:00:20 01 Metal Temp 1 High  cleared 
 
then…. 
 
00:00:30 02 Metal Temp 1 High  active 
00:00:25 01 Feed 1 Pressure Low active 
 
then…. 
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00:00:30 02 Metal Temp 1 High  active 
00:00:40 01 Feed 1 Pressure Low cleared 
 
then…. 
 
00:00:50 02 Feed 1 Pressure Low active 
00:00:30 02 Metal Temp 1 High  active 
 
then…. 
 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
00:00:30 02 Metal Temp 1 High  active 
 
then…. 
 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
00:01:05 02 Metal Temp 1 High  cleared 
 
then…. 
 
00:01:15 03 Metal Temp 1 High  active 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
 
then…. 
 
00:01:25 03 Metal Temp 1 High  cleared 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
 
then…. 
 
00:01:35 04 Metal Temp 1 High  active 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
 
then…. 
 
00:01:45 01 Lube Oil pump 1  Tripped 
00:01:35 04 Metal Temp 1 High  active 
00:00:55 01 Feed 2 Pressure Low active 
00:00:50 02 Feed 1 Pressure Low active 
 
then…. 
 
00:01:45 01 Lube Oil pump 1  Tripped 
00:01:35 04 Metal Temp 1 High  active 
00:00:55 01 Feed 2 Pressure Low active 
00:01:55 02 Feed 1 Pressure Low cleared 
 
then…. 
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00:01:45 01 Lube Oil pump 1  Tripped 
00:02:05 04 Metal Temp 1 High  cleared 
00:00:55 01 Feed 2 Pressure Low active 
00:01:55 02 Feed 1 Pressure Low cleared 
 
then…. 
 
00:02:25 05 Metal Temp 1 High  active 
00:01:45 01 Lube Oil pump 1  Tripped 
00:00:55 01 Feed 2 Pressure Low active 
00:01:55 02 Feed 1 Pressure Low cleared 
 
The key point about this example is that it demonstrates that the list is not swamped by the 
multiple occurrences of the same alarms.  There have been 15 alarm events, but at no point 
did the displayed list have more than 4 alarms in it.  The use of single line annunciation has 
made the list much more manageable.   
 
It is noted that in some implementations of the method, the repeating alarm is not moved up 
to the top of the list when it changes from cleared to active.  This results in less movement of 
the list - which makes it easier to read.  On the other hand, it has the disadvantage that newest 
alarms are not at the most prominent place.  As indicated before, there are a variety of ways 
of implementing single line annunciation, with slightly different pros and cons, but in all of 
them the technique provides considerable increase in usability. 
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Appendix 11 Logical 
suppression of alarms 
 
This appendix provides examples of the use of logic to suppress alarms in circumstances 
when they were of little operational significance.  One example describes one site’s general 
approach to suppression logic.  A second example describes some published work on how 
alarms may be suppressed according to the operational mode of the plant. 
 

Power station 
 
At one plant that was visited there were around 5000 possible alarms for each operational 
unit including digital input alarms, analogue limit alarms, and generated alarms.  About 10% 
of these alarms had been found to be annoying in particular circumstances and had thus been 
reengineered to include some suppression logic, for example: 
 
• = Timers on digital inputs to reduce chattering; 
• = Logic suppressing alarms from out of service plant. 
 
In some cases the logic was quite complex and combined timers, plant running logic, etc.  
This logic could be thought of as “process verifying” the alarm, and was considered to be 
very useful. 
 
The alarm logic included facilities to generate reminder alarms.  For example, a reminder 
alarm would come up every eight hours if two lubricating oil pumps were left running. 
 
The alarm logic is currently at its third generation.  The data processing system installed 
when the plant was built provided a number of basic alarm logic blocks such as gates, timers, 
etc.  Alarm logic constructed using these blocks was compiled into machine code.  In a 
replacement DCS system, higher level software was written to run the same logic statements.  
In the DCS upgrade that was in progress at the time of the visit, the alarm logic was being re-
written within the sequence or control programs using general purpose maths/logic 
statements, or using the “calculation engine” associated with the distributed database.  The 
logical alarm processing functions have been extended and optimised throughout the various 
stages of this development process. 
 
During the lifetime of the plant the C&I development team have learnt that, as a general rule, 
it is very desirable to include the alarm logic within the lower level control and sequence 
programs.  This is where the most detailed and complete data about the plant item’s status is 
located, so the most appropriate signals may be used for generating the alarm.  However, they 
have also learnt that great care has to be taken to ensure that the logic is robust against 
unusual circumstances.  They tried to “keep it simple” wherever possible. 
 
Over the past decade quite a lot of effort had been put into optimising the alarm systems.  It 
was estimated that in terms of DCS software development at the site, the effort had been as 
shown below: 
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auto control 60% 
alarms 20% 

auto sequences 5% 
other 15% 

 
Table 16  Breakdown of resource spent on software development 

It was noted that alarm development did require quite a lot of operator involvement. 
 
At the time of the visit there was no high level suppression of alarms according to plant 
operating mode (e.g. shut-down, starting-up, at load).  Facilities to do this existed in the DCS 
that was being installed.  However, the site was cautious about suppression of  “expected” 
post-trip alarms.  They felt that over-simplistic alarm filtering might deprive the operator of 
essential information in unusual circumstances.  The operator was in general better able to 
cope with alarms than any automatic system.  The C&I engineers were concerned not to over-
state their ability to deliver.  In an alarm flood an operator was quite capable of scanning 
through the list (so long as it was not too big) and picking out the key alarms - or of looking 
back over an accepted list, when things had quietened down, to check that nothing important 
had been missed. 
 

Oil refinery 
 
A recent paper (Campbell Brown & O’Donnell, 1997) describes recent work at BP Oil 
Grangemouth Refinery to reduce alarms by use of suppression logic.  The work was aimed at 
the intelligent suppression of alarms following shutdown of the Catalytic Reformer in order 
to reduce the size of the alarm flood.  A pilot exercise was carried out to deal with one 
particular sort of trip namely a “Feed and Fires” trip and the subsequent Cryogenic Unit trip. 
 
The work was done using an alarm management package resident in the DCS software.  The 
software identified three Cases, or plant operating modes as follows: 
 
• = Case 2 is normal operation and this includes start-up in progress.   
=  
• = Case 3 is a partial or full shutdown mode with the fire and feed systems tripped. 
=  
• = If it is not possible to clearly identify whether the plant is in Case 2 or Case 3, then it is 

deemed to be in an indeterminate mode, i.e. Case 1. 
 
Alarms were automatically disabled according to the Case.  Thus in Case 3, i.e. shutdown, 
those alarms which were not relevant during shutdown, were disabled and not presented to 
the operator.  These would be alarms which were only relevant during normal operation/start-
up.  In practical terms this was simply achieved by setting a flag against these alarms in the 
alarm database.  In Case 2, there was intelligent re-enabling of the disabled points.  No 
alarms were disabled in Case 1, as this was the safe default mode. 
 
The Case definitions had been made after careful thought by operators and process engineers. 
A typical expression might be: 
 
• = Case A is set if ( 3 out of 4 temps > min temp) and (2 out of 3 pumps are running) and 

(flow > min flow) 
 



 

 205  

 

Note that this would require 8 signals to be checked.  Note also that whilst it might appear 
that the expression includes redundancy in it from the use of “N out of M” logic, this is not 
so.  It would only be expected that 3 out of the 4 temperatures would  be above the minimum 
temperature and only 2 pumps would be running in the particular operating condition.  Thus 
if a single signal was bad, the Case A test would fail.  It was a "we must be certain" type of 
calculation rather than a best guess. 
 
The Case filters were applied independently to 4 different plant areas: Heaters/Reactors, 
Catalytic Reformer Unit/Feed, Debutaniser, Cryogenic Unit.  Thus the Debutaniser might be 
in Case 2, i.e. starting up, whilst the other three areas were in case 3 i.e. shutdown.  This 
implied a total of 8 Case calculations (as there were no calculations for Case 1). 
 
80 alarms points were affected by the Case filters out of a total of 700 points in the entire 
database.  No emergency alarms or ESD repeat alarms were filtered.  No alarms relating to 
the Case calculations were filtered. 
 
BP recognised that, if the logic failed or was incorrectly implemented, it could result in 
alarms not being displayed to the operator.  Consequently the system was put through a 
formal hazard assessment by a review team which included representatives from other BP 
locations.  The system was also run in simulation mode and operators were trained in its use 
before it was used “in anger”. 
 
At the time the paper describing this work was written there had been no “Feed and Fires” 
trips.  However, there had been other incidents, and the system had proved effective in 
reducing the number of alarms.  In one incident there were 600 alarms displayed to the 
operator over a 6 hour period, and this was 18% lower than it would have been without the 
suppression logic.  In another event the reduction was 23.5% of the total number of alarms.  
It would appear that even greater reduction might be possible with wider application of the 
technique to include other types of trip. 
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Appendix 12 Prioritisation 
 
This appendix discusses options for the use of alarm prioritisation. 
 
As was seen in Volume 2 Section 2.10, prioritisation of alarms was used at the majority of 
the sites visited.  Prioritisation can be a very powerful way of  drawing particular alarms to 
the operator’s attention.  High priority alarms can be distinguished by use of striking colours 
on VDU formats (or on fascias), by faster flashing of unaccepted alarms and by use of more 
strident audible warnings.  Also some DCS’s allow high priority alarms to be brought up on 
list displays before earlier lower priority alarms, and allow selection of lists of alarms of 
particular priorities. 
 
Key issues are the number of alarm priorities used and the rules for allocating a priority to a 
specific alarm. 
 
In the survey it was found that no site used more than 3 priorities for categorising alarms 
normally displayed to the operator - though at some sites safety alarms were distinguished 
from normal alarms and separately prioritised.  Also, some companies did define further 
priorities to alarms not normally displayed to the operator.  For example, one power station 
visited used: 
 
• = Priority 4 for alarms that have been logically suppressed (e.g. because plant is out of 

service, the alarm is not appropriate in the current operating mode, etc.); 
• = Priority 5 for events. 
 
The operator could make selections to include these in displayed alarm lists if he wished.  For 
example, he might do this when testing alarms from out of service plant or testing plant 
sequences. 
 
On sites where there were three priorities for the alarms normally displayed they were 
typically defined something along the lines of : 
 
• = Priority 1 - urgent/emergency - requiring immediate operator attention; 
• = Priority 2 - warning/caution - requiring operator attention, but the consequences of not 

responding to the alarms will either not be very severe, or will not occur immediately; 
• = Priority 3 - information/advisory - indicative of a potential problem not of great 

operational significance/urgency, but nevertheless requiring operator investigation. 
 
The difficulty with these definitions is that the attention that the operator should give to a 
particular alarm depends on the operational context.  For example, at steady state, the 
contravention of environmental limits on smoke discharge from a furnace would require 
urgent action.  However, it may not be possible to avoid breaking these limits during furnace 
start-up, and in this condition the alarm has much lower priority.  Further, if there is a major 
furnace disturbance in progress, the alarm is of minimal operational significance, and it will 
be undesirable for the operator to let it distract him from more important activities until the 
disturbance is over.   
 
Because of this difficulty with operational context, most designers make allocations of 
priorities to alarms on the basis of some sort of  assessment of the “normal” importance that 
attaches to the alarm.  Alternatively, the alarm priority can be changed dynamically - and this 
is in effect what alarm suppression is all about. 
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It is noted that the concept of danger tends not to be explicitly included in the definition of 
priority.  This is because the plant is in general equipped with protection systems to protect 
individuals from injury.  Nevertheless, alarms which relate to serious hazards tend to be 
given a high priority.  This is partly because the operation of protection can result in 
significant financial loss. 
 
Note also that priority is linked to the immediacy of operator attention, and not just to 
operator action.  For example, a plant trip alarm will generally be given a high priority as it is 
desirable that the operator is made immediately aware when a trip has happened so he can 
check it progresses properly.  However, approach to trip may be given a higher priority if 
there is something that the operator can do to prevent the trip.  
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Appendix 13 Design of 
individual alarms 
 
This appendix provides a checklist of issues that need to be resolved in the design of each 
alarm.  It is suggested that this information should be recorded when the design takes place 
to provide a design database for use during the lifetime of the plant. 
 
In the course of this research the researchers have found many problems with individual 
alarms.  For example, the alarm is using an unsuitable source signal, the alarm limit is badly 
set, the priority is wrong, the alarm message is unclear, and the operator does not know what 
to do about the alarm, etc.  Several of the sites recognised that these difficulties were due to 
insufficient thought being expended when the alarm was first conceived.  In particular, with 
modern computer-based alarm systems it is so very easy to introduce alarms that there was a 
tendency for them to be configured without putting in any real design effort.   
 
There is also the tendency for designers of individual plant systems to propose alarms from 
their particular systems without a proper regard for the operational importance of their alarms 
compared against alarms from other areas, ie. they have an inflated view of the importance of 
their system.  Similarly, HAZOP reviews can tend to result in the proliferation of alarms as 
an extra line of defence against potential hazards.  However, as each extra alarm is 
introduced, the chances of overloading the operator with alarms increases, and the alarm 
system overall becomes less effective as a line of defence. 
 
To overcome these problems there is benefit in formalising the design process so that all the 
key aspects of an alarm are considered from the outset and at a time when changes can be 
made at minimum cost.  If this is done, the up-front costs of designing the alarm system will 
tend to rise, but there are likely to be long term savings in system commissioning and 
operation. 
 
The approach that has been taken within several companies has been to require full 
justification and documentation of each alarm very early in the design process. This can be 
done by use of checklists, pro-formas or computer databases.  The following information may 
be recorded: 
 
• = What is the purpose of the alarm?  What hazard or process activity is the alarm intended 

to provide warning of? 
=  
• = What is the severity of the hazard?  How large is this in terms of risk of potential loss of 

life or injury, environmental impact, plant damage or economic loss? 
 

Note:  It is advantageous if the size of the potential plant damage can be expressed 
financially.  One major chemical company suggests the following cost figures for 
repairs to damaged pumps, compressors, etc.: 
 
 
 
 
 

item average repair cost 
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small pump e.g. injection pump        £2,000 
medium pump e.g. reflux pump        £5,000 
large pump e.g. amine circulator      £10,000 
major pump e.g. MOL booster      £25,000 

compressor    £200,000 
gas turbine  £1,000,000 

heat exchanger      £50,000 
 
Table 17  Typical equipment repair costs 

• = How frequently is the hazard likely to occur? 
 

Note:  If it is difficult to be specific, it may be appropriate to select from: once a 
week, once a month, several times a year, once a year, once in 3 years, once in 5 
years, once in ten years, less than once in 10 years. 

 
• = Is the plant also protected against the hazard by protective systems (either mechanical 

systems - such as relief valves - or instrument-based systems)?  If not, should a protective 
system be used rather than an alarm? 

=  
• = What will be the consequences if the alarm is missed? 
=  
• = How quickly will the operator need to respond to the alarm? 
 

Note:  Some alarms, such as approach to trip alarms, may require urgent response if a 
large economic impact is to be avoided (however, this may depend on how quickly 
the alarmed variable is moving in the dangerous direction).  Other alarms, for 
example, an alarm indicating low thermal efficiency on a power station, may indicate 
that costs are small but steadily accumulating. 

 
• = What priority is the alarm? 
 

Note:  This will depend on the severity of the consequences of missing the alarm and 
also how quickly the operator needs to respond to it.  For further discussion of this 
see Appendix 12.  

 
• = Should the priority change according to operating conditions? 
=  
• = How will the alarm be tested?  How will the alarm be maintained? 
 

Note:  These are very important practical questions.  For example, how do you test a 
high level float switch on a vessel containing material at a particular 
temperature/pressure, except by bring the level up to that limit?  Is it safe to do this, 
and does it disturb plant production?  The answers to these questions may result in 
the replacement of the float switch by an analogue level measurement.  This may be 
more expensive to purchase, but cheaper to test and maintain. 

 
• = What is the normal value of the alarmed process variable?   
=  
=  
=  
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• = What is the hazardous limit?  Does there need to be more than one alarm, eg a high and a 
high-high?  Does the limit change according to operating conditions?  Does the alarm 
need to be a combination of time and extent over the limit (eg as in overheating of a motor 
due to high current)? 

=  
• = Are the alarm limits related to plant safety cases?  What procedures are required to change 

the alarm limits?  Should operators or supervisors be able to do this? 
=  
• = Is it acceptable for an operator to temporarily shelve this alarm? 
=  
• = How much does the alarmed process variable fluctuate in normal operation?  How much 

does it fluctuate in plant disturbances which do not bring the alarmed plant item into a 
hazardous state?  What deadband would be suitable in generation of the alarm? 

=  
• = Will the alarm come up in a large plant disturbance or trip?  Should the alarm be 

suppressed in these circumstances?  How should these circumstances be detected? 
=  
• = Are there circumstances when the process variable will exceed the alarm limit and not 

represent a hazard (eg when starting up the plant item, when the plant item is shut down)?  
How can these circumstances be detected?  Should logic be included to suppress the alarm 
in these circumstances? 

=  
• = Should this alarm be suppressed if other more significant alarms occur? 
=  
• = Will the process variable ever go “bad”?  What effect will this have on the alarm? 
=  

= Note that variables going bad can be a major cause of repeating alarms.  If a 
signal is hovering round the maximum instrument range, and going in and out of 
the bad state then this repeating alarm will not be suppressed by use of a 
deadband. 

=  
• = What is the alarm message? 
 

Note:  There is benefit in using alarm messages that are easy to read and understand.  
To this end it is desirable if guidelines are developed on the standard format of alarm 
messages and on the terms and abbreviations to be used within them.  For example: 
=  
= Superheater should not be abbreviated in one message as s/heater, in another as 

S/Htr, and in yet another as S/H; 
=  
= Messages should not be formatted in some place as “process variable, state” - e.g. 

“S/H outlet pressure high” - and in other places as “state, process variable” - e.g. 
“high S/H outlet pressure”; 

=  
= Text descriptors of process variables are preferable to tag numbers.   

 
• = What action should be taken after the alarm?  Should there be written procedures defining 

how the operator should respond to the alarm? 
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Appendix 14 Alarm 
specification checklist 
 
This appendix presents the results of a survey of 5 engineers involved in procurement of 
alarm systems.  It identifies the features that they would be looking for in an alarm system 
they might be considering buying. 
 
The checklist given in this section was developed from a questionnaire survey made of 5 
engineers who were technically involved in the specification and procurement of alarm 
systems. These engineers were predominantly working on large chemical or power plant. 
 
The engineers were asked a large number of questions and to each question ticked a box 
labelled “essential”, “very desirable”, “worth having”, “little value”, “definite no” or “no 
view”.   These answers were aggregated and an average value worked out.  The following 
statements summarise the requirements.  Where the statement is written in bold, it means the 
there was very strong support for the feature, and it was considered a very important 
requirement by the users surveyed.  Where the statement is written in normal type, it means 
that there was positive support for the feature.  Where the statement was written in italics it 
means that the engineers were rather lukewarm about the feature.   
 
There are also a few statements in (smaller font).  These are summaries of  some of the 
comments made by those surveyed. 
 
The sample of engineers surveyed was small.  Nevertheless it is considered that the results 
can be helpful in two ways: 
 
• = It can be used as a checklist of desirable features by engineers who are assessing an alarm 

system that has been offered to them or who are writing a procurement specification for a 
new alarm system.  However, it is noted that the specifications written by those engineers 
surveyed were often too short (sometimes one page or less) to include all the detail given 
in this checklist. 

=  
• = It can be used by DCS manufacturers as a guide to what customers are likely to want in 

the alarm systems they are going to purchase in future.  Systems without the features 
marked in bold are likely to receive a poor reception.  Systems with all the desirable 
features are likely to be high on purchaser’s lists. 

 
It should be noted that the checklist does not cover qualitative features of an alarm system, 
for example, how easy it is to configure the system or maintain it.  These factors can be very 
important indeed in terms of the overall performance of the alarm system.  And cost does 
have an impact as well! 
 
A comment made by one of the engineers surveyed was that “sadly, a lot of the things which 
are ‘highly desirable’ we don’t have yet!”. This may not be strictly true as some companies 
who have been prepared to invest in developing their own bespoke alarm systems have got a 
lot of the more advanced functionality.  However, certain proprietary DCS’s do lack a 
number of the functions marked as ‘very desirable’ in the survey.  Possibly this checklist 
could be used by a representative group of users (such as EEMUA) to try to agree a common 
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cross-industry set of user requirements for alarm systems.  This might be beneficial both for 
them and for the DCS manufacturers. 
 
 
Inputs 
 
The alarm system should be able to generate alarms from: 

• = digital inputs to the DCS; 
• = analogue inputs to the DCS; 
• = systems connected to the DCS over communication lines; 
• = automatic controls or other calculations made in the DCS system; 
• = faults in the DCS hardware  (though there may be a need for segregation of “system” 

from “process” alarms, and such alarms should be configurable). 
 
There should be timing logic to detect fast repeating digital input alarms and hence suppress 
them. 
 
There should be loop resistance checking on digital inputs. 
 
Alarms from digital inputs should be time stamped to within 1 sec generally, but maybe 
to within 100 msec (or even 10 msec) for applications such as sequence of event logging. 
  
Digital input alarms should be time-tagged at source   
 
Alarms received over communications lines should be time-tagged at source 
 
Fast, sequence of event logging of particular alarms or events is required (for perhaps as 
many as 10% of the inputs and maybe at 10-100 msec time resolution). 

 
Alarms from analogue inputs should be time stamped to within 1 sec generally, but may 
need to be within 100 msec for applications such as sequence of event logging. 
 
The following alarm types should be available for configuration on analogue inputs: 

• = low and high; 
• = low-low and high-high; 
• = rate of change; 
• = discrepancy from a set point.  (Considered useful on inner loop of cascade controller 

etc.) 
 
There should be an adjustable deadband associated with alarms derived from analogue 
values 
 
“Bad data” alarms should be generated if analogue values go outside normal limits (e.g. 
outside 4-20 mA).  (Note however that many cases of signals going outside range are due to the 
process variable having been significantly disturbed rather than due to any instrument fault.  Instrument 
and DCS ranges should be arranged such that bad data alarms are reserved for hardware faults.) 
 
 “Discrepancy” alarms should be generated to indicate the difference between the selected 
state of a system and its actual state (e.g. discrepancy on a control loop that has tripped to 
manual, or a valve that has tripped shut).  (These should be for information to the operator to 
indicate that an event has occurred, not for immediate action.) 
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Processing of alarms 
 
All alarm limits, messages, etc. should be stored in a system-wide database 
 
Operators should be able to change the alarm limits on some alarms (i.e. those marked in the 
database as operator-adjustable) 
 
Supervisors should be able to change the alarm limits on some alarms (i.e. those marked in 
the database as supervisor-adjustable) 
 
Facilities should be provided to the operators for defining their own alarms  
 
Alarms should be prioritised.  (There should certainly be at least 3 priorities, but several users 
want more, in some cases up to 10 priorities.): 

• = It should not be possible for the operator to change priorities of any alarms; 
• = The alarm system should be capable of automatically changing the priority of 

alarms according to operating conditions. 
 
It should possible to shelve individual alarms (i.e. prevent them from appearing on the 
operator display): 

• = This facility should be available to the operator; 
• = This facility should be available to the shift supervisor; 
• = The operator should be able to observe what alarms are shelved; 
• = There should be an in-built software limit on the period for which alarms can be 

shelved; 
• = The operator should be prevented from shelving certain alarms; 
• = The occurrences of shelved alarms should be logged. 

   
The following facilities for automatically suppressing alarms from appearing on the 
operator’s display should be provided: 

• = Suppression according to plant operating mode (e.g. shut down, starting up, 
full load); 

• = Suppression according to the operating state of particular plant items (eg. 
suppression of alarms from a pump which is out of service); 

• = Suppression of alarms from plant under test.  (Plant under test was seen as a particular 
cause of hazards.  Also there have to be procedures to ensure such alarms are not left 
suppressed); 

• = Suppression of normally expected alarms in a short period after a major event 
(e.g. a plant trip, a loss of electrical power).  (Getting logic right needs great care); 

• = Suppression of related alarms in cause-consequence groups; 
• = Suppression of alarms using expert systems or other similar techniques.  (Seen as 

offering a questionable cost-benefit and as giving problems in maintainability); 
• = The operator should be provided with facilities for observing alarms which 

have been automatically suppressed. 
 
“Alarm coalescing” should be provided (e.g. the merging of multiple alarms from 2-out-
of-3 voting systems to generate a single alarm). 
 
It should be possible to synthesise an alarm based on the states of various other alarms. 
 
Display of alarms 
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There is a requirement for some alarms to be generated and displayed independently of the 
DCS.  (This was seen as a debatable point.  It should perhaps be available possibly for one or two 
alarms of the highest priority, possibly for alarms from safety systems, possibly for alarms from systems 
required to make the plant safe post-trip.) 
 
There is a requirement for alarms to be displayed on individual annunciators 
 
There is a requirement for alarm annunciators driven from the DCS 
   
The following audible functions are required: 

• = A sounder on all (or only some) DCS alarms; 
• = Different sounds for different priorities of alarms; 
• = Different sounds for alarms and for discrepancies; 
• = Different sounds for alarms on annunciators and on screens; 
• = Voice output of alarm messages; 

 
The alarm status should be shown for objects (e.g. valves, measurements, etc.) shown on 
DCS mimic and faceplate formats. 
 
It should be possible for operators to accept alarms from mimic and faceplate displays. 
 
Plant objects displayed on mimics should be hierarchically connected in terms of alarms (e.g. 
a pump displayed on a mimic should go into alarm if one of the lower level alarms associated 
with it - such as “pump vibration high” - goes into alarm). 
 
An alarm list display should be provided: 

• = It should be possible to accept alarms from the alarm list (i.e. without 
referring to the detailed plant display); 

• = It should be possible to accept a number of alarms on the alarm list display by a 
single operator action.  (Seen as necessary to handle alarm floods.); 

• = For certain alarms it should be necessary for the operator to accept the when it 
sets and also when it clears (i.e. returns from alarm); 

• = The list should show alarm occurrences in strict chronological order;  
(However it is acceptable if repeating alarms are only shown once on the alarm 
list normally displayed to the operator so that they cannot swamp it.  Note that 
this implies loss of the strict chronological sequence); 

• = It should be possible for the operator to select a historical log of alarms in 
strict chronological order.  (This should go back certainly one shift. Many users think 
at least 1 week, and some think even longer.); 

• = It should be possible for the operator to select a filtered list which only shows 
alarms of a particular priority; 

• = It should be possible for the operator to select a filtered list which only shows 
alarms from particular plant areas; 

• = It should be possible for the operator to view a list of all standing alarms. 
 
Alarm messages relating to analogue limit transgressions should show the limit value. 
 
Alarm messages relating to analogue limit transgressions should be continuously updated to 
show the value of the analogue signal. 
 
Alarms of different priorities should be displayed in different colours.  (Especially 
important on graphics) 
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The DCS should provide guidance on the actions to be taken after an alarm. 
 
The DCS should provide information on the likely cause of the alarm. 
 
There should be a facility to enable the operator to bring up a detailed graphical display 
(eg. a plant detail mimic) relating to the latest alarm with a single action. 
 
There should be facilities for causing important alarms to be re-annunciated after a certain 
delay time. 

 
Logging of alarms 
 
It is necessary to be able to continuously log alarms to paper printers.  (These were seen as 
proving unreliable on the occasions that they were really needed.) 
 
It is necessary to be able to continuously log alarms to magnetic disc storage 
 
Control system events (e.g. between different control modes) should be logged 
 
Operator actions should be logged.  (Possibly on a different log to the alarms.) 
 
Operator acceptances of alarms should be logged. 
 
Every alarm occurrence should be logged even if it repeating at a high frequency. 
 
Facilities should be provided for exporting alarm logs to off-line management information 
systems. 
 
The following facilities should be provided for analysis of alarm logs: 

• = Analysis of total numbers of alarms in a given period; 
• = Searches for/counts of  occurrences of specific alarms in a given period; 
• = Identification of the most frequent alarms in a given period; 
• = Identification of repeating alarms. 

 
There should be facilities to replay an alarm log through an operator display to be able to 
simulate what the operator saw. 
 
 
Engineering of alarm systems 
 
In the design stage there is a requirement for formal documentation of the reasons for 
every alarm, the consequences of not responding to it, the time of response, the required 
operator action, etc.  (Requiring formal justification of each and every alarm might help reduce the 
number of alarms on process plant.) 
 
It is a general requirement on new plant to carry out HAZOPs or formal safety studies 
and use these to confirm that all necessary alarms have been installed. 
 
On some sites there is a need for “actions after alarms” procedures to be written for all 
alarms. 
 
Alarm limits etc. are subject to formal change control during plant commissioning. 
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In plant commissioning there will be a formal requirement to measure the alarm rates during 
steady operation or after plant trips and meet defined targets. 
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Appendix 15 ASM best practice 
messages 
 
The checklist included in this appendix was prepared by the ASM consortium as a result of a 
number of surveys of alarm systems at US petrochemical plants.  It lists some features that 
were commonly found at sites which were assessed to have well designed and well managed 
alarm systems. 
 
 
• = The plant has a principled approach to alarm configuration & management. 
=  
• = There is a single site design standard for management of alarms.  It defines, for example, 

how alarm priorities are set, which alarm limits cannot be adjusted or disabled without 
appropriate review, how alarm suppression is to be used, etc. 

=  
• = Alarm suppression is used to hide unnecessary alarms from the operator. 
=  
• = For critical (all?) alarms, the expected operator action is documented. 
=  
• = The state of all critical alarms is always visible. 
=  
• = Critical alarms are tested on some plant-defined frequency. 
=  
• = Within an operating area, a specific person is named to be responsible for ensuring 

effectiveness of the alarm system.   
=  
• = Alarm activity is regularly monitored and analysed, and improvements are implemented  

and documented.  
=  
• = The status of all alarms (their disabled/inhibited state and their alarm limits) is reviewed 

on some plant-defined frequency. 
=  
• = The temporary change status (temporary alarm triggers, enable disable status, etc.) of the 

alarm system is always quickly visible to the operator. 
=  
• = The alarm system is integrated into the DCS 
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